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WOB 2003

Apresentação

O Segundo Workshop Brasileiro de Bioinformática (WOB) é um evento promovido
pela SBC - Sociedade Brasileira de Computação, através de sua Comissão Especial
de Biologia Computacional. Em 2003 o evento acontece na cidade de Macaé, no
litoral norte do Estado do Rio de Janeiro.

Tivemos em 2002 o primeiro workshop, em Gramado (RS), em conjunto com os
Simpósios Brasileiros de Engenharia de Software (SBES) e Banco de Dados
(SBBD), durando um dia inteiro e com a presença de aproximadamente 60
participantes. Neste ano contamos com o dobro de participantes e o evento ocupa
3 dias da semana, sem outros eventos paralelos, porém com múltiplas atividades,
entre tutoriais, palestras convidadas e um painel. Como atividade extraordinária,
há também um mini-curso de Linguagem Perl no dia 2 de dezembro, um dia antes
da abertura oficial do evento.

O WOB tem como objetivo ser um fórum para a discussão de temas de pesquisa,
desenvolvimento e ensino na área de Bioinformática. Há um viés computacional no
evento por conta dos artigos técnicos e posters selecionados, em sua maioria
contribuições oriundas da área de Computação e aplicações. Entretanto, como a
Bioinformática é interdisciplinar, há grande participação de profissionais e
acadêmicos de Genética, Biologia, Bioquímica e Biofísica.

Já temos no Brasil vários grupos de pesquisa lidando com Bioinformática no seu
dia-a-dia. Nos jornais e revistas de grande circulação temos acompanhado alguns
resultados oriundos de laboratórios de pesquisa brasileiros, em particular
relacionados aos diversos projetos Genoma em curso. Alguns grupos já colaboram
em redes estabelecidas para projetos específicos e outros começam a trocar
idéias, produtos e pessoal qualificado visando atender seus objetivos específicos.
Por conta das grandes distâncias do nosso país, eventos como o WOB permitem
que pesquisadores, alunos de graduação e pós-graduação, e outros profissionais,
estejam fisicamente reunidos, facilitando a troca de experiências e conhecimentos
na área.

No WOB 2003 houve submissão de artigos e posters para avaliação e seleção por
parte de um comitê de programa formado em sua maioria por acadêmicos
representando as diversas instituições do país já envolvidas na área. Foram
submetidos 35 artigos completos e desses 13 foram aceitos para publicação nos
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anais e apresentação no evento. Alguns desses artigos foram convidados para
serem apresentados como poster e, juntamente com os posters submetidos para
avaliação, correspondem ao total de 16 posters selecionados.

Além da publicação dos artigos nos anais, os trabalhos referentes aos posters
também estão sendo publicados como short papers. Além disso, todos os artigos e
posters foram convidados para publicação em um número especial da revista
RTInfo, editada pela Universidade Católica de Brasília.

Gostaríamos de deixar registrados nossos agradecimentos a todos os membros do
Comitê de Programa, bem como aos revisores indicados por eles. Em especial
gostaríamos de agradecer a algumas pessoas, empresas e instituições que nos
auxiliaram na organização e realização do WOB2003: Ana Lúcia C. Bazzan (Inst.
de Informática, UFRGS), André C. Ponce de Leon F. de Carvalho (Dep. de Ciência
da Computação, ICMC-USP), Guilherme Pimentel Telles (Dep. de Ciência da
Computação, ICMC-USP), Gabriela Conceição (SBC), Lacir Jorge Soares (UENF-
Campos), Esteban Tognini (IBM Life Sciences), Marcelus de Souza Siqueira
(FSMA), Anolan Milanés (DI, PUC-Rio), Clarisse de Souza e Simone Barbosa
(SERG, PUC-Rio), Rosane Teles Lins Castilho (PUC-Rio) e equipe de suporte do
Dep. Informática, PUC-Rio; SBC, PETROBRÁS, IBM Life Sciences, UENFE, FAPERJ e
FENORTE. Gostaríamos ainda de destacar o imprescindível apoio da direção e do
corpo técnico-administrativo da FSMA, Macaé-RJ.
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New ways for automatic detection of

contaminants in EST projects

João Paulo Piazza and João Carlos Setubal

Instituto de Computação, Universidade Estadual de Campinas
CP 6176, Campinas, SP 13084-971 BRAZIL
{joao.piazza, setubal}@ic.unicamp.br

http://www.lbi.ic.unicamp.br

Abstract. Automatic contamination detection remains a problem for
EST sequencing projects. Generally this is dealt in an ad-hoc fashion,
using similarity as the basic strategy. Here we present the first step to-
wards a more rational methodology. It seeks to extract information from
training and target sequences, and to use that information to discrim-
inate legitimate from contaminant sequences. We use six different pro-
grams to analyze sequences, and combine their scores in two different
ways. We present results obtained from simulations. Measured in terms
of sum of false positive and false negative counts, our results show a best
performance of 0.5% and a worst performance of 36%

1 Introduction

In Expressed Sequence Tag genome projects [1], expressed genes of an organism
are sampled, and fragments of their reverse transcribed sequences are obtained.
For large (say, > 20 Mb) genomes, EST projects [1] remain a cost-effective way of
obtaining important genomic information. A recent example is the Schistosoma

mansoni project [14]. In these projects one concern are the presence of DNA
contaminants (DNA from species other than the target species) in the pool
of sampled genes. Typically a large set of reads is obtained (in [14] the total
was 180,000), and this set goes through a computational pipeline that seeks to
adequately trim each read, check base quality and detect extraneous sequences.
The contamination detection phase is usually based on a similarity strategy. A
set of possible contaminant sequences is put together, and the EST sequences
are screened against this set using any similarity-based tool. The problem with
this approach is that it is far from clear what criteria to use for determining what
is a contaminant and what is not. Typically the set of criteria used is based on
BLAST [2] comparison, is tuned based on a trial-and-error phase, and has this
form: “exclude sequences that match potential contaminant sequences with e-
value ≤ 10 � 15 and have at least 98% identity along at least 75 nucleotides” [14].
It is only natural to ask: why 10 � 15 and not 10 � 14? Why 98% and not 97%?
And so on.

This paper presents work in progress that seeks to create a more rational
methodology for automatic screening of contaminants. The basic idea is to try



to capture intrinsic features of the target transcriptome rather than rely on sim-
ilarity, and to provide some measure of the reliability of the result. As it now
stands, the method requires knowledge of a minimum-sized set of legitimate
sequences, for training purposes, which is a reasonable assumption. Similarity
is not used, but we envisage a future version in which both similarity-based
methods and intrinsic methods are somehow combined to achieve better results.

A desirable property of a screening procedure is that it be able to detect
any extraneous sequence, and not only those of potential contaminant candi-
dates. In this work we assume that a set of potential contaminants is known, so
that rates of false positives and false negatives can be estimated. Knowledge of
contaminants is also assumed by two other related works [7, 15].

2 Methodology

As stated above, our methodology seeks to determine intrinsic properties of the
target transcriptome sequences. We obtain this information by using several
different sequence analysis programs, some of them third-party and developed
for purposes other than contaminant detection. Ways of combining the results
of all these programs (which we call methods) is also part of our methodology.

All methods require training sets, and output a score that estimates the
probability that each query sequence belongs to the target transcriptome. The
methods used were:

– ESTScan (ES) [8]: a gene finder combined with reading frame corrector,
specifically designed for ESTs.

– Glimmer (GL) [3]: a gene finder used primarily in prokaryotic genomes.
– Dinucleotide (DN) and trinucleotide (TN) distribution. Uses a multinomial

distribution formula [11] that estimates the probability that a given set of
k-mers belongs to a target organism (k = 2 and 3).

– Dinucleotide signature (DS) [9].
– %GC (BN). Uses a binomial distribution formula [5] to estimate the proba-

bility that a given value of %GC is the same as that of a target organism.

These methods were chosen based on merit as well as convenience of usage.
Both third-party methods (ES and GL) are programs that can be freely down-
loaded and are relatively easy to use. At any rate, our aims in this paper are not
an endorsement of particular methods for contamination detection, but rather
an overall test of the whole methodology.

As far as we know, no methodology similar to the one here has been proposed.
In [15], only one method is used, and that is similar to the DN and TN methods
above, but with k = 6. (In our experiments we have not achieved good results
with k = 6.) The work [7] is based on [15], and also relies on only one method.

For the description that follows we use FP to denote the fraction of false
positives and FN the fraction of false negatives.

Given a set of methods M = {M1, M2, ..., Mk}, a set of potential contaminant
organisms C = {C1, C2, ..., C`} (we assume we have whole genome sequences for



each Cj), and a set of target organism sequences L = {L1, L2, ..., Lm}, we define
the following three sets of sequences for each potential contaminant Cj :

– Ltrain: training set sequences (a subset of L).
– check: contains a sample of sequences from organism Cj and a sample from

L. This set is used to estimate FP and FN.
– project: contains sequences from organism Cj and from L; it contains from

4 to 40 times more sequences than set check. A method is evaluated based
on the results for this set.

These sets are defined so that we can test our methodology in a simulated
setting. This means that we know the precise origin of each sequence used. For
the pair (Cj , L), we run each method Mi in the following way:

1. Mi is trained on Ltrain

2. Mi is run on input check = Ccheck
j ∪ Lcheck (this is the check phase)

3. FP and FN are evaluated based on results of previous step
4. Mi is run on input project = C

project
j ∪ Lproject (this is the test phase)

Results for each method are combined in the way described in Section 2.1.
Here is how step 3 is carried out. The output of step 2 is S = {s1, s2, ..., sn},
where si is the score of sequence i. S is sorted in increasing order of scores, and a
partition score σ is determined so that it minimizes FP+FN. We can now define
set B based on S, where Bi = 0 (a negative outcome, contaminant) if si < σ,
or Bi = 1 (a positive outcome, legitimate) if si ≥ σ. In this way, each sequence
i of check set may be in one of four different situations:

1. If Bi = 1 and i is legitimate, i is a true positive (TP)
2. If Bi = 1 and i is contaminant, i is a false negative (FN)
3. If Bi = 0 and i is legitimate, i is a false positive (FP)
4. If Bi = 0 and i is contaminant, i a true negative (TN)

Thus, for a method Mi, a contaminant Cj , a target organism L and output
Ej we have set B that categorizes each sequence in Ej as belonging to L or to
Cj , with values for TP, FN, TN e FP. In a real life situation these values would
be used as estimators of FP and FN. In our simulations, we simply compare the
predicted FP and FN with actual values obtained in the test phase, as shown
below.

2.1 Combinations of results

As mentioned, our methodology applies each individual method to the input,
and then combines the results. The rationale is that this combination should
yield better results than each method individually. However, there are many
ways through which the results can be combined. Below we describe those that
we have considered.



Voting The simplest combination strategy is voting: a sequence is deemed le-
gitimate (or contaminant) if some large percentage x of methods says that it is.
The trick is to define the value of x. We determine this value in terms of the sum
of FPs and FNs, that is: we choose the value that minimizes FP+FN against
the check set. This does not guarantee that combined results will be better than
a single method, since different methods may have different classification pow-
ers with respect to a particular combination (Cj , L). In our current approach
all methods have the same weight. The classifier literature suggests, however,
that better results may be obtained with different weights [10] or more complex
voting schemes [13].

Binary vectors Another strategy is to take into account successful joint pre-
dictions, and give them more weight than less successful ones. We see results of
each method individually as a binary value (0 = contaminant, 1 = legitimate),
and to each test sequence we associate the binary vector with joint results, as
shown in Table 1. We then compare vectors with actual sequence tags in the
check set, and we count the fraction of right and wrong answers for each vector,
as shown in Table 2. The table shows that a vector can be used to determine
when a sequence is a contaminant (its fraction of TNs is larger than its fraction
of FNs, vector 00 in the table) or legitimate (analogously). When the fractions
are equal we have assumed that the corresponding sequences are legitimate,
since in a real life situation the legitimate sequences are more numerous than
contaminant sequences. A more serious problem involves unrepresented vectors
during the check phase. It is not clear what to do when such a vector pops up
in the test phase. Moreover, the number of vectors increases exponentially with
the number of methods. In this work, when unrepresented vectors appeared in
the test phase, the corresponding sequences remained uncategorized.

Table 1. Interpreting joint predictions as binary vectors. 0 = contaminant, 1 = legit-
imate.

sequence prediction binary
id M1 M2 vector

1 1 1 11

2 0 0 00

... ... ... ...

n 0 1 01

3 Results and analysis

The target organism in our simulations was D. melanogaster (DM). Contami-
nants were: Clostridium perfrigens (CP), E. coli (EC), Saccharomyces cerevisae



Table 2. How binary vectors are associated with FP and FN counts

vector % cont % leg good for TP TN FN FP

00 85 5 cont - 85 5 -

01 5 10 leg 10 - - 5

10 10 10 ? ? ? ? ?

11 0 75 leg 75 - - -

tot 100 100 - 85 85 5 5

(SC), Caenorhabditis elegans (CE). All sequences were obtained from NCBI [12].
We included only coding sequences, with length between 200 and 2,000 bp, and
excluded those having letters other than A, C, G or T. More details about the
sequences used are shown in Table 3.

Table 3. Summary of characteristics of sequences used in this work

sequence # # # average %
set check train project length GC

DM 338 474 12,185 1,014 54.04

CP1 60
- 241 860 29.12

CP2 1,206

EC1 97
- 390 860 50.94

EC2 1,948

CE1 78
- 310 871 46.10

CE2 1,551

SC1 70
- 282 1081 41.18

SC2 1,408

Contaminants were selected as follows:

– Clostridium perfrigens (CP): bacterium, phylogeneticaly distant from DM,
with very different GC content

– E. coli (EC): bacterium, with GC content close to that found in DM
– Saccharomyces cerevisae (SC): yeast, closer to DM than any bacterium
– Caenorhabditis elegans (CE): nemathelminth, is the closest phylogeneticaly

to DM, among the chosen contaminant organisms

For each contaminant, two check sets were created, in order to assess how
important the number of sequences is for FP and FN estimation. Those sets
with suffix 2 (eg CP2) have approximately 20 times more sequences than those
with suffix 1 (eg CP1).

The results of applying each individual method plus the two combination
methods on project sets are shown in Tables 4, 5, and 6. Table 4 contains values



of FP+FN as estimated from check sets. Table 5 contains actual FP+FN values.
Table 6 contains the differences between estimated and actual values.

The best method for all contaminant sets was binary vector, achieving in
some cases a performance three times better than the average case for the set.
Voting and BN were the second best methods, in equal number of sets, though
voting resulted in better results on average. As can be seen from the tables
the hardest test case was DM+CE, which can be explained at least in part by
their phylogenetic closeness. Among the bacteria, the hardest case was DM+EC,
being even harder than DM+SC, which was surprising. A simple graphical way
to estimate the hardness in these separation problems is given by the score
distribution graphs. An example for the TN method is shown in Figure 1.
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Fig. 1. Score distribution of method TN on sets check of DM, CP2, EC2, CE2 e SC2.
The vertical line denotes the best separation score σ

The binary vectors method showed the largest difference between estimated
and actual FP+FN values. This is probably due to non-sampled vectors, as
noted above. Although increasing check set sizes improved FP+FN estimates in
15 cases, in 17 cases the estimates were worse, meaning that a greater number
of check sequences does not necessarily imply in an improvement in FP+FN
estimates.



Table 4. Summary of the results of methods applied to the check sequences. Values
are the sum of FP with FN

method CP1 CP2 EC1 EC2 CE1 CE2 SC1 SC2
method
average

ES 8.18 7.74 25.84 24.92 30.27 37.34 15.68 14.33 18.92

GL 4.14 7.03 41.20 42.77 45.17 52.45 27.81 26.25 27.14

DN 0.59 1.22 69.45 67.53 44.48 45.73 23.66 20.52 22.70

TN 0.59 2.14 55.29 55.05 42.01 45.40 24.60 21.92 22.78

BN 0.30 0.91 72.89 71.13 31.86 42.42 13.26 13.68 17.07

DS 18.12 19.86 78.92 76.67 75.65 80.26 50.28 48.02 48.70

voting 0.00 1.09 37.20 34.99 22.19 34.62 15.08 13.21 14.37

bin.vectors 0.00 0.41 21.11 19.68 13.12 30.26 8.53 8.91 10.21

set average 3.58 4.58 50.24 49.09 37.36 45.65 21.35 20.04 22.09

Table 5. Sum of values from Tables 4 and 6

method CP1 CP2 EC1 EC2 CE1 CE2 SC1 SC2

ES 9.00 9.96 28.22 25.63 35.27 42.26 15.72 17.18

GL 5.17 8.64 45.85 44.34 46.26 55.96 29.13 27.94

DN 1.46 1.61 70.99 68.99 45.86 47.41 24.24 22.45

TN 1.48 2.81 55.53 56.74 42.06 48.33 29.17 26.97

BN 1.12 0.96 77.26 76.13 39.77 46.73 13.27 14.50

DS 18.71 22.84 80.13 81.22 82.46 83.54 55.59 49.50

voting 1.10 1.13 39.58 36.25 31.32 37.75 23.35 15.52

bin.vectors 0.16 0.50 26.37 23.08 26.89 35.66 12.05 14.57

Table 6. Differences between predicted and observed FP+FN

method CP1 CP2 EC1 EC2 CE1 CE2 SC1 SC2 avg1 avg2 avg

ES 0.82 2.22 2.38 0.71 5.00 4.92 0.04 2.85 2.06 2.68 2.37

GL 1.03 1.61 4.65 1.57 1.09 3.51 1.32 1.69 2.02 2.10 2.06

DN 0.87 0.39 1.54 1.46 1.38 1.68 0.58 1.93 1.09 1.37 1.23

TN 0.89 0.67 0.24 1.69 0.05 2.93 4.57 5.05 1.44 2.59 2.02

BN 0.82 0.05 4.37 5.00 7.91 4.31 0.01 0.82 3.28 2.55 2.92

DS 0.59 2.98 1.21 4.55 6.81 3.28 5.31 1.48 3.48 3.07 3.28

voting 1.10 0.04 2.38 1.26 9.13 3.13 8.27 2.31 5.22 1.69 3.46

bin.vectors 0.16 0.09 5.26 3.40 13.77 5.40 3.52 5.66 5.68 3.64 4.66



4 Conclusion

This paper presented work in progress that seeks to create a more rational and
effective method for automatic detection of contaminant sequences. This is part
of a larger problem, that of extracting information from DNA sequences in the
presence of noise.

We believe our results are promising, but they suggest that contaminant
detection by intrinsic methods is far from easy. Absent from our simulations were
real life features such as presence of UTR sequences and genomic contamination
(not to mention cases of lateral transfer, which would make recognition of target
sequences particularly hard). To face this challenge, we plan to improve our
methodology in several ways. (In fact, we already have obtained better results
just by adding a second training set based on the known contaminant of each
test case. Time constraints prevented us from including these results in this
publication.) We plan to apply more sophisticated statistical analysis tools to
our results in order to better identify weak spots [4, 6]; to include other sequence
analysis methods; to investigate other combination methods; and to integrate
carefully controlled similarity results into the methodology. As for test cases, we
plan to have cases in which more than one contaminant is present, and cases
where the contaminants may be unknown.
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Caixa Postal 15064, 91501–970, Porto Alegre, Brazil,
bazzan@inf.ufrgs.br

Abstract. There has been an increasing interest in tools for automating
the annotation of databases. Machine learning techniques are promising
candidates to help curators to, at least, guide the process of annotation
which is mostly done manually. Following previous works on automated
annotation using symbolic machine learning techniques, the present work
deals with a common problem in machine learning: that classes usually
have skewed class prior probabilities, i.e., there is a large number of
examples of one class compared with just few examples of the other
class. This happens due to the fact that a large number of proteins is
not annotated for every feature. Thus, we analyze and employ some
techniques aiming at balancing the training data. Our experiments show
that the classifiers induced from balanced data sampled with our method
are more accurate than those induced from the original data.

1 Introduction

Automatic annotation in genomics and proteomics is raising increasing interest
among researchers and database curators. Each day the volume of data which
has to be analyzed (mostly manually) increases to unmanageable levels. Thus,
there is a clear need for automated tools to generate or at least support such an
annotation. Following previous works on automated annotation using symbolic
machine learning techniques, the present work deals with a common problem in
machine learning: that classes frequently have skewed class distributions. This is
especially the case in bioinformatics in general, and in automated annotation in
particular. This happens due to the fact that a large number of proteins is not
annotated for every feature. In this work we analyze some techniques to balance
the data before applying standard machine learning techniques. The aim of this
procedure is twofold: to improve the annotation regarding keywords (which is far
from adequate), and to test those techniques for dealing with skewed class dis-
tributions in domains which deal with huge amounts of data and attributes. Our
proposal is illustrated on databases related to proteins and families of proteins
and concern the Arabidopsis thaliana, a model organism for plants.



This work is organized as follows. The next section describes related works
concerning automated annotation using machine learning techniques. Section 3
explains the data collection procedure used and Section 4 discuses the problem
of learning with imbalanced data sets. Methods commonly used to treat that
problem as well as our approach are detailed in Section 5. Experiments and the
results achieved so far are presented in Section 6. Finally, Section 7 concludes
and outlines future research directions.

2 Related Work

There has been an explosion of data, information and computational tools com-
ing out from the diverse genome projects. In some databases, this implies that
an increasing amount of data must be manually analyzed before they are made
available to the community. Although several sources of data are used, our con-
cern is with the data on proteins and families of proteins which can be found in
the SWISS–PROT database. Data on proteins are important to people working
on bionformatics because one of the research goals is to understand how pro-
teins interact in order to produce drugs, for instance. Moreover, SWISS–PROT
is a curated database. The current release of SWISS–PROT has information on
around 120 thousand entries (proteins). Thus, it is a challenge for any machine
learning approach aiming for automated annotation or other goal.

Automatic annotation and machine learning are combined in [4] where the
authors describe a machine learning approach to generate rules based on already
annotated keywords of the SWISS–PROT database. Such rules can then be
applied to unannotated protein sequences. Since this work has actually motivated
ours, we provide here a brief introduction to it. Details can be found in [4].

In short, the authors have developed a method to automate the process of an-
notation regarding keywords in SWISS–PROT, based on the supervised learning
algorithm C4.5 [8]. This algorithm works on training data, in this case, previously
annotated keywords regarding proteins. Such data comprise mainly taxonomy
entries, INTERPRO classification, and PFAM and PROSITE patterns. Given
these data in the attribute-value format, C4.5 derives a classification for a target
class, in this case, a given keyword.

Since dealing with the whole data in SWISS–PROT at once would be pro-
hibitive due to its size, it was divided into protein groups according to the IN-
TERPRO classification. Afterwards, each group was submitted to an implemen-
tation of the learning algorithm C4.5 contained in the software package Weka1.
Rules were generated and a confidence factor for each rule was calculated. Con-
fidence factors were calculated based on the number of false and true positives,
by performing a cross–validation, and by testing the error rate in predicting key-
word annotation over the TrEMBL database. The resulting framework (called
Spearmint) can be accessed at http://www.ebi.ac.uk/spearmint.

The approach by Kretschmann and colleague was the basis for an automated
annotation tool dealing only with data on mycoplasmas [1], as a way to reduce

1 http://www.cs.waikato.ac.nz/ ml/weka



the data set and also because annotating proteins related to mycoplasmas was
the aim of that project. Since the interest was on the annotation of keywords
for proteins related to the Mycoplasmataceae family, the generation of rules was
based on a reduced set of proteins extracted from SWISS–PROT. In this way
it was possible to consider all attributes at once, in a different way of that
proposed by [4]. Moreover, a single rule for each keyword was generated, thus
avoiding inconsistencies in the proposed annotation. The rules were evaluated
using a set of proteins from the TrEMBL database. Results show that the quality
of annotation was satisfactory: between 60% and 75% of the given keywords were
correctly predicted.

The work in [1] left open some research directions: first, to improve the
training data in order to obtain more accurate classifiers; second, to extend
the method to include other machine learning techniques; third, to extend to
other fields of the SWISS–PROT database.

The second direction was tackled in [9] by comparing symbolic methods to a
neural network model. The first direction is the major motivation for the present
paper: we want to test the hypothesis that a balanced input data could produce
more accurate rules for automated annotation, as it will be detailed in the next
sections.

3 Data Collection

In this section we briefly describe our approach to tackle the field “Keywords”
in the SWISS–PROT database. The reader is directed to [1] for more details.
While the focus of that paper was on annotation of keywords related to sequences
regarding the family of Mycoplasmataceae, our current work focusses on the
Arabidopsis thaliana due to the following: a high number of proteins in SWISS–
PROT is classified as “hypothetical protein” (around 50% of them according
to data obtained in February 2002). Besides, the proteins in TrEMBL, which
are also potential targets for comparison, are poorly annotated regarding the
Keywords field2. The problem of lack of classification is not so acute regarding
the Arabidopsis thaliana since this is a model organism. It has a better level
of annotation, as well as there are more cross-references among databses. This
latter issue is very important to us since the cross-references build up the basis
of attributes for the machine learning techniques. On the other hand, being
well annotated means that there are many more attributes to consider, a major
challenge for machine learning techniques.

The raw data was collected directly from the SWISS–PROT database making
a query for Organism=Arabidopsis thaliana and Keyword=<desired keyword>

(for instance DNA-binding).
This query also delivered:

1. for SWISS–PROT: AccNumber, keywords;

2 In the data we collected previously [1], 378 out of 1894 had no keyword at all, while
896 had no attributes such as INTERPRO classification.



2. for INTERPRO: IPR AccNumber;
3. for PROSITE: PS AccNumber.

Since the Arabidopsis thaliana is well annotated regarding other attributes
like PFAM and PRODOM classifications, we included these too. A typical input
file describes the class (keyword); then a number of lines follow indicating how
the attributes are mapped for all proteins in the training set.

4 Machine Learning and Imbalanced Data Sets

Learning from imbalanced data is a difficult task since most learning systems
are not prepared to cope with a large difference between the number of cases
belonging to each class. However, real world problems with these characteristics
are common. Researchers have reported difficulties to learn from imbalanced
data sets in several domains.

Why learning under such conditions is so difficult? Imagine the situation
illustrated in Figure 1, where there is a large imbalance between the majority
class (-) and the minority class (+). It also shows that there are some cases
belonging to the majority class incorrectly labelled (noise). Spare cases from
the minority class may confuse a classifier like k-Nearest Neighbor (k-NN). For
instance, 1-NN may incorrectly classify many cases from the minority class (+)
because the nearest neighbor of these cases are noisy cases belonging to the
majority class. In a situation where the imbalance is very high, the probability
of the nearest neighbor of a minority class case (+) be a case of the majority
class (-) is near 1, and the minority class error rate will tend to 100%, which is
unacceptable for many applications.

Fig. 1. Many negative cases against some spare positive cases (a) balanced data set
with well-defined clusters (b).

Decision trees also suffer from a similar problem. In the presence of noise,
decision trees may become too specialized (overfitting), i.e., the decision tree
inducer may need to create many tests to distinguish the minority class cases (+)
from noisy majority class cases. Pruning the decision tree does not necessarily
alleviate the problem. This is due to the fact that pruning remove some branches



considered too specialized, labelling new leaf nodes with the dominant class on
that node. Thus, there is a high probability that the majority class will also be
the dominant class of those leaf nodes.

5 Treating Imbalanced Data Sets

One of the most direct ways for dealing with class imbalance is to alter the class
distributions toward a more balanced distribution. There are two basic methods
for balancing class distributions:

1. Under-sampling: these methods aim to balance the data set by eliminating
examples of the majority class, and;

2. Over-sampling: these methods replicate examples of the minority class in
order to achieve a more balanced distribution.

Both, under-sampling and over-sampling, have known drawbacks. Under-
sampling can throw away potentially useful data, and over-sampling can increase
the likelihood of occurring overfitting, since most of over-sampling methods make
exact copies of the minority class examples. In this way, a symbolic classifier, for
instance, might construct rules that are apparently accurate, but actually, cover
one replicated example.

In this work we use a new method for balancing a data set that combines
over and under-sampling techniques employed in the literature. The heuristics
used by this method aim to overcome the drawbacks previously described.

The over-sampling technique used in this work, called Smote, was proposed
in [2]. Its main idea is to form new minority class examples by interpolating
between several minority class examples that lie together. Thus, the overfitting
problem is avoided and causes the decision boundaries for the minority class to
spread further into the majority class space.

Fig. 2. Balancing a data set: original data set (a); over-sampled data set (b); Tomek
links identification (c); and borderline and noise examples removed (d).

The process of creating new minority class examples is illustrated in Fig-
ure 2. In (a) is shown the original data set, and in (b) is presented the same



data set with new minority class examples created artificially. The current im-
plementation creates as many minority class examples as needed to balance the
class distributions. This decision is motivated by the results presented in [11],
in which is shown that allocating 50% of the training examples to the minority
class, while it does not always yield optimal results, it generally leads to results
which are no worse than, and often superior to, those which use the natural class
distributions.

Although over-sampling minority class examples can balance class distribu-
tions, some other problems usually present in data sets with skewed class distri-
butions are not solved. Frequently, class clusters are not well-defined since some
majority class examples might be invading the minority class space. The oppo-
site can also be true, since interpolating minority class examples can expand the
minority class cluster, introducing artificial minority class examples too deep
in the majority class space. Inducing a classifier under such situation can lead
to overfitting. For instance, a decision tree classifier may have to create several
branches in order to distinguish among the examples that lie in the wrong side
of the decision border.

In order to create more well-defined class clusters, Tomek links [10] were
identified and removed from the data set. A Tomek link can be defined as follows:
given two examples x and y belonging to different classes, and be d(x, y) the
distance between x and y. A (x, y) pair is called a Tomek link if there is not
a case z, such that d(x, z) < d(x, y) or d(y, z) < d(y, x). If two examples form
a Tomek link, then or one of these examples is noise or both examples are
borderline.

Tomek links have already been successfully employed as an under-sampling
technique [5]. In this work, only majority class examples that participate of a
Tomek link were removed, since minority class examples were considered too rare
to be discarded. In our work, as minority class examples were artificially created
and the data sets are currently balanced, then both, majority and minority class
examples that form a Tomek link, are removed.

In Figure 2 is also shown the identification of Tomek links (c), and the
removal of those examples (d). The elimination of noise and borderline examples
create well-defined majority and minority class clusters.

6 Results and Discussion

In the experiments, we have employed the C4.5 learning system [8]. We selected
as target class the DNA-binding keyword and all attributes which appeared re-
lated to this keyword. In order to reduce the number of attributes, we performed
the query so to get data only for this particular keyword. However this posed
the bias of having many positive examples, i.e., too many examples with the
keyword DNA-binding annotated compared with just few examples that do not
have this keyword annotated.

More precisely, this query returned 235 examples, 197 of them had the key-
word DNA-binding annotated and 38 of them had not. An initial experiment



with C4.5 trained over the original data set showed a low false-positive rate
(FP ), where only 2.03% of the examples labelled with the DNA-binding key-
word will be erroneously classified as non-DNA-binding. On the other hand, the
false negative rate (FN) might be considered unacceptable since it is expected
that 23.33% of the non-DNA-binding examples will be erroneously classified as
DNA-binding.

The most widely used performance measure for learning systems is the overall
error rate. However, overall error rate is particularly suspect as a performance
measure when studying the effect of class distribution on learning since they
are strongly biased to favor the majority class [6]. When classes are imbalanced,
a more reliable performance measure is the area under the ROC curve (AUC).
ROC3 graphs [7] are widely used to analyze the relationship between FN and FP

for a classifier, and they are consistent for a given problem even if the distribution
of positive and negative examples is highly skewed. Due to lack of space, ROC
graphs are not shown in this work, however, we use the area under the ROC curve
(AUC) to represent the expected performance as a single scalar. The AUC has a
known statistical meaning: it is equivalent to the Wilconxon test of ranks, and is
equivalent to several other statistical measures for evaluating classification and
ranking models [3]. Higher values of AUC indicates that a classifier will present
a better average performance over all costs and class distributions.

Aiming to obtain a reference in which the proposed balancing methods could
be compared to, we applied two non-heuristical balancing methods: the random
over-sampling that randomly replicates the minority class examples until a bal-
anced class distribution is reached; and the random under-sampling that removes
majority class examples in order to obtain a more balanced distribution. In order
to avoid learning with too few examples, majority class examples were removed
until a ratio of two majority class examples for each minority class example was
obtained. Table 6 presents the results obtained for the original data set, as well
as for the data sets obtained after the application of the random and Smote
balancing methods.

Table 1. FP rate, FN rate, Overall error rate and AUC after cross validation

Data set FP FN Overall AUC

Original 2.03%±0.83% 23.33%±4.61% 5.53%±1.10% 87.77%±0.55%
Random Under-sampling 2.03%±0.83% 23.33%±4.61% 5.53%±1.10% 87.77%±0.55%
Random Over-sampling 12.63%±2.53% 7.50%±5.34% 11.88%±1.61% 90.13%±0.40%
Smote Over-sampling 15.24%±2.02% 2.50%±2.50% 13.17%±1.46% 91.33%±0.09%
Smote Over-sampling + Tomek links 14.74%±2.22% 2.50%±2.50% 12.75%±1.66% 91.58%±0.12%

Random under-sampling did not provide any improvement over the original
data set. Although this method provided the exact same performance results, the
decision trees induced were slightly different. Random over-sampling was able

3 ROC is an acronym for Receiver Operating Characteristic, a term used in signal
detection to characterize the tradeoff between hit rate and false alarm rate over a
noisy channel.



to reduce significantly the FN rate, although it also increased the FP rate. For
most real world domains, there is a trade-off between FP and FN , and reducing
both rates is unfeasible. Using the AUC as a reference metric that combines FP

and FN , random over-sampling obtained a higher AUC.

Finally, the proposed methods were applied to the data set. Firstly, Smote
over-sampling was applied and later Tomek links were removed. The results ob-
tained by both methods are shown in Table 6. Those methods obtained the lowest
FN rate, 2.50%, but also the highest FP rate, 15.24% and 14.74%, respectively.
Comparing with random over-sampling those methods present a 200% improve-
ment in FN rate, with an increase of the FP rate in approximately 21% and 17%,
respectively. Using the AUC as a reference metric, the data set over-sampled by
the application of Smote over-sampling obtained the second highest AUC, only
being surpassed by the proposed method that allies Smote over-sampling and
Tomek links.

7 Conclusion and Future Work

This paper presents methods to deal with the problem of learning with skewed
class distributions applied to automated annotation of keywords in the SWISS–
PROT database. The use of similar methods was proposed in [4] and [1]. How-
ever, in neither work the problem of imbalance was tackled. Our data comes
basically from databases of proteins and motifs, and are related to the organ-
ism Arabidopsis thaliana . We selected some target classes (the keywords) and
all attributes which appeared in those databases for each class. In order to re-
duce the number of attributes, we performed the query so to get data only for
a particular keyword. However this posed the bias of having too many positive
examples; in reality, when performing a more general query (e.g. one that just
queries the SWISS–PROT for a given organism), the opposite happens: one ends
up with too many negative examples. This does not invalidate the methodology
we follow here which showed good results; on the contrary: these methods can
then be applied to more keywords at once just the same way we did here.

The obvious direction for this research is to apply the methods for balancing
the data when one has several keywords, which brings two questions: the large
number of negative examples, and the increase in the number of attributes, which
might lead to the necessity of applying methods for attribute selection.

Other directions can be the use of other classifiers, the comparative study of
the present results to those achieved when the data on all keywords is considered
at once, and especially the question of missing data. This latter problem was
reported for the Mycoplasmataceae training data and applies for some keywords
related to the Arabidopsis thaliana as well.
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Brasileiro de Bioinformática, pages 80–87, 2002.
10. I. Tomek. Two Modifications of CNN. IEEE Transactions on Systems Man and

Communications, SMC-6:769–772, 1976.
11. G. M. Weiss and F. Provost. The Effect of Class Distribution on Classifier Learning:

An Empirical Study. Technical Report ML-TR-44, Rutgers University, Department
of Computer Science, 2001.



E. Coli Promoter Gene Sequence and Human

Splice Site Identification with Explanation by

Extracting Rules from Trained Artificial Neural

Networks

Rodrigo Elias Bianchi, Claudia Regina Milaré, and Andre C. P. L. F. de
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Abstract. Artificial Neural Networks (ANNs) have been employed in
several biological problems, such as: promoter and splice sites identifi-
cation, gene expression analysis and many others. These problems may
be solved by the induction of ANN classifiers from instances. But many
times, the explanation of how these classifiers predicted the class of a
new instance has great importance. The lack of comprehensibility of the
knowledge embedded in ANNs is one of its main limitations. This lim-
itation makes it very difficult to explain the ANN decisions. This work
presents some results from the use of methods based on symbolic learn-
ing and Genetic Algorithms (GAs) to extract rules from trained ANNs.
The ANNs used in this paper were trained to solve the molecular biol-
ogy problems of E. Coli promoter gene sequence and human splice site
identification.

1 Introduction

Artificial Neural Networks (ANNs) [1, 2] have been successfully applied to several
problems from molecular biology, such as: promoter and splice sites identifica-
tion, gene expression analysis, protein structure prediction, among others [3, 4].
Such problems may be seen as pattern recognition problems, and thus be solved
by the induction of ANN classifiers from instances.

ANNs usually represent their acquired knowledge in a numerical form, by the
value of their weight connections and bias. There are several applications where
the ability to explain the decisions taken by the ANN is even more important
than its performance. Due to this limitation, ANNs are commonly referenced as
“black boxes”. This lack of comprehensibility of the ANN decision making process
is one of the main barriers to its widespread use to solve practical problems [5].



In molecular biology, for example, the extraction of meaningful knowledge from
trained ANNs could increase the confidence of biologists on the decision provided
by the ANNs, shade new lights in the characteristics of the problem and help
them to discover valuable knowledge in the data set.

This work investigates the use of rules produced by symbolic Machine Learn-
ing (ML) systems and optimized by Genetic Algorithms (GAs) to explain the
knowledge embedded in trained ANNs. ANNs are employed to identify promot-
ers in sequences of nucleotides from the E. Coli and to identify human splice
junctions.

This paper is organized as follows: Section 2 briefly explains the molecu-
lar biology problems investigated; Section 3 describes the knowledge extraction
methods used in this work; Section 4 describes the experiments conducted; Sec-
tion 5 presents the results achieved; and finally, Section 6 concludes this paper.

2 Promoter and Splice Sequence Identification

One of the main problems in molecular biology is the identification of genes in
DNA sequences. The high complexity and variability of the genes makes this
suitable for the use of ML techniques, among them ANNs. Two computational
approaches are usually employed for gene recognition: search by signal and search
by content. The search by signal approach involves the localization of signs in
the sequence associated with the presence of a gene. Among these signals, one
can mention promoters and splice junctions [3].

In the vast majority of the organisms, except RNA viruses, the DNA (De-
oxyribonucleic Acid) molecules encode the genetic information in a sequence of
structures named nucleotides, which can be of four types: Adenine (A), Cyto-
sine (C), Guanine (G) and Thymine (T). This information is organized in genes
placed along the DNA molecule. The genes are DNA sequences of nucleotides
that are transcripted into mRNA (messenger Ribonucleic Acid) which is then
translated into proteins. This process is named gene expression [6].

The transcription process starts with the binding of the RNA-polymerase to
a specific site of a DNA sequence. This site is named promoter. The promoter is
a DNA sequence that differs from sequences that are transcripted or translated,
since its function is to be recognized by proteins. Thus, it must be long enough
in order to be solely recognized. The appropriate size varies with the size of
the genome. For example, in a bacterial genome, twelve base pairs constitute an
appropriate promoter signal.

The promoter recognition problem is, therefore, related to identify if a given
fixed size sequence contains a promotor (Y) or not (N). To accomplish this task,
classifiers based on ANNs can be inducted.

Gene expression in eukaryote organisms is different from procaryote organ-
isms. Eukaryote genes are composed of alternate segments of exons and introns.
Exons are regions that code for the final protein. Introns intermediate exons
and do not code for proteins. The eukaryotic gene expression process includes
an additional step, the elimination of introns from the mRNA molecule. This



process is known as splicing. The frontiers between exons and introns are named
splice junctions (or splice sites).

The splice junction recognition problem treated in this work is the iden-
tification of three kinds of fixed size sequences: sequences containing an in-
tron/exon (IE) site, an exon/intron (EI) site and sequences that do not contain
a splice site (N).

3 Knowledge Extraction Methods

In this section, the methods used in this work for comprehensible knowledge ex-
traction from trained ANNs are briefly described. These methods were proposed
in [7].

3.1 Symbolic Machine Learning Based Method

The symbolic Machine Learning (ML) based method uses symbolic ML systems
to extract symbolic representations from ANNs. One of the main characteris-
tics of symbolic ML systems is their ability to represent the induced hypothesis
as symbolic structures, generally comprehensible to humans. Figure 1 shows a
general schema of this method.
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Fig. 1. General schema of the symbolic ML systems based method.

In this method, an ANN is trained with the data set E. After training, the
ANN is used as a “black box” to classify the data set E, creating new values for
the class attribute. The new values of the class attribute reflect the knowledge
learned by the ANN, that is, reflect the hypothesis h inducted by the ANN.
The data set labelled by the ANN is given as input to the symbolic ML system.
The symbolic ML system induces a symbolic representation based on the new
values for the class attribute create by the ANN. This way, the symbolic classifier
h′ inducted by the symbolic ML system aims to approximate the hypothesis h

inducted by the ANN. This symbolic classifier is then used to explain the behavior
of the ANN. This method is similar to the TREPAN method [8], although it does
not generate new instances artificially as TREPAN does.

One of the qualities of this method is that any symbolic ML system can be
used to induct a symbolic classifier from the data set labelled by the ANN. Thus,
the method is simple and easy to use, since it allows the use of any symbolic ML

system. In this work the symbolic ML systems C4.5, C4.5rules [9] and CN2 [10]
were used.



3.2 Genetic Algorithm Based Method

The Genetic Algorithm (GA) based method uses GAs to optimize the symbolic
representation extracted from the ANNs by symbolic ML systems. Figure 2 shows
a general schema of this method.
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Fig. 2. General schema of the GA based method.

GAs are search and optimization methods inspired in the process of natural
evolution. A GA uses a population of individuals to solve a given problem. Each
individual of the population corresponds to a possible solution for the problem. A
reproduction based mechanism is applied on the current population, generating
a new population. The population usually evolves through several generations
until a suitable solution is reached. GAs starts generating an initial population
formed by a random group of individuals, which can be seen as first guesses
to solve a particular problem. The initial population is evaluated and for each
individual a score (named fitness) is given, reflecting the quality of the solution
associated to it.

Suppose that an ANN induces a hypothesis h over a data set E. Like in the
symbolic ML based method used to extract rules from ANNs, the data set E

used in the ANN training is labelled by the ANN, originating a data set E′.
This data set is used as input to p symbolic ML systems. As a result, sym-
bolic classifiers h′

1
, h′

2
, ...h′

p, are induced, where each classifier approximates a
hypothesis induced by the ANN for a particular partition. Unfortunately, each
symbolic ML system represents the induced concept in a different language, hin-
dering the integration of these classifiers. Thus, it is necessary to translate the



representation of these classifiers to a common language. In order to make such
translation, we used the work of Prati [11], which proposes a standard syntax to
represent rules called PBM . Thus, each symbolic classifier is translated to the
PBM format (Figure 2.a).

In a second phase, a GA is employed to integrate the p hypothesis h′

i in
the unique hypothesis with high fidelity with h. The rules that compose the p

classifiers can be used to encode a number of individuals in the initial population
of the GA. Thus, each individual in the initial population is composed by a set of
rules, where each rule is randomly extracted from one of the p classifiers. After
several generations, the best individual in the current population is used as the
optimized rules set. This rules set is then used to explain the behavior of the
ANN (Figure 2.b).

In an optional third phase, a post-processing is applied to the best individual
by removing the rules that are not triggered. This pos-processing can increase
the comprehensibility of the rules set.

4 Experimental Methodology

In the next sections, the experimental methodology used in this work is de-
scribed.

4.1 Data sets

The promoters data set (Promoter Gene Sequences Database) used in this work
was extracted from the UCI Machine Learning Repository [12]. This data set
contains 106 instances. Each one of the 57 attributes takes on one of four values
representing the nucleotides (A, C, T, G). This is a binary classification problem,
which means that each example is either a promoter sequence or not. This data
set is balanced, having 50% positive instances.

The spliceN and spliceEI data sets were adapted from the “Splice-junction
Gene Sequences Database”, also extracted from the UCI Machine Learning
Repository. The spliceEI data set contains 1527 instances of splice junctions di-
vided in two classes: “Exon-Intron” 50% and “Intron-Exon” 50%. The spliceN

data set contains 3175 instances divided in two classes: “Splice Site” 50% and
“Not Splice Site” 50%. On both data sets, each one of the 60 attributes takes
on one of four values representing the nucleotides (A, C, T, G). Instances with
unknown attributes were removed.

4.2 Experiments

The three data sets were divided using the k-fold stratified cross-validation
methodology [13], with k = 10, obtaining 10 training sets and 10 test sets for
each data set. Next, each training set was subdivided in a smaller training set,
containing 90% of the training instances, and validation set, containing 10% of
the training instances.



The symbolic algorithms C4.5, C4.5rules and CN2 were executed with their
default values on all folds for all data sets. As a result, 90 classifiers were in-
ducted. The mean error estimated of the 10 classifiers of each symbolic ML

system was measured using the test set.
Several Multi-layer Perceptron (MLP) ANNs were trained with the backprop-

agation with momentum algorithm using its standard parameters, one for each
data set. The same cross-validation methodology employed for the symbolic ML

systems was used. The topology of the ANNs trained with the promoters data
set contains one input layer with 228 units, one hidden layer with 456 units and
one output layer with a single unit. The topology of the ANNs trained with both
spliceN and spliceEI data sets contains one input layer with 240 units, one
hidden layer with 480 units and one output layer with a single unit. To perform
the experiments, the SNNS simulator was employed [14]. To determinate the
class of the output of an ANN, a threshold function was employed. The output
class of the ANN is 1 if the outcome of the output node is higher that 0.5 and
the class is 0 otherwise.

Afterwards, the methods described in Section 3 were employed to extract
rules from the trained ANNs. The results were measured and hypothesis tests
were executed. These results are presented in the next section.

5 Results

Table 1 shows the error rate obtained by ANN and symbolic ML systems C4.5,
C4.5rules and CN2. The results of the symbolic ML systems with the original data
set was used only as a benchmark for the ANN. The best results are boldface.
It can be observed that the ANN outperformed the symbolic ML systems for
the promoters and spliceEI data sets. The C4.5 obtained better result for the
spliceN data set.

Table 1. Error Rate (mean and standard deviation).

promoters spliceEI spliceN

C4.5 16.91 ± 2.25 4.65 ± 0.54 4.16 ± 0.37

C4.5rules 15.18 ± 2.11 4.91 ± 0.40 4.72 ± 0.46

CN2 26.27 ± 4.21 5.77 ± 0.77 5.79 ± 0.46

ANN 14.09 ± 3.16 4.00 ± 0.44 6.55 ± 0.53

The infidelity rate between the knowledge extraction methods and ANN was
measured on the test set. Infidelity rate is the percentage of test set instances
where the classification made by an ANN disagrees with the classification made
by the method used to explain the ANN behavior. The Table 2 shows the in-
fidelity rate obtained by the knowledge extraction methods. GAPP is the GA

based method with the post-processing phase described in Section 3.2.



The syntactic comprehensibility of the knowledge extracted by the knowledge
extraction methods was measured using the number of induced rules and the
average number of conditions per induced rule. Table 3 shows the average number
of induced rules and the Table 4 shows the number of conditions per induced
rule. In all the tables the best results are boldface.

Table 2. Infidelity Rate (mean and standard deviation).

promoters spliceEI spliceN

C4.5 33.00 ± 4.28 5.96 ± 0.59 6.90 ± 0.38

C4.5rules 28.45 ± 4.32 6.48 ± 0.42 6.90 ± 0.42

CN2 30.09 ± 4.22 6.22 ± 0.93 8.66 ± 0.55

GA 28.18 ± 4.52 6.15 ± 0.56 9.10 ± 0.72

GAPP 27.18 ± 4.11 6.55 ± 0.65 10.45 ± 0.89

Table 3. Number of induced rules (mean and standard deviation).

promoters spliceEI spliceN

C4.5 15.70 ± 0.54 33.40 ± 1.40 85.90 ± 1.85

C4.5rules 6.90 ± 0.50 21.90 ± 0.84 60.40 ± 1.26

CN2 12.60 ± 0.34 44.60 ± 1.34 107.20 ± 0.90

GA 21.10 ± 2.46 37.60 ± 5.33 46.00 ± 11.06

GAPP 6.80 ± 0.74 16.00 ± 2.65 20.40 ± 4.46

Table 4. Average number of conditions per induced rule (mean and standard devia-
tion).

promoters spliceEI spliceN

C4.5 2.27 ± 0.03 4.21 ± 0.08 4.06 ± 0.04

C4.5rules 1.40 ± 0.03 2.23 ± 0.03 2.39 ± 0.02

CN2 1.98 ± 0.02 2.64 ± 0.03 3.30 ± 0.02

GA 2.01 ± 0.03 3.15 ± 0.08 3.45 ± 0.03

GAPP 1.78 ± 0.74 2.45 ± 0.13 2.77 ± 0.06

The 10-fold cross-validated paired test [15] was used to compared the infi-
delity rate and comprehensibility between the knowledge extraction methods.
According to the 10-fold cross-validated paired test, the difference between two



algorithms is statistically significant with 95% of confidence, if the result of this
test is larger then 2.262 in absolute value.

Table 5 shows the results of the 10-fold cross-validated paired test. The sym-
bol M indicates that the GA based method outperformed the symbolic ML based
method while the symbol N indicates that the outperform is at 95% confidence
level. On the other hand, the symbols O and H indicate that symbolic ML based
method outperforms the GA based method.

Regarding the infidelity rate, it can be seen that the GA based method was
better than the symbolic ML based approaches for the promoters data set,
although not with 95% of confidence. For the spliceN data set, the symbolic ML

based approaches were better than the GA based method with 95% of confidence
in four of the experiments. For the spliceEI data set, the results obtained by
all methods were similar.

Looking at the number of rules, the GA based method was better for both
spliceEI and spliceN data sets. For the promoters data set, the symbolic
approaches were better than the GA based method in four of the experiments
and worse in one of the experiments.

Finally, taking into account the average number of conditions per rule, the
results obtained were similar for all the data sets.

Table 5. Results of 10-Fold Cross-Validated Paired t Test.

promoters

Infidelity Number Rules Conditions Rule

GA GAPP GA GAPP GA GAPP

C4.5 M M H N N N

C4.5rules M M H M H H

CN2 M M H H M M

spliceEI

Infidelity Number Rules Conditions Rule

GA GAPP GA GAPP GA GAPP

C4.5 O O O N N N

C4.5rules M O N M H O

CN2 M O M N H O

spliceN

Infidelity Number Rules Conditions Rule

GA GAPP GA GAPP GA GAPP

C4.5 H H N N N N

C4.5rules H H M N H H

CN2 O O N N H N



6 Conclusion

This paper presented experimental results obtained by knowledge extraction
methods in the domains of promoter recognition and splice junction identifica-
tion. For these applications, besides the classification accuracy, the understand-
ing of how the ANN classifies new instances may be very important for biologists.
Moreover, the extracted knowledge should be as comprehensible as possible.

The results obtained indicate that rule extraction methods can be used to
help in the understanding of ANNs decisions. It is important to notice that
further improvement is still possible with the GA based approach. In this work,
the GAs were used with a very restricted set of parameters, due to time limitation
to use a more adequate set of parameters. The authors also want to investigate
the influence of previous knowledge obtained from biologists in the definition of
a subset of individuals in the initial population of the GAs.
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Abstract: Microarray technologies allow expression levels of thousands of
genes to be simultaneously measured. An important step in the analysis is the
detection of clusters containing genes with similar expression profiles: as
thousands of genes may be involved in a microarray experiment, computational
tools for clustering, capable of providing alternative rearrangements, are crucial
to the understanding and analysis of the data. This work proposes a multimodal
algorithm based on artificial immune systems for direct-ordering gene
expression data to simultaneously reveal multiple trends. Given that several co-
regulated genes may be expressed under different conditions, the availability of
alternative high-quality clustering configurations may guide to a better
understanding of the associations present in the data. A distinctive property of
the proposed algorithm called Copt-aiNet is that the output is composed of
multiple uniformly-spaced rearrangements, in the sense that the number of steps
to convert each one to the others is almost the same.

Topics of Interest: gene identification, regulation and expression, algorithms and
software tools for computational molecular biology.

1. Introduction

In the last decade, biological data has been produced very fast. Despite this, there is a
relatively low amount of knowledge concerning the genomic functionality of these
data. Fifty years after the discovery of the DNA double-helix structure, the human
genome and the genome of several organisms, including Escherichia coli,
Saccharomyces  cerevisiae, Caenorhabditis  elegans, Drosophila melanogaster, are
completely sequenced. The analysis of expression levels of genes under different
conditions can provide insights into the functional genome, since the expression
levels of genes are closely related to the production of proteins, being therefore a
determinant factor in the control of cellular processes. Due to these reasons, gene
expression analysis is one of the most studied topics in the field of bioinformatics.

With the recent advent of the DNA microarray technology, and with the enormous
amount of available biological data, methods for reordering and analyzing gene
expression data are rapidly emerging. Though being the most frequent in applications



involving gene expression data, clustering methods [10] promotes an indirect-
ordering of the expression profiles, and may guide to distinct results when compared
with direct-ordering approaches [8]. Regardless the technique used, clustering or
direct-ordering, a limitation of several methods reported in the literature is related to
the inability to represent multiple co-regulation relationships. Relationships among
genes may be very complex, and probably there is no single configuration capable of
providing complete understanding of all the relevant associations present in the data.
Distinct high-quality rearrangements may reveal different features of the data.
Therefore, in this work we explore a powerful multimodal metaheuristic named Copt-
aiNet (Artificial Immune Network for Multimodal Combinatorial Optimization) based
on artificial immune systems [4,5]. The main purpose is to organize the gene
expression data by means of direct-ordering, aiming to reveal multiple co-regulatory
scenarios. A distinctive characteristic of the Copt-aiNet with relation to some
evolutionary approaches, such as genetic algorithms [2], is its inherent ability to
simultaneously deal with a set of high-quality solutions that tends to be uniformly-
spaced among each other.

2. Organizing Gene Expression Data: Clustering ×× Direct-
Ordering

Several references can be found in the literature concerning the two basic approaches
for dealing with the problem of organizing gene expression data: clustering
procedures [6] and direct-ordering methods [8]. Essentially, both methods give rise to
combinatorial optimization problems [7] aiming at rearranging the genes so that genes
with similar expression profiles are placed close to each other. Clustering is the
process of organizing genes into groups in such a way that genes belonging to the
same group are similar according to some criterion. The choice of the clustering
technique to be used in a given data set is a very difficult task. Most techniques must
have the number of clusters defined a priori, and often require adjustment of several
parameters. Another aspect is that data may indicate clusters with different shapes and
sizes. Generally the clustering methods are founded on the existence of well-formed
clusters, and assume a predefined spatial configuration for the clusters. Different
clustering procedures may yield quite different solutions, and the best choice is
generally highly dependent on particular features of the data set being analyzed.

Direct-ordering methods find the best linear order for gene expression data treating
the ordering problem as a symmetric traveling salesman problem [11]. In this case,
the objective is to find a linear order of genes minimizing the sum of the Euclidean
distances between adjacent genes, though other metrics might be adopted. Since the
problem of rearranging gene expression data is modeled as a combinatorial problem,
the goal is to define a sequence of genes, among an enormous amount of candidates,
in such a way that genes presenting similar expression profiles in the N-dimensional
space (where N is the number of experiments) are placed as close to each other as
possible [8]. Fig. (1a) shows the initial ordering of 102 artificially generated
expression profiles, considering only 2 experiments (for the purpose of visualization
in the 2-D plane) and their corresponding graphical representation, before and after



the application of a direct-ordering algorithm. Notice that the graphical representation
in Fig. (2b) stresses the existence of genes with similar expression profiles, with
similar patterns placed close to each other.

Considering the complexity of selecting the best clustering method, specially when
there is little information regarding the data being analyzed, direct-ordering based
methods can potentially provide valuable information to analyze expression profiles
and constitute interesting alternatives to be used in replacement or in cooperation with
clustering methods.

     (a)                 (b)

Fig. 1: Ordering of artificially generated gene expression: (a) Initial ordering for 102 genes and
2 experiments in the 2-D plane, with corresponding graphical representation; (b) Sequence of
genes in the plane and respective graphical representation after the application of an ordering
algorithm.

3. The Copt-aiNet Algorithm (Artificial Immune Network for
Multimodal Combinatorial Optimization)

This section initially presents some concepts about the immune system in order to
provide the necessary background to describe the ordering algorithm to be used in this
work, introducing the appropriate terminology. For a more comprehensive discussion,
the reader is invited to refer to [5]. In the sequence, a new model of artificial immune
systems devised to solve combinatorial problems is presented in details and applied to
an instance of the symmetric traveling salesman problem (STSP). Finally, we present
the Copt-aiNet for the gene ordering problem.

3.1 Background on Immunology

The immune system is composed of cells, organs and molecules capable of
recognizing and combating disease-causing agents, known as pathogens or antigens.
Most immune cells have receptors on their surfaces, known as antibodies, that allow
them to recognize and bind with antigens. The recognition process depends on a
shape matching between the antigen and the antibody: the better the matching, the
better the recognition and the stronger the binding. The degree of recognition, or
strength of binding, between an antigen and an antibody is termed affinity. This
binding triggers an immune response by signaling other cells to destroy the antigen-
antibody complex.



The clonal selection theory states that when an antigen invades the organism, some
immune cells with antibodies that recognize this antigen start proliferating. The
higher the affinity between an antibody and an antigen, the more offspring cells,
called clones, will be generated. During proliferation, the antibodies on these cells
suffer mutation with rates proportional to their affinity: the higher the affinity, the
smaller the mutation rate, and vice-versa. The mutated clones with increased affinity
with the antigen are selected, through a natural selection process, to become memory
cells and promote fast and reliable future immune responses. Another important
theory used in the development of Copt-aiNet is the so-called immune network
theory. The immune network theory proposes that immune cells are not only capable
of recognizing antigens, but they are also capable of recognizing each other. When an
immune cell is recognized by another immune cell, it is suppressed. In this work,
stimulation will give rise to the clonal selection and affinity maturation of the
stimulated cell, and suppression promotes the elimination of the non-stimulated cells.

The last immune principle used in this work is the generation of antibody
molecules from libraries. All blood cells, including the immune cells, are generated in
a site known as bone marrow, a soft tissue inside the most elongated bones. Within
the bone marrow, fragments from several libraries composed of memory cells are
concatenated in order to produce a single cell receptor.

3.2 The Proposed Approach

In this section we present the proposed algorithm for solving multimodal
combinatorial optimization problems, named Copt-aiNet. Aiming at validating the
proposed algorithm, some results involving an instance of the symmetric traveling
salesman problem (STSP) are presented.

3.3 The Copt-aiNet Algorithm

In the Copt-aiNet algorithm, each individual in the population corresponds to an
antibody or network cell, and is represented by an attribute string associated with a
feasible solution to the problem. In the case of the STSP, the attribute string is a
permutation of integers in an Integer Shape-Space [5]. The STSP can be simply
described as follows: given a set of cities and its coordinates in the space, the goal is
to find the shortest path connecting pairs of cities in such a way that all cities are
visited exactly one and then return to the starting city. The distances between the
cities are computed based on the cities coordinates. The objective of the STSP
problem is to find the best sequence for visiting all cities. In the case of the gene
ordering problem, each immune cell corresponds to a solution for the problem, i.e., to
a sequence of genes. Establishing an analogy with the STSP, the objective is to find a
linear order of genes minimizing the sum of the distances between adjacent genes.
The coordinates of a gene in the space are represented by the expression level values
associated with the experiments for that gene. Considering that in the gene ordering
problem it is not necessary to return to the starting point, the proposed algorithm was



adapted by inserting to the problem an auxiliary gene whose distance from all others
is equal to 0, so that the representation of the solution is given by an open path.

Two important indexes are used to evaluate the quality (adaptability) of each
network cell: 1) a fitness function, and 2) an affinity function. The fitness of a network
cell indicates its degree of adaptability to the external environment. The fitness value
of a network cell is based on an objective function to be optimized. For the specific
case of the STSP application, the fitness corresponds to the inverse of the sum of the
Euclidean distances between pairs of the sequence of gene vectors.

The immune cells suffer a process of cloning followed by mutation, according to
the clonal selection theory. The mutation rate applied to a cell is inversely
proportional to its fitness.

The affinity of a network cell indicates its average degree of recognition by other
network cells. This feature is explored in the Copt-aiNet algorithm to regulate the
number of network cells and to preserve the population diversity. Similar antibodies
are identified, using a similarity metric, and the one having lower fitness is removed
from the population. This corresponds to the immune network suppression.

The proposed algorithm may be explained as follows.
Step 1.1 – Generation of the initial population: the initial population is

constructed following the nearest neighbor heuristic starting with different seeds.
Initially the population contains 20 individuals and is allowed to grow and shrink
dynamically, according to the requirements of the problem (see explanation below).

Step 1.2 – Clonal Selection and Affinity Maturation: at each iteration, a
population of cells is optimized locally through clonal selection and affinity
proportional mutation (exploitation of the fitness landscape). In this phase, each cell
gives origin to 10 clones. The fact that no parent cell has a selective advantage over
the others contributes to the multimodal search of the algorithm. The offspring cells
suffer a mutation where n genes of each clone are randomly selected for mutation.
The number n of genes to be mutated is inversely proportional to the fitness of the
parent cell: cells with higher fitness will be submitted to lower mutation rates. There
are three types of mutation operators in the Copt-aiNet algorithm: 1) the first one
performs exchanges of two edges (genes); 2) the second one exchanges three edges;
and 3) the third alters four genes. The genes to suffer mutation are randomly chosen.
For each set of clones, the clone with highest fitness is selected. If these clones have a
fitness value higher than their corresponding parent cell, then the parent cell is
replaced by the clone.

Step 1.3 – Network Interactions and Diversification: when the network cells
reach a stable state in terms of capability of improving fitness (measured via the
stabilization of the average fitness of the whole population), the cells interact with
each other in a network form by determining their affinity. Some of the similar cells
are eliminated, given an affinity threshold, to avoid redundancy and thus maintain
diversity. This is the network suppression, a process by which the most similar cells
(candidate solutions) are eliminated. The similarity between two solutions (affinity) is
defined as the shortest sequence of operations that transforms one solution into the
other.

Step 1.4 – New network cells are introduced, composed of individuals generated
by means of recombination operators using the concept of libraries. The libraries are
constructed from a set of memory cells, formed by antibodies having high fitness. The



memory cells are broken down into p fragments, where p is a random number varying
from 2 to 4. These fragments are randomly selected and recombined in order to build
a new solution. After the recombination, a reparation algorithm is applied in order to
generate a feasible solution.

Step 1.5 – If none of the 20 best solutions is improved along a predefined number
of iterations, all the cells in the population suffer a maturation process. During the
maturation process, the immune cells suffer a series of guided mutations in order to
better match the antigens. This process is implemented by a local search heuristic. In
Copt-aiNet, a tabu search heuristic [9] is employed as a local search procedure. The
maturation process is performed until the current individual has its fitness improved t
times by a randomly selected move, or until the fitness is not improved by a complete
tabu search iteration. There are 3 types of moves available, involving exchange of 2, 3
and 4 edges.

Step 2 – If none of the k best solutions is improved along Max_it iterations, the
stop condition is met and the k most adapted individuals are submitted to an intensive
maturation process, implemented by the tabu search heuristic. As described in step
1.5, the local search employs 3 types of moves, involving exchange of 2, 3 and 4
edges. The tabu tenure used was equal to 10% of the total number of genes and the
number of non-improvement iterations performed before changing the type of move
was equal to 20. The intensive maturation process finishes when the current solution
is not improved along 250 tabu iterations.

3.4 Maintenance of Diversity: Similarity Criterion

Particularly when considering analysis of gene expression data, the recognition of
multiple co-regulation relationships is a very important feature, and the diversity
maintenance of the population of solutions is crucial. In this section the procedure for
computing the similarity among solutions is briefly described.

Let S(i) be the edge (gene) of index i from solution S. The pseudocode for
computation of similarity between two solutions A and  B is presented as follows:

Step 1 - k := 1; Num_Operations := 0; Cur_Element := A(k)
      Finished := False
Step 2 - Search for index j so that B(j) = Cur_Element
Step 3 - While Finished = False do
Step 3.1 - k := k + 1; Cur_Element := A(k)
Step 3.2 - Search for index n so that B(n)=Cur_Element
Step 3.3 - If j+1>Num_Genes then Index1:=1

   else Index1:=j+1
  If j-1 < 1 then Index2:=Number_Of_Genes
   else Index2:=j-1

Step 3.4 - If n≠Index1 and n≠Index2 then
 Num_Operations:=Num_Operations + 1

Step 3.5 – j := n
Step 3.6 - If  k=Num_Genes then Finished:=True



In the algorithm presented, Num_Genes is the number of genes involved in the
microarray experiment, Num_Operations represents the minimum number of
operations necessary to convert a solution into another.

4. Application of the Copt-aiNet to the Symmetric Traveling
Salesman Problem

In order to illustrate the capability of Copt-aiNet to provide diversified high-quality
solutions to a combinatorial optimization problem, we applied the algorithm to the
instance EIL76 of the symmetric traveling salesman problem, extracted from the
TSPLIB, available at http://www.iwr.uni-heidelberg.de/groups/comopt/software/TSPLIB95.

Fig.  2 presents some typical solutions determined by the Copt-aiNet algorithm
when applied to instance EIL76 of the traveling salesman problem. Table 1 presents
the costs and diversity among solutions. Note that the best solution obtained by Copt-
aiNet is the best known solution for the instance EIL76.

Fig. 2. Several high-quality local optimal solutions obtained by the Copt-aiNet algorithm for
instance EIL76; the costs of the solutions are: 538, 541, 542, 543, 544, 546, 548, 552, 553.

Table 1. Diversity and cost of 9 solutions obtained by the Copt-aiNet algorithm for instance EIL76.

Solution 1 2 3 4 5 6 7 8 9 Cost
1 0 17 19 19 14 13 23 15 18 538
2 17 0 14 16 18 17 17 21 27 541
3 19 14 0 17 22 24 17 19 24 542
4 19 16 17 0 21 22 12 13 25 543
5 14 18 22 21 0 13 21 18 24 544
6 13 17 24 22 13 0 27 23 22 546
7 23 17 17 12 21 27 0 19 27 548
8 15 21 19 13 18 23 19 0 24 552
9 18 27 24 25 24 22 27 24 0 553

Cost of the best known solution: 538



5. Application of the Copt-aiNet to the Gene Ordering Problem

This section presents the computational results obtained by applying the proposed
Copt-aiNet algorithm to the gene ordering problem. We performed simulations
involving 380 genes and 63 experiments from the biological public dataset of Diffuse
Large B-cell Lymphoma. The data used in this experiment was extracted from [1], and
is available at http://llmpp.nih.gov/lymphoma/data/figure4.

Considering that hierarchical clustering is the most used method for rearranging
gene expression data, we compared our results with the solution obtained by the
software TreeArrange [3], offered by the Bioinformatics Research Group at the
University of Waterloo.

TreeArrange, available at http://monod.uwaterloo.ca/downloads/treearrange/,
operates rearranging the leaves of the tree generated by the hierarchical clustering
procedure in order to improve the hierarchical clustering solution. In this way, the
hierarchical tree was first generated by a hierarchical clustering procedure employing
as similarity measure the inverse of the Euclidean distance between the center of mass
of the clusters. The produced hierarchical tree was then submitted to the TreeArrange
algorithm, which reorganizes the leaves of the generated tree in such a way that the
Euclidean distance between adjacent leaves is minimized. Further details regarding
the operation of TreeArrange are available at [3].

The distances among solutions obtained by Copt-aiNet, computed according to the
criterion described in Section 3.4, and the costs of the solutions, calculated as the sum
of the Euclidean distances between each pair of adjacent genes, are presented in Table
2. Notice that the Copt-aiNet algorithm was able to find several high-quality and
diversified solutions. In terms of total cost, the Copt-aiNet algorithm presented a cost
of 1818.26, while TreeArrange presented a cost of 1909.50. Note that the Copt-aiNet
was able to produce several high-quality solutions presenting costs very close to the
solutions generated by hierarchical clustering in association with TreeArrange.

Fig. 3 presents the graphical representations for 7 solutions obtained by Copt-
aiNet..

The computational time required for this experiment was 820 seconds in a XEON
PC processor with 1.8 GHz clock.

Table 2. Diversity and cost of the best solutions obtained by the Copt-aiNet algorithm.

Solution 1 2 3 4 5 6   7 Cost
1 0 125 123 116 122 134 123 1818.16
2 125 0 51 121 128 45 121 1821.26
3 123 51 0 118 133 40 124 1822.33
4 116 121 118 0 135 123 124 1823.61
5 122 128 133 135 0 133 118 1825.95
6 134 45 40 123 133 0 128 1828.79
7 123 121 124 124 118 128 0 1829.21
Cost of the solution provided by the hierarchical clustering algorithm

(TreeArrange) 1909.50



a) b) c) d)

e ) f) g ) h )

Fig. 3. Comparison between the TreeArrange and the Copt-aiNet algorithm when applied to the
Diffuse Large B-cell Lymphoma data set. a) Output of the TreeArrange. b)-h) Several (multiple)
solutions simultaneously produced by the copt-aiNet algorithm.

6. Discussion and Future Trends

This paper proposed a multimodal optimization tool developed with inspiration in the
immune system (Artificial Immune Network for Combinatorial Optimization: Copt-
aiNet) to solve the gene ordering problem. Although the application of cluster
analysis to study gene expression data is an important approach, their associated
methods present a series of limitations, and may not be appropriate for certain
configurations of data. So, direct-ordering gene expression data constitutes an
interesting and useful alternative to replace or complement the most traditional
clustering methods. Regardless the technique used, clustering or direct-ordering, a
limitation of several methods reported in the literature is related to the inability of



representing multiple co-regulatory expressions among genes. The multitude of
expression profiles may be very complex, and probably there is no single
configuration that provides a complete understanding of all the associations present in
the data. One of the major advantages of the Copt-aiNet algorithm introduced here is
its ability to simultaneously locate and maintain a population of diversified high-
quality solutions. In this sense, the proposed method potentially allows the
identification of distinct and significant gene expression profiles in the same data set.

As a topic for future research, we intend to analyze the impact of other similarity
criteria on the algorithm. The appropriateness of other distance/similarity measures
should be more carefully explored.
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Abstract. This paper presents a conceptual model for molecular biology 
information. The difficulty in the elaboration of a standard model for biology is, 
in part, a consequence of the lack of a common sense between the researchers 
about biological concepts. Our model aims at the integration of data sources 
and is adopted by Bio-AXS, an object-oriented framework for genome data 
access, manipulation and integration. We give some examples where our model 
is effectively used. 

1 Introduction  

In this paper we present  a conceptual model for molecular biology information. 
We also discuss aspects related to the construction of the model, its classes and 
respective methods, inheritance, polymorphisms and relationships. 

This conceptual model may be used together with existing ontologies and also as a 
basic module of an integration tool. However, it must be revised and complemented 
when new data sources used in the molecular biology area are added. It is represented 
and formalized using a UML (Unified Modelling Language) class diagram [4]. 

We have developed an integration tool, called Bio-AXS [23], which adopts the 
model described here. Bio-AXS is an object-oriented framework tool that aims at 
integrating genomic databases as well as related applications. This approach provides 
the expected flexibility, reusability and extensibility requirements of this domain. 
Bio-AXS is also used as part of the infrastructure for the annotation system BioNotes 
[24]. This tool is currently used by the Department of Biochemistry and Molecular 
Biology [25], Oswaldo Cruz Institute – FIOCRUZ, to annotate the genome of 
Trypanosoma cruzi, and by RioGene [22], to annotate the genome of the bacteria 
Gluconacetobacter diazotrophicus. 



      

The paper is organized as follows. Section 2 presents related work in the area. 
Sections 3 and 4 describe the genome and the proteome information model. Then, we 
show in section 5 an application of our model. Finally, section 6 contains the 
conclusions and discusses future work.  

2 Related Works  

There are localized efforts to define a conceptual model of  biological information. 
An attempt in this direction is being developed by OMG (Object Management Group 
[13]). OMG has very detailed models for specific informations generated or used by 
molecular biologists. One example is the proposal of standards for data representation 
about gene expression levels and relevant annotations. 

The specifications for biological data (e.g. gene expression levels, sequence 
analysis, genomic maps) proposed by OMG incorporate details of  CORBA standard. 
This approach complicates the comprehension of the proposal, obscuring the 
biological concepts. Moreover, changes in the CORBA standard will affect the 
definitions presented in the model. 

OMG models focus genome annotation, and it is not extensible to all biological 
concepts related to them. Indeed, the models of biomolecular sequence analysis, genic 
expression and genomic maps cannot be related with the characteristics and functions 
of proteins. The definition of a partial model makes its usability by an integration tool 
infeasible since data access will be related to concepts not represented in the model. 

The difficulty in the elaboration of a standard model for biology is, in part, a 
consequence of the lack of a common sense between the researchers about biological 
concepts. The addition of implementation aspects (CORBA, for example) in a 
standardization proposal hinders the comprehension by the biologists of the biological 
concepts expressed in the model. The definition of a purely biological model, exempt 
of implementation aspects, helps in its transparency, independence and evolution. 

Besides that, technological aspects such as microarrays experiments, sequencing or 
DNA assembly, among others, "pollute" the biological model since they do not 
represent biological phenomenon.  For example, DNA fragments do not represent a 
biological phenomenon because they are the result of a technological process during 
the sequencing and assembly of a genome. The addition of implementation or 
technological aspects to biological models do not add value to the presented concepts, 
since these aspects are more volatile than the biological concepts. These aspects are 
very important for molecular biologists, though, and so it is desirable to represent 
them apart, in a way to distinguish them from the purely biological concepts. 

Another example of conceptual model of  biological information is used in the 
GIMS project [5]. However, the conceptual model of biological information proposed 
in this project represents a subset of the usually employed concepts, not distinguishing 
between technological and biological concepts. For example, the model of genome 
information do not include extra-chromossomal elements, structural DNA regions or 
even regions without a known function like some repetitive regions or pseudogenes. 
Information about protein structure is also not represented. 



    

A conceptual model proposal should be as complete as possible in terms of the 
represented biological objects, facilitating the integration of the relevant data sources. 
For instance, in the cases of studies involving genomics and proteomics, the model 
should contemplate information available in  Genbank [3], PIR[2], Swiss-Prot[1], 
among others. This proposal should not include implementations aspects, making a 
clear separation between the classes of the biological model and those who represent 
technological stages and aspects of the research. 

The lack of a conceptual model of biological information exempt of the restrictions 
previously described promoted the elaboration of an specific study, contemplating the 
biological information stored in the main data sources used by molecular biologists 
and other relevant information. 

The proposed model was elaborated based in information about the central dogma 
of molecular biology. This model has been complemented with information related to 
metabolic pathways.  

3 The Genome Information Model  

The Figure 1 shows a Genome which is formed by Chromosome and each one may 
contain a Region. A Region may be present in a RegionGroup. A RegionGroup can be 
a ComplexRegion. A ComplexRegion may be an Operon, a Transposon or a 
Prophage. 

A Region may be related to others or not. It can be classified in FunctionalRegion 
and RegionWithUnknownFunction, according to its functional properties. A Region 
may also be classified in RepetitiveRegion or NonRepetitiveRegion, according to its 
structural properties. 

A Genome is also formed by an ExtraChromosomalElement, which can be a 
Plasmid or Organelle_DNA, and is composed of RegionGroup. 

A RegionWithUnknownFunction is the one described only by its sequence, being a 
PseudoGene or UnknownRegion. RepetitiveRegion may be classified as DirectRepeat, 
InvertedRepeat, Palindrome and LowComplexityRegion. 

 Figure 2 shows the model for FunctionalRegion. A FunctionalRegion may be a 
CodingTranscribedRegion, a NonCodingTranscribedRegion or a 
NonTranscribedRegion. 

A NonTranscribedRegion may be classified as a RegulatorySequence or 
ChromosomalElement. A RegulatorySequence may be classified as a Promoter or a 
Terminator. ChromosomalElement may be a Centromere, a Telomere or a ORI. 

CodingTranscribedRegion is composed of Exon, Intron and UTR, and these are 
Component, which are auto-related and ordered. 

UTR may be UTR5_l (UTR 5') or UTR3_l (UTR 3'). An integrity restriction 
incorporated in the model specifies that an mRNA always has a UTR5_l and a 
UTR3_l. Similarly, a UTR5_l cannot have an anterior Component and a UTR3_l 
cannot have a posterior Component. RBS is part of UTR5_l. Terminator and PolyASite 
are parts of UTR3_l. 

Component may have Variation, which compose mRNA in a determined Order.  



       

mRNA is translated to a PrimaryPeptide, which is processed generating several 
Protein. Protein interacts with FunctionalRegion. 
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Fig. 1. Genome classes diagram.  

Several molecular biology data sources are examples of repositories of instances of 
Genome classes. Mitomap [12] stores instances of the class Genome. GenBank, 
DDBJ [14], EMBL and GSDB [9], among others, store instances of the class Region 
of Genome. The attribute "features" of sequences, represented in these sources, store 
instances of the class FunctionalRegion and several classes related to it. 

Likewise, instances of the class RegulatorySequence are stored in TRANSFAC 
[11], and those from the class Palindrome (restriction sites, for example) are stored in 
REBASE [20]. 

4 The Proteome Information Model 

Figure 3 depicts the proteome information model. In this model, a Protein may be 
part of a Family, being composed of Site, Domain, SecondaryStructure and 
TertiaryStructure. A Protein can interact with other Protein, every interaction having 
a QuaternaryStructure. 

Several data sources are examples of repositories of instances of Proteome classes. 
Family instances are stored in PROFAM [18], Site in PROSITE [19], Domain in 
ProDom [17], SecondaryStructure in DSSP [6] and TertiaryStructure in PDB [15].   
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Fig. 2. FunctionalRegion classes diagram. 
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Fig. 3. Proteome classes diagram. 

 



        

5 Conceptual Model Application 

The conceptual model is very useful as a basis for a tool that integrates biological 
information. However, there are in the literature several approaches to integrate 
biological information. 

Some integration tools adopt ontologies to access data via terms and simple 
relationships between terms. GeneOntology [16], for instance, uses only the 
relationships is-a or is-part-of. This model provides very fast access because it is 
simple to search data using a term name. However, it does not reflect the richness of 
the semantics describing the relationships between the terms, making the search for 
information in complex queries more difficult.   

This section describes briefly the BIO-AXS, an architecture for the integration of 
the molecular biology data and applications through the use of the object-oriented 
framework technology. A complete presentation of the Bio-AXS architecture, with 
class and sequence diagrams, is available in [23]. Bio-AXS uses the conceptual model 
defined before to integrate biological information through the creation of the 
molecular biology global schema and schemas applied to specific research. 

Framework Architecture  

 
 
Fig.4- The Bio-AXS Architecture  
 
The Bio-AXS tool is divided in four main modules: Administrator, Captor 

(architecture mediator [7]), Application Driver and Converter. Their relationship and 
an overview of the framework architecture are depicted in Figure 4. The hot spots of 
our framework are the wrappers associated to biology data sources and the application 
drivers. Their instantiation implement a particular functionality, defining an 
application over the molecular biology application domain. 

The administrator module acts as the interface with end users to provide the 
biological data model management, which include schemas and/or data capturing 
requests or even the execution of algorithms instantiated in the framework. Therefore, 
this module contains a biology information model (defined before) that is committed 



   

with the existing data sources. The captor module is responsible for the data and 
schema repositories. The converter provides access to the biology data sources, 
translates their own schemas to XMLSchema and data to XML. Finally, the 
application drivers’ module is the interface with biological applications. 

Architecture General Description 
 

The Bio-AXS framework is enable to provide, then, the following functionalities: 
• Schemas capture of existing and different data sources; 
• Matching of the architecture objects to those objects in the captured schema; 
• Definition of new ad-hoc schemas; 
• Capture of data belonging to the data sources; 
• Data generation in a format required by a molecular biology application; 
• Execution of algorithms instantiated as methods of the biology classes. 
• Information of the update of a schema, verified in a given data source;  
• Update of the data instances as long as they are being updated in their 

original source. 
Bio-AXS integrates molecular biology data from any data source. Indeed, wrappers 

that capture the schema, and also the data from specific data sources, are made 
available. These wrappers also translate the data source schemas to XMLSchema and 
data to XML. Both schemas and data are stored in a repository that uses the semi-
structured model.  

A special user, named system administrator, is responsible for the comprehension 
of the schema captured from the data sources and the definition of a biological 
information global schema. The administrator needs a visualization tool for captured 
objects, where the object descriptions (object name, data type, description and 
domain) are incorporated in order to enable their understanding and the use by other 
researchers. After the complete object description, the administrator must add them to 
the global schema. It leads to the definition of relationships with other objects of the 
global schema, with the description of the cardinalities, identification of synonymous 
and the definition of the conversion rules (of unities and or values, for example, an 
attribute named sex may be stored as 0/1 in a data source and “m”/“f” in another). 

With the Bio-AXS tool, the administrator can define a specific schema for a given 
research project that will be later instantiated. The data instantiation facilitates the 
schema comprehension, the formulation of queries and reduce the response time. 

If the administrator decides to instantiate the local data warehouse, the architecture 
mediator must choose, from the global schema definition, which data sources must be 
searched to obtain the schema objects to be instantiated and the way associations 
among the object instances are done. The conversion rules that were defined for the 
objects are executed at the mediator’s level, as well as type conversions. 

With an instantiated schema, the users may access the data warehouse through a 
given query language, such as Xquery or Xpath, in databases that admit a data type 
specific for XML, such as the XMLType defined in the SGBD Oracle 9i [21].  

It is important to observe that the global schema registers the ontology that is 
effectively used in the molecular biology data sources. A more detailed and complete 
ontology is directly dependent of the number of captured data sources. It can be also 



noted that is not necessary to build instances of the captured schemas: only the needed 
schemas should be instantiated. 

The administrator can also define data converters (or drivers) to enable the use, 
through the Bio-AXS, of multiple applications that are available for molecular 
biology research projects. The global schema of the architecture contemplates the 
classes’ methods used in molecular biology. Thus, our tool allows users to execute 
those methods directly over the instantiated data. 

The architecture also monitors the schemas of captured data sources in order to 
inform the administrator of any change through software agents that act in the same 
level as the wrappers. A similar mechanism for monitoring data sources, based in 
agents, updates the data instances that have been changed in the original source.  

BioAXS Schema Creation/Extension 
 
  
The natural way to create a molecular biology global schema is to start using a 

pre- defined schema and increase it with captured public data source schemas.  
The global molecular biology schema which was defined in the previous section 

was built from an empty schema. After the creation of the main objects, the schema 
was increased using known public data source schemas, like Genbank, PIR and 
SWISSPROT schemas. 

This increment is performed through the construction of a visual tool exhibiting the 
global schema and the captured schema (from any biological data source), allowing 
the user administrator (a special user, who tries to understand and represent the data 
models of any source captured/understood by the architecture) to manipulate the 
schema in a way to represent the integration of information. 

This integration may identify new objects and relationships to be incorporated to 
the global schema. To each object of the global schema, new properties (with their 
respective information like name, type and domain), methods and relationships with 
other objects (with their correspondent cardinalities) may be attributed. 

In addition, concepts may also be attributed to the objects, improving their 
interpretation and understanding. It is important that the object contains references to 
the data sources storing their instances to make the future instantiation of the global 
schema possible. Synonyms, as well as the need to convert data types or even domain 
may be identified. The objects may be simple or complex; in the latter case, they may 
be organized in a different way. This organization should contemplate those typically 
used in biology, for example CPL [8] types (like list, bag, register and variation). This 
approach to the schema integration results in the generation of another ontology 
which will be used in the data sources. 

The Bio-AXS tool contemplates this kind of integration described above. The 
XMLSchema language [10] allowed the representation of the metadata cited above. 
For example, to represent information from an object and its respective properties, 
reserved words were used with a direct correspondence in XMLSchema (name, type 
of element; restriction; use, value, required / optional of attribute). 

The relationships with other objects, and their correspondent cardinalities, were 
mapped in XMLSchema in the attributes ref, minoccurs and maxoccurs of element.  



   

To define concepts related to an object, a new attribute was added to it, and 
implemented using name = “desc” and value = “concept description”. Likewise, to 
specify the data source to which the object belongs, a new attribute was added to the 
object with name = "source" and fixed =”data source name”. Also, attributes were 
added to identify synonyms between the objects and the conversion of data types and 
domains. To represent simple or complex objects the reserved words simpleType and 
complexType were used. 

The different organization types of the objects may also be represented through the 
utilization of special reserved words of the XMLSchema. For instance, to represent 
the CPL list the reserved words sequence of element should be used; to represent the 
variation of CPL the reserved word choice should be utilized. 

The tool has a friendly interface through which it is possible to construct a global 
schema from other data source schema. The schema are represented as trees, so users 
do not have to learn XML Schema. 

The Bio-AXS module which creates and/or extends the biological conceptual 
model has the following functionalities: definition of the concepts of the captured 
objects; implementation of synonyms; implementation of the semantic rules that 
govern the global schema tree construction (create, remove, rename tree objects); 
construction of XML Schema from the global schema tree; encapsulating of 
information about the database management system (DBMS) and about schema used 
by the tool (it is possible to read schema from any DBMS and also from text files); 
graphic interface of the application that exhibits trees from the XML Schema. 

The tool also allows the creation of specific schemas to private communities. In 
this case, the administrator user will use the global schema to generate the specific 
schema. This task is similar to the other one. The difference is that the basis schema is 
not the external data source schema, but the global schema. The specific schema can 
be instantiated and accessed by scientists which belong to a private community. 

6 Conclusion 

We expect that the model for molecular biology information proposed in this paper 
contributes to the discussion of concept standartization and also to close the bridge 
between the language used by biologists and the computer science communities. We 
also expect that the model, by being devoid of technological and implementational 
aspects, contributes to the comprehension and representation of purely biological 
phenomena. 

The model described in this paper is being used as a fundamental module of the 
integration tool Bio-AXS. This tool aims to store and make available data from all 
public data sources in the molecular biology area, and also related applications. 
Queries to the data may be performed via simple interface.  

A specific sub-model and respective data may be available upon request to our lab.  
This is useful to reduce the time that is wasted by the molecular biological scientists 
to achieve information (which is currently distributed on a lot of data sources) and to 
execute applications. Besides this, it is interesting because it can improve the data 
access and it can optimize the algorithm execution time.  



  

Nowadays, we are capturing the schemas and data from data sources, adding new 
applications to the tool and describing the conceptual model, presented here, using 
logic assertions with the aim to infer results from the data. 
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Abstract. A web-based automatic system called MHOL3D has been developed 
to extract distinct and valuable structural information about protein sequences, 
even in large-scale genome annotation projects. This computational 
environment is composed of three main modules (MHOLline, MHOLbrowser 
and MHOLdb) that jointly coordinate a complex decision-taking bioinformatics 
workflow to produce accurate reports about protein sequences. MHOLline is a 
bioinformatics workflow, accessible over the Internet through the 
MHOLbrowser, which executes structural analysis programs feeding a database 
called MHOLdb. As a preliminary test sixty-six protein sequences of 
Gluconacetobacter diazotrophicus were submitted to MHOL3D. MHOLline 
could construct twenty-five 3D models and find fifteen possible membrane 
proteins. The obtained results strongly suggest that MHOL3D will be an 
important tool for the assistance of genome projects aggregating structural 
information about gene products for functional inferences. 

Topics of interest: Structural and Functional Genomics; Comparative Genomics and 
Annotation; Protein Structure and Modeling 

1. Introduction 

The Genome sequencing projects are producing a vast amount of protein sequences, 
emerging the need to use high throughput methods to predict structures and assign 
functions of these proteins. The analysis of several genome sequences indicates that 
the function cannot be inferred to a significant fraction of the gene products. In fact, 
only sequence homology searches do not always provide all the answers since some 
proteins may keep sequence homology throughout evolution [1]. One way to improve 
the sequence-based predictions of function would be to determine or predict the three-
dimensional (3D) structures of proteins [2]. Information about the 3D structures of a 
protein can provide more information about its function because interactions with 
other molecules are determined by amino acids residues that are close in space but 
frequently distant in sequence. In addition, evolution tends to conserve functions that 
depend more directly on 3D structure than on sequence similarity. Actually, structure 
is more conserved in evolution than sequence [3]. A full characterization of a protein 
may contain its molecular and cellular function, structural information and its 
interaction with other molecules [4]. 



The increase in the number of determined protein structures solved by experimental 
techniques like x-ray crystallography and nuclear magnetic resonance (NMR) favored 
the development of theoretical methods for structure predictions and the construction 
of databases and tools for structural and functional motif’s identification. Currently, 
the most reliable method that contributes to the prediction of a protein 3D structure is 
the comparative modeling technique [5]. This computational procedure predicts the 
3D structure associated with a sequence using related experimentally determined 
protein structures as templates. This method consists of four steps: (i) finding known 
structures (templates) related to the sequence to be modeled; (ii) the alignment of the 
target sequence with the templates; (iii) building a model based on templates; and (iv) 
the validation of the predicted structure. 
Even if it is not possible to construct a 3D model for a target protein, important 
information can be obtained from its sequence by the assignment of transmembrane 
regions, secondary structure predictions, identification of structural and functional 
motifs, and recognition of protein fold type. The prediction of transmembrane regions 
in a sequence indicates that this protein can be a membrane protein. Membrane 
proteins represent 20-30% of the proteins in microbial genomes [6] and the 
transmembrane region assignment can be valuable information for functional 
inference. Secondary structure prediction and motif identification can also help the 
analysis and the comparison of protein sequences in the search of a possible structural 
and/or functional relationship. Secondary structure prediction can also be very useful 
in the comparative modeling technique by guiding corrections during the crucial step 
of sequence alignment. Moreover, structural similarities that are not accompanied by 
any detectable sequence similarity can be inferred by fold recognition using a 
threading approach [7]. The idea behind the threading technique came from the 
observation that a large percentage of proteins adopts one of a limited number of folds 
[8]. 
In order to extract distinct and valuable structural information about protein sequences 
even in large-scale genome annotation projects, a web-based automatic system called 
MHOL3D was developed. This software package is composed of three main modules; 
MHOLline, MHOLdb and MHOLbrowser. Although each module has a very 
distinctive function, the three modules work in harmony to produce an in depth report 
about the FASTA sequences submitted. The MHOLline module is the heart of 
MHOL3D responsible for driving the entire workflow by organizing files, executing 
structural analysis programs and feeding the mholdb database. By accessing 
MHOLbrowser through the Internet, one can submit sequences and view and 
download results in a nifty HTML output. MHOL3D not only provides the ability of 
large-scale modeling but also supplies the users with worthy structure information 
such as fold recognition, the prediction of secondary structure, functional motifs and 
transmembrane regions. 
Several workflows have been developed by genome-scale protein predictions such as 
GeneAtlas [9], ModPipe [10] amongst others, but none of them are freely available 
for use by the research community. They mainly provide an accessible searchable 
database of predicted protein structures that have been generated by them. MHOLline, 
differently is accessible over the Internet through the MHOLbrowser and does not 
only predict 3D structures but also aggregate structural information to the submitted 
sequences. Another interesting feature is that the user can submit a file contends how 



many sequences he wants  to the MHOLdb, enabling the submission of many different 
ones, only assessed by the user through his password. 
To primarily evaluate MHOL3D, sixty-six sequences of Gluconacetobacter 
diazotrophicus deposited in the GenBank [11] were submitted to MHOLline. This 
bacterial genome is in the sequencing process by the genome project RioGene [12]. 
Our goal is to use the structural approach to incorporate functional information in the 
annotation of proteins predicted in this genome. MHOLline generated twenty-five 3D 
models. A multiple sequence alignment was performed with the target sequence and 
possible templates for each modeled sequence. The secondary structure was predicted 
by all sixty-six sequences, and 15 possible membrane proteins were come across 
using the transmembrane region’s assignment. All the results were stored in the 
MHOLdb database. 

2. The MHOL3D Computational Environment 

MHOL3D consists of three parts: i) the MHOLbrowser WEB interfaces; ii) the 
workflow MHOLline and iii) the database MHOLdb.  
MHOLbrowser is a customized Web interface that allows certified academic users to 
submit and retrieve their results. In order to submit sequences the user needs to 
previously complete a Web form and register a password. This allows the user to have 
control data access in a per-user base. Results of various kinds of analysis are shown 
by each submitted sequence independently. 
MHOLline is a complex workflow involving many an automatic decision taking steps 
that combine data and programs, installed locally. The entire workflow, parsers, 
managing of third party programs and BATS (Blast Automatic Targeting for 
Structures), is all coded in Perl 5.8. Perl suits best among other languages thanks to its 
powerful regular expression engine, code simplicity, speed and portability.  All these 
features came in handy specially when having to transform one programs output into 
the input of another program.  
The MHOLdb uses the MySQL relational database management system for flexible 
and efficient querying. All the input and output of each analysis method are stored in 
MHOLdb. The result organization relative for each sequence provides an easy way to 
display the individual results of submitted sequences and individual user’s projects. 

2.1. MHOLline description 

MHOLline is a workflo w for automated protein structure prediction and function 
annotation. For template structure identification it uses the BLAST algorithm [13] for 
searching against the Protein Data Bank [14]. Automated alignment and model 
building are carried out using Modeller [15], and models are evaluated using 
Procheck [16]. A refinement in the template searches for step was implemented with 
the development of a program called BATS (Blast Automatic Targeting for 
Structures). BATS identifies the sequences that comparative modeling technique can 



be applied, choose the template’s sequences from the BLAST output file, using their 
scores of expectation values, identity and sequence coverage. BATS also construct the 
input files for the automated alignment and the model building. Only one template is 
chosen by the model construction. Statistically, there is no relevant correlation 
between the number of templates used during model building and the overall quality 
of a model [17]. However, multiple sequence alignment with possible templates is 
also provided using T-Coffee [18]. Multiple sequence alignment can in some cases be 
useful when multiple templates can be used to improve the resulting models, as well 
as doing protein family functional analysis. 
For all the proteins the assignment of transmembrane regions is made using 
HMMTOP [19], and the secondary structure prediction by the Predator program [20]. 
A threading approach is applied only for the sequences that couldn’t generate 3D 
models by comparative modeling and that not present transmembrane regions. We 
applied for the threading approach using the program THREADER3 [21]. Structural 
and functional motifs searching against the SCOP [22] and Pfam [23] databases are 
being in the implementation process. MHOLline workflow is illustrated in figure 1.  
MHOLline produces results of structural analyses that are stored in the MHOLdb 
database and accessed by Web through a graphical interface. For each submitted 
sequence, MHOLline generates and aggregates structural information. When the 
program is able to generate a 3D model, 3D model coordinates, Ramachandran plot 
[24], multiple sequence alignment, secondary structure prediction and comments 
about structural quality that are provided. These comments referred to the 
classification of the resultant models according to its structural quality can be used by 
different purposes. If a model is based on a low similarity between the sequences 
(<40%), it will be considered as a low quality model. Nevertheless, such models are 
often useful for functional inference, if the errors are not located in the region of 
interest such as within a well-conserved active-site region. Models based on medium 
sequence similarity (less than 70% and more than 40%) will be defined as a medium 
quality model. Such models are very useful for the design of the rational mutagenesis 
experiment and molecular replacement in crystallography. Models built based on 
templates that share a high degree of sequence identity (>70%) with the target, will be 
defined as a high quality model. Such models have proven to be useful for drug 
design projects and can guide the design of more specific non-natural inhibitors for 
variants of a given enzyme or receptor [25]. 
Through MHOLbrowser the user is able to visualize the results and download the 
output data for each submitted sequence. MHOL3D also provides the Modeller input 
files, for users who want to rebuild a model. The user will be able to edit the inputs, 
adding other templates, and altering the alignment using the multiple sequence 
alignment, the predicted secondary structure and the identified motifs as useful 
information sources for alignment corrections. 
An e-mail notification will be sent upon the completion of MHOLlines’ processing. 
All results obtained through the structure analyses of the submitted sequences are 
deposited in the MHOLdb and can be downloaded. MHOLbrowser can be only be 
accessed by using a login and password through an Internet browser, thus safely 
keeping all results.  

 
 



 
 
 
Fig.1. The MHOLline workflow components. Boxes represent programs and ellipses input 

and output (results). 

3. Results 

The sixty-six protein sequences of G. diazotrophicus were submitted to MHOLline in 
a FASTA file using the MHOLbrowser, results were stored in the MHOLdb and 
disposed in the result interface. These results were downloaded and analyzed for 
functional result acquirement. 
With pre-defined parameter (e-value>0.00001, identity>25% and covertures between 
sequences>70%) MHOLline constructed twenty-five 3D models with different quality 
levels : nine with high quality, five with good quality and seven with low quality. Four 
sequences generate only part of the protein structure representing a characterized 
functional domain. Twenty-six sequences were submitted to the threading processing 
and the transmembrane regions prediction indicated fifteen possible membrane 
proteins. 
All the results obtained using MHOLline are according to the annotation registered in 
GenBank for the analyzed sequences. In one case the protein product of gene ynf1 
(code: AAG35392.1) was annotated as unknown in GenBank, but we found the 
structural motif LRR, indicating a protein interaction motif that can participate in 
some functional activities [26]. 

4. Conclusions  

The first test carried out using MHOL3D prompted reproducible results and allowed 
the addition of structural information guiding functional inference in a protein without 
previous functional information. These results indicated that MHOL3D will be an 
important tool for the assistance of genome projects, aggregating structural  



information about gene products for functional inferences and confirming functional 
annotations based on sequence-sequence comparisons. In addition, the automatically 
construction of 3D models allows the users its utilization in different types of 
experiments. 
The construction of an environment that provides the automation in structure 
prediction and aggregation of structural information to the sequences does this project 
valuable for both experts and non-experts in the use of models and structural 
information, allowing them to spend more time designing experiments and 
interpreting data. 
It’s our goal to supply structural data which will complement biological observations, 
helping define biological functions. The identification of protein comple xes combined 
with the structural knowledge of a biological component will guide the choice of the 
appropriate experiment to extend structure-based functional predictions. 
The predicted structures will also be valuable, for example, in deciding whether the 
protein is a suitable target for small molecule inhibitors, through analysis of its 
binding site character. A knowledge of the distribution of proteins among species will 
be an important information to identify species-specific targets and in the prevention 
of toxicity problems. 
MHOL3D is in development at the Biophysics Institute (IBCCF/UFRJ) as a project of 
the Virtual Institute of bioinformatics and Biosystem modeling (FAPERJ). MHOL3D 
can be accessed through: http://bioinfo.ufrj.br/MHOLline. 
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Abstract

The phospholipase A2 enzymes (EC 3.1.1.4) hydrolyse the sn-2 acyl group of
phospholipids releasing fatty acids and lysophospholipids (Dennis 13057-60). In
addition to their catalytic role, PLA2 are involved in rapid lysis of sarcolemma,
myofibril clumping and hypercontraction of sarcomers, vascular degeneration,
ischemia and membrane disorganization (Arai et al. 2319-23). Bothrops neuwiedi
pauloensis is a south American snake that causes several envenomation in
Southeastern Brazil. The venoms of Bothrops species are rich sources of several
toxins, among them there are basic phospholipases A2 from class II myotoxins either
Asp49 or the K49 types (Serrano et al. 26-32). The B. neuwiedi pauloensis K49 PLA2
was first purified by Rodrigues and coworkers  and preliminary studies of the crystal
were done by Fontes et al (Fontes et al. 393-95). The tridimensional structure of the
B.pauloensis K49PLA2 was obtained by homology modelling. In this work we give a
brief  description of our model and hypothesize the important residues for PLA2
activity.

Introduction

Snake venoms contain sets of proteins that are responsible for their
neurotoxic, cardiotoxic, haemorragic and myotoxic activities. Among these toxins,
myotoxins are of particular interest as they exhibit a broad spectrum of interesting
biological responses. The myotoxin family comprises several toxin subclasses which
may be classified into two main groups: myotoxins such as cardiotoxin and
phospholipase A2 (Dennis 1994, Baker et al. 1993).  The phospholipases A2 enzymes
(EC 3.1.1.4) hydrolyse the sn-2 acyl group of phospholipids releasing fatty acids and
lysophospholipids (Dennis 1994). In addition to their catalytic role, PLA2 are
involved in rapid lysis of sarcolemma, myofibril clumping and hypercontraction of
sarcomers, vascular degeneration, ischemia and membrane disorganization (Matavel
et al.1998).

Bothrops neuwiedi pauloensis is a South American snake that causes several
envenomation in Southeastern Brazil. The ophidian accident often results in acute
myonecrosis, hemorrhage and edema (Soares et al. 2000). The venoms of Bothrops
species are rich in sources of several toxins, among them there are basic



phospholipases A2 from class II myotoxins either Asp49 or the K49 types (Santoro et
al. 1999). The B. neuwiedi pauloensis K49 PLA2 was first purified by Rodrigues and
coworkers (Rodrigues et al. 215-22). Preliminary studies of the crystal were done by
Fontes (Fontes et al. 393-95). The K49 PLA2 from Bothrops n. pauloensis was
characterized by Soares and coworkers as a basic polypeptide with a molecular
weight of 14,000 Da which showed blockage action to neuromuscular contraction in
chicken cervices preparations and bactericidal activity against a gram-negative
bacteria (Soares et al. 201-09). The bactericidal effect of the toxin seems to be
independent of the catalytic activity (Lomonte et al. 19-26).

Despite of a considerable amount of structural data, the understanding of the
structure-function relationships of the diverse toxic K49PLA2 evolved in snake
venoms has been a challenging subject of research (Toyama et al. 713-18). The K49
PLA2 are especially interesting subjects because their low phospholipasic activity
despite their high myotoxic action (Ward et al. 134-40). Here we present the
homology modelling of the K49 myotoxin from Bothrops neuwiedi pauloensis venom
in order to contribute to a better understanding of this intriguing protein and its
structure-function relationship. To understand the relationship between the structure
of this K49 PLA2 and its multiple physiological effects, it would be necessary to have
insights about its 3D structure.

Materials and methods

The protocol used to derive the K49 PLA2 3D model can be divided into
three different phases: (i) sequence alignment and analyses, (ii) model building and
stability testing and (iii) model evaluation.

Homology modeling implies the possibility of generating sequence
alignments of the target protein with one or several template(s) with available 3D
structure(s).  We generated such alignments using the algorithms FASTA in sequence
databases and in the Protein Data Bank (PDB) structure database, to search for a K49
PLA2  family signature and to identify possible 3D templates. To select a proper
template, we first analyzed the secondary structure possibilities of K49 PLA2 and
related myotoxins looking for a consensus secondary structure pattern by a PRODOM
analysis (Corpet et al. 267-69). Sequence alignment between Bothrops paoloensis
K49 PLA2 and several other K49 protein family members was performed using
CLUSTALW (Jeanmougin et al. 403-05).

The model was built using Homology module of MSI's InsightII software
(MSI Corp. USA). The template selected was the only K49 PLA2 X-ray structure
available as a monomer (PDB reference 1GOD). The structure of 1GOD was
considered as a reasonable starting point for the three-dimensional structure of BP-
K49 PLA2. The minimization procedure was 1000 steps of steepest descent followed
by conjugate gradients until convergence.  In a first round of energy minimisation, the
backbone was firstly fixed, and this constraint was removed in the next round. The
model was validated with PROCHECK (Laskowski M W et al.). Eletrostatic
potentials were generated with the Delphi module as implemented in MSI’s InsightII.



Results and discussion

Using the Fasta and Blast searches in the sequence databases, we found
other member of K49 PLA2 and a multiple sequence analysis was performed using
CLUSTALW.  The analysis of common patterns for this myotoxin family (Clustalw,
Multalin, Prosite, ProDom analysis) provides a myotoxin signature consisting of
three very conserved disulfide bonds and basic residues. The secondary structure
analysis performed using different methods (PHD at the PredictProtein server,
Consensus obtained from the NPS server) reveals the secondary prediction well
established with helix and sheet patterns. The alignment we have used between K49
PLA2 and this 1GOD sequence is depicted on figure 1 for 1QLL and 1CLP.

The 3D coordinates of the K49 PLA2 amino acids aligned with those of the
1GOD template where first obtained. The brute homology model for Bothrops
paoloensis K49 PLA2 was therefore obtained directly from the 1GOD coordinates.
The energy-minimized model obtained after this brute homology step was first
checked for its quality with the "Procheck" algorithm (Laskoswski et al, 1996) and
the results are satisfactor (Figure 2A). Many hydrogen bonds are observed in this
model (figure 2B), especially H-bonds that are stabilized between the C-terminal
carbonyl of Gly42 and both the charged side-chains of Lys 27 and Lys38 respectively.
The Ramachandran plot for the model is presented in Figure 3. The RMSD between
this minimized structure and the brute one coming immediately after the homology
modeling is 1.8 Å.

From the results presented above, a quite clear picture of this K49 PLA2
conformational behaviour appears, making possible its use for further work such as
site-directed mutagenesis and a deeper structure-function relationship study. The
protein is a small stable globule presenting a large positively charged envelope as
seen from the electrostatic potential maps obtained with the Delphi Insight module
and depicted on figure 4. One side of this globule presents a strong positive
electrostatic potential and could be considered as the membrane-anchoring part (N-
terminus,Lys2, Lys6, Lys7, Arg31, Arg33, while the other side presents a large
depression in which the negative electrostatic potential surface appears due to the
Glu15, Asp24 and C-terminus carboxylates. Eletrostatic calculation, shown in figure
3, for BP K49 PLA2 model show a lobe of positive near the opening of the
hydrophobic channel. The eletrostatical profile is also observed for others PLA2
(Scott and Sigler 53-88). In Bp K49 PLA2 model the hydroxyl of the active site serine
undergoes several water-mediated interactions with more distal functional groups as
expected for PLA2 enzymes. Therefore, all aminoacids evolved in the hydrogen
bridge network were examined and the distances between the hydrogen donors are in
agreement with the literature (Yuan et al. 2919-29). Two tyrosines are well conserved
in the primary sequence alignment and also form the same hydrogen bond as Tyr52,
but the ring is oriented differently. The catalytic histidine is also placed differently
compared to others D and K49PLA2. Perhaps the orientation of this side chain could
play a remarkable difference in the catalytic preference of K49PLA2.

Conclusion



We have obtained a convincing 3D-structural model for BP K49 PLA2. This
model will be the template for further studies both at theoretical and experimental
levels such as the study of K49 PLA2 dimerization, site-directed mutagenesis, and
perhaps the development of a toxin structure database. The structure of Bothrops
paoloensis can be extended to several other members of the family to K49 PLA2 as
the similarity among the member is quite high. The specificity considering
myotoxicity and phospholipase activity of all the proteins belonging to K49 family
should be found in the nature of the side-chains which is likely to play a crucial role
in defining the biological functions. Several invariant residues not found in the Asp49
group, like Lys7, Glu12, Thr13, Lys16, Lys78, Lys80, Lys115, and Lys116 are well
conserved in K49 class. We propose that key residues should be found in the loops,
the role of which could be devoted to a particular function such as membrane
anchoring and dimerization. Further work is in progress to identify more clearly the
concerned amino acids.
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Figure 1: Multiple alignment of K49 PLA2 from B.n. paoloensis with others K49
PLA2 available in the GenBank (www.ncbi.nlm.nih.gov). Access number 10835912 -
Piratoxin-Ii (Prtx-Ii) - A K49 Pla2 From Bothrops Pirajai, access number 1171973 -
Myotoxin II from Bothrops asper, access number  6492260 - PLA2-like myotoxin
from the snake Bothrops asper and access number  3122600 - myotoxic K49-
phospholipase A2 homologue from the venom of Cerrophidion (Bothrops) godmani.



Figure 2A: Theoretical model of K49 PLA2 from B.n. paoloensis venom. In red the
representation of alpha helix and in yellow the beta strand. The N-terminus and C –
terminus are pointed.

Figure 2B: Proposed H bond network for the K49 PLA2 from B.n. paoloensis venom
connects the active site and the interface at the N- terminus.
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Figure 3: Ramachandram plot for the theoretical model of the K49 PLA2 from B.n.
paoloensis venom.

       

Figure 3: Eletrostatic potential for the theoretical model from the K49 PLA2 from
B.n. paoloensis venom.
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Abstract. The sequencing of the human genome and other similar ac-
complishments significantly increased the information available on gene
content and organization in the genome of several life forms. However,
life on Earth is so diverse that still for many species relevant to hu-
mankind the information on genes and chromosomes is very fragmented.
In this paper we study synteny problems, also called syntenic distance
problems, that appear when one needs to compare genomes based only
on the gene set of each chromosome (a genome is a set of chromosomes).
It is known that computing the syntenic distance when fusions, fissions,
and translocations are allowed is NP-Hard [2]. Here we show that the
problem can be solved in almost-quadratic time when only fusions and
fissions are used.

Topics of Interest: Comparative Genomics and Algorithms for Com-
putational Molecular Biology.

1 Introduction

Genome comparison is often cited as a key tool to understand the complexity of
life, especially now that the genomes of several organisms, including the human
being, are being unraveled [7]. One way of performing genome comparison is
by taking into account the order of this genes, rather than the gene sequence
as is done in classical sequence comparison. Some studies, for instance, the one
done by Palmer and Herbon [6], show that the comparison of gene order leads to
conclusions quite compatible with the real evolutionary scenario of the species.

The main rearrangement problem is to compute the so-called rearrangement
distance, which is the minimum number of events that, acting successively on
one of the genomes, transforms it into the other. Events found in nature include
reversals, transpositions, translocation, fissions, and fusions. The ideal distance
would perhaps include all the events, with different weights based on their rela-
tive frequency of occurrence, but this seems to result in a rather difficult prob-
lem. Therefore, researchers have focused on one or a combination of a few of



the events at a time, defining event-specific distances, and obtaining polyno-
mial algorithms or NP-hardness results. For some events (e.g., transposition)
the problem of computing the distance is still open.

To apply these methods, the order and orientation of the genes in each chro-
mosome must be known. However, for many species of interest this information
is very fragmentary. In this paper we study synteny problems, where we assume
that all that is known is the gene composition of a chromosome. In this context,
only the events of fusion, fission, and translocation make sense, and we consider
the unweighted version of the problems.

Ferretti and colleagues [3] were apparently the first to give a formal defini-
tion of the problem. DasGupta and colleagues [2] have studied the version with
fusions, fissions and translocations, showing that it is NP-hard, and presenting
an approximation algorithm with factor 2. Liben-Nowell and Kleinberg show a
series of others results about this problem [4, 5]. We show a polynomial time
algorithm for the case when only fusions and fission are considered.

In the next sections we present results on syntenic distance problems using
fusion, fissions and translocations (Section 2.1) and using only fusion and fissions
(Section 2.2).

2 The Syntenic Distance Problem

Ferretti and coworkers [3] proposed a distance measure with a high degree of
abstraction, where the order of genes in a particular chromosome is unknown or
ignored. The genome of a species is then just a collection of gene sets. Each set
correspond to a chromosome. In this synteny context a gene may occur several
times in a genome but only once in each chromosome. We define three types
of operation: fusion, fission and translocation. Fusion correspond to set union,
fission to division of a set A into B and C such that A = B∪C and a translocation
exchanges subsets of two chromosomes.

The justification of this model is as follows: for many organisms the informa-
tion that specifies the gene order in a chromosome (physical map) is not known,
but the distribution of genes in each chromosome is. Even with such incom-
plete information it is important to have a precise definition of an evolutionary
distance based on genomic events, and the syntenic distance, or just synteny,
provides this definition.

In the following sections we attack two synteny problems. We will present first
the results described in the literature for the problem involving fusion, fission,
and translocation. In the sequel we present our new results, valid when fusion
and fission only are involved.

2.1 The Syntenic Distance Problem using Fusions, Fissions and
Translocations

DasGupta and colleagues [2] studied the synteny problem when fusions, fissions,
and translocations are permitted.



They have proved that this problem is NP-Hard, and showed an approxima-
tion algorithm with a factor 2. They have also proved that the median problem
for three genomes using synteny with the three operations mentioned above is
NP-Hard, and that in this case it is possible to obtain approximation algorithms
with factor 4 + ε for any ε > 0.

2.2 The Syntenic Distance Problem using Only Fusions and Fissions

In this section we will use the term “syntenic distance” or “syntenic problem”
meaning “(computing the) syntenic distance using fusions and fission only”.

Lemma 21 Given two genomes, it is always possible to transform one into the
other using only fusions and fissions, when both genomes have the same gene
set.

The syntenic distance between two genomes in this context is the minimum
number of fusions and fissions necessary to transform the genome of a species into
the genome of the other species. We denote by dff (π, σ) the syntenic distance
between genomes π and σ.

Analogously, we define dfft as the syntenic distance involving fusions, fis-
sions, and translocations. It is easy to see that every translocation can be re-
placed by a fusion-fission pair. The following lemma is also easily verified.

Lemma 22 Let π and σ be two genomes with the same gene set. Then we have
dfft(π, σ) ≤ dff (π, σ).

Lemma 23 Let π and σ be two genomes with the same gene set. Then we have
dff (π, σ) = dff (σ, π) and dfft(π, σ) = dfft(σ, π).

Proof: Given a series of events transforming π into σ it is easy to revert each
operation (the reverse of a fusion is a fission and vice-versa, the reverse of a
translocation is another translocation) to obtain a series of operations from σ
into π. Hence, the minimum series has the same length in both directions. ut

The Compact Representation Ferretti, Nadeau and Sankoff [3] defined a
compact representation for the synteny problem. Given two genomes π and σ
it is possible to obtain a compact representation of the problem with respect
to π using the following method. For each chromosome πi of the genome π
create chromosome π′i = {i} in π′. For each chromosome σj of σ create σ′j =⋃

x∈σj
{y|x ∈ πy}.

For instance, let π = {π1, π2, π3} and σ = {σ1, σ2} with:

π1 = {a, b, c}, π2 = {b, d, e}, π3 = {f, g}

σ1 = {b, c, d, f, g}, σ2 = {a, b, e}

The compact representation of the problem with respect to π is:



π′ = {{1}, {2}, {3}}

σ′ = {{1, 2, 3}, {1, 2}}

Analogously we can define the compact representation with respect to σ. For
each chromosome πi of π, create π′′i =

⋃
x∈πi

{y|x ∈ σy}. For each chromosome
σj of σ create σ′′j = {j} in σ′′. The problem above becomes:

π′′ = {{1, 2}, {1, 2}, {1}}

σ′′ = {{1}, {2}}

The following results were proved by DasGupta and colleagues [2] for the
problem where translocations are permitted. We adapted the results to the case
where fusions and fissions only are used.

Lemma 24 Let π′ and σ′ be the two genomes that form the compact represen-
tation of π and σ with respect to π. There is a 1 − 1 mapping between each
operation (fusion or fission) used to transform π into σ and each operation used
to transform π′ into σ′, that is, dff (π, σ) = dff (π′, σ′).

Given two genomes π and σ, the problem involving the compact represen-
tation with respect to π and the problem involving the compact representation
with respect to σ are called dual problems. The following result shows the
relationship between dual problems:

Lemma 25 Let π and σ be two genomes over the same set of genes. Let π′ and
σ′ be their compact representation with respect to π, and π′′, σ′′ be their compact
representation with respect to σ. Then dff (π′, σ′) = dff (π′′, σ′′).

DasGupta and colleagues [2] have shown also an algorithm to construct the
compact representation with respect to a given genome.

Lemma 26 If π and σ have n and m chromosomes, respectively, and if each
chromosome is a subset of {1, 2, . . . , k}, then it is possible to construct the com-
pact representation with respect to π (or with respect to σ) in time O((k +
nm)α(k, n + m)), where α(x, y) is the inverse of Ackerman’s function [1].

The function α(x, y) grows very slowly, and therefore it is reasonable to
expect the algorithm to exhibit a O(k + nm) behavior in practice.

Using the compact representation, we re-define the synteny problem using
only fusions and fissions as follows:

Definition 21 Let π be a genome with k chromosomes with each chromosome
being a subset of {1, 2, . . . , n}. The synteny problem using only fusions and
fissions is to compute the minimum number of fusion and fission, denoted by
dff (π), needed to transform π into the genome ιn = {{1}, {2}, . . ., {n}}.



The Canonical Order The syntenic distance problem has an important char-
acteristic, rarely found in genome rearrangement problems: a canonical order for
the mutation events.

Lemma 27 For any series of events that transforms π into σ, with u fusions
and v fissions, there is a series transforming π into σ, using u′ ≤ u fusions and
v′ ≤ v fissions, but where all fusions occur before the fissions.

Proof:
Let ρ1, ρ2, . . ., ρk any sequence of events that transforms π into σ. If all fusions

occur before the fissions there is nothing to be done. Let us then assume that
there is i < k such that i is the largest integer with ρi being a fission and ρi+1 be-
ing a fusion. We will construct a new series ρ1, ρ2, . . . , ρi−1, ρ

′
i, ρ

′
i+1, ρi+2, . . . , ρk,

with ρ′i being a fusion and ρ′i+1 being a fission, or conclude that ρi and ρi+1 can
be suppressed. Repeating this procedure as many times as needed we obtain the
desired series.

Suppose that fission ρi transforms chromosome A of genome ρi−1ρi−2 . . . ρ1π
into A′ and A′′, with A = A′∪A′′. Likewise, suppose that fusion ρi+1 transforms
chromosomes B′ and B′′ of the genome ρiρi−1 . . . ρ1π into B, with B = B′∪B′′.
We have three cases:

– If each of the two chromosomes A′ and A′′ created by fission ρi is different
from both B′ and B′′, then we take ρ′i = ρi+1 and ρ′i+1 = ρi, since the two
events are interchangeable.

– If A′ and A′′ are the same as B′ and B′′, then ρi and ρi+1 are inverses of
each other and can be suppressed.

– In the remaining case one of the chromosomes A′, A′′ is equal to one of B′,
B′′. Without loss of generality, suppose A′ = B′. We have then that the
net effect of ρi plus ρi+1 is to transform chromosomes A and B′′ of genome
ρi−1ρi−2 . . . ρ1π into chromosomes A′′ and B of genome ρi+1ρi . . . ρ1π. This
effect can be also obtained by taking as ρ′i the fusion that transforms A and
B′′ into A∪B′′, and as ρ′i+1 the fission that transforms A∪B′′ into A′′ and
B. This last fission is a valid operation because A ∪ B′′ = A′′ ∪ A′ ∪ B′′ =
A′′ ∪B′ ∪B′′ = A′′ ∪B.

ut

Lower Bound In this section we will show a lower bound for the synteny
problem using a data structure named synteny graph.

Definition 22 Given a genome π, the synteny graph G(π) has one vertex for
each chromosome of π. Two vertices are adjacent if and only if the corresponding
chromosomes have a nonempty intersection.

Lemma 28 Let π be an arbitrary genome with n genes and p the number of
connected components of G(π). Then at least n − p fissions are necessary to
transform π into ιn.



Proof: By definition G(ιn) has n connected components, and therefore any
series of events that transforms π into ιn must increase the number of connected
components by n− p. We need to determine how the mutation events affect the
synteny graph. A fusion merges two vertices into a single one. If the two vertices
are in the same connected component, the number of connected components
does not change. If the vertices are in distinct components, then the number of
connected components will decrease by one. A fission is the opposite of a fusion,
and therefore the number of connected components will either remain the same
or increase by one. We conclude that at least n − p fissions are necessary to
transform G(π) into a graph with n connected components. ut

Lemma 29 Consider a genome π with n genes and c chromosomes. Let p be the
number of connected components of the graph G(π). Then at least c− p fusions
are needed to transform π into ιn.

Proof: Let ρ1, ρ2, . . ., ρk be any series of events transforming π into ιn with u
fusions. According to Lemma 27, it can be chosen so that the first l ≤ u events
are fusions and the remaining events are fissions.

Then πl = ρlρl−1 . . . ρ1π is a genome that can be transformed into ιn using
fissions only, that is, πl cannot contain chromosomes A and B with A∩B 6= ∅. It
follows that every connected component of G(πl) is composed of a single, isolated
vertex. Since fusions do not increase the number of components, the number of
connected components in G(πl) is at most p.

A fusion always decreases the number of vertices by one. We start with c
vertices and, after all fusions are applied, we end up with at most p vertices (one
vertex per component). It follows that l ≥ c− p, and, therefore, that u ≥ c− p.
ut

Combining Lemmas 28 and 29 we can state the following theorem proposing
a lower bound for the syntenic distance using the events of fusion and fission.

Theorem 21 Consider a genome π with n genes and c chromosomes. Let p be
the number of connected components of G(π). Then dff (π) ≥ n + c− 2p.

The Polynomial-Time Algorithm In the sequel we exhibit an algorithm
that computes the syntenic distance and yields an optimal series of events that
transforms a genome π with n genes into ιn.

Theorem 22 Consider a genome π with n genes and c chromosomes. Let p be
the number of connected components of the graph G(π). Then dff (π) = n+c−2p
and it is possible to obtain an optimal series of events transforming π into ιn in
O(n2 + ncα(nc, n)) time.

Proof: According to previous results, the algorithm in Figure 1 produces a
series of events that transforms π into ιn. Let us compute the number of fusions
and fissions used. Each fusion decreases the number of chromosomes by one.
Initially, π contains c chromosomes and after all fusions are applied we end up



Syntenic Distance()
1 Input: π, n
2 fusions← 0
3 fissions← 0
4 Determine the connected components C1, C2, . . ., Cp of G(π)
5 for i ← 1 to p
6 do while |Ci| > 1
7 do ρ← any fusion involving two chromosomes X and Y of Ci

8 π ← ρπ
9 fusions← fusions + 1

10 Print ρ
11 Remove X and Y and add X ∪ Y to Ci

12 for j ← 1 to p
13 do while Cj has a chromosome X with more than one gene
14 do ρ← any fission of X into disjoint parts A and B
15 π ← ρπ
16 fissions← fissions + 1
17 Print ρ
18 Remove X and add A and B to Cj

19 Output: fusions + fissions

Fig. 1. An algorithm for the syntenic distance problem using only fusions and fissions.

with exactly p chromosomes (one for each component). Therefore we used c− p
fusions. Regarding the fissions, each one creates a new chromosome. Because at
the end of the algorithm we have n chromosomes, the number of fissions is n−p,
which implies that dff (π) ≤ n + c − 2p. Using Theorem 21, we conclude that
this is in an exact algorithm for the synteny problem.

The most time-consuming step of the algorithm is the one that determines
the connected components of the synteny graph (line 4), without explicitly con-
structing the graph. This step can be implemented with a union-find structure,
using union-by-rank and path compression, in time O(ncα(nc, n)) [1]. We con-
struct the chromosome lists of each component in time proportional to the sum
of the component sizes, that is, in O(nc) time. Each iteration of the loop on
lines 5-11 takes O(n) time, and therefore the entire loop takes O(nc) time, since
it is executed O(c) times. Likewise, each iteration of the last loop (lines 12-18)
takes O(n) and the total time is O(n2) because it is executed O(n) times. We
conclude that the algorithm runs in O(n2 + ncα(nc, n)) time. ut

3 Conclusion

In this work we solved the syntenic distance problem when just fusions and
fissions are used. Table 1 shows the main results on syntenic distance problems.

Following other studies in the area [2–5], we used a gene model where it
is possible to know whether a given gene is present in a given chromosome,



but not its copy number for that chromosome. As a result, it is impossible to
compute the total number of genes in all chromosomes. The model is therefore
nonconservative, that is, the operations can change the total number of genes.

It would be interesting to study a conservative version of this problem where
each gene in a chromosome is accompanied by its copy number, and the opera-
tions move but do not lose or create genes. In particular, it would be interesting
to find out whether the chromosome transformations used here would make sense
and be of value in this alternative model, and to develop new techniques if needed
to solve this case.

Synteny Events Results

Fusion and Fission O(ncα(nc, n)) [HERE]

Fusion, Fission,
and Translocation

NP-Hard +
2-Approximation Algorithm [2]

Table 1. Syntenic Distance Problems and results related to the present work.
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Abstract. The maximum subsequence problem finds the contiguous
subsequence of n real numbers with the highest sum. This is an impor-
tant problem that arises in several contexts in Computational Biology in
the analysis of DNA or protein sequences. The maximum subsequence
problem of n given scores can be solved sequentially in O(n) time. In this
paper we present an efficient BSP/CGM parallel algorithm that requires
a constant number of communication rounds. In the proposed algorithm,
the input is partitioned equally among the processors and the sequence
stored on each processor is reduced to only five numbers. This reduction
is crucial as it allows all the resulting values to be concentrated on a
single processor which runs an adaptation of the sequential algorithm to
obtain the result. The amount of data transmitted is 5p where p is the
number of processors, thus independent of the input size n. The good
performance of the parallel algorithm is confirmed by experimental re-
sults run on a 64-node Beowulf parallel computer, giving almost linear
speedup.

Topic of interest: Algorithms and Software Tools for Computational Molecular
Biology

1 Introduction

Given a sequence of real numbers, the problem of identifying the (contiguous)
subsequence with the highest sum is called the maximum subsequence problem

[2]. If the numbers are all positive, the answer is obviously the entire sequence.
It becomes interesting when there are also negative numbers in the sequence.

The maximum subsequence problem arises in several contexts in Computa-
tional Biology in the analysis of DNA or protein sequences. Many such appli-
cations are presented in [6], for example, to identify transmembrane domains
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in proteins expressed as a sequence of amino acids. Karlin and Brendel [4] de-
fine scores ranging from -5 to 3 to each of the 20 amino acids. For the human
β2-adrenergic receptor sequence, disjoint subsequences with the highest scores
are obtained and these subsequences correspond to the known transmembrane
domains of the receptor.

The maximum subsequence problem of n given scores can be solved sequen-
tially in O(n) [1, 2]. A variation of the maximum subsequence problem is to
obtain all maximal subsequences of a sequence of n given scores. Given n scores,
we can obtain the subsequence with the greatest score sum. Having obtained the
kth highest score subsequence, we obtain the next (k +1)th highest score subse-
quence, disjoint from the previous k subsequences. The all maximal subsequence
problem can be solved elegantly with O(n) time complexity [6].

Another variation is the 2-D maximum subsequence problem, where we wish
to obtain the maximum sum over all rectangular subregions of a given n × n
matrix. Parallel algorithms for the 1-D and 2-D versions are presented by Wen
[9] for the EREW PRAM. Both the 1-D version and 2-D version algorithms
take O(log n) time using, respectively, O(n/ log n) and O(n3/ log n) processors.
On the other hand, Qiu and Akl [5] developed parallel algorithms for the 1-D
and 2-D versions of the problem on several interconnection networks such as
the hypercube, star and pancake interconnection networks of size p. The 1-D
algorithm takes O(n/p + log p) time with p processors and the 2-D algorithm
takes O(log n) time with O(n3/ log n) processors.

In this paper we propose an efficient parallel algorithm on the BSP/CGM
computing model for the basic maximum subsequence problem. The proposed
algorithm takes O(n/p) parallel time with p processors and a constant number
of communication rounds in which O(p) numbers are transmitted. Experimental
results are obtained by running the algorithm on a 64-node Beowulf parallel
machine. Very promising results are presented at the end of this paper showing
that the algorithm is efficient not only in theory but also in practice. To our
knowledge, there are no BSP/CGM algorithms for this problem in the literature.

2 Problem Definition and the Sequential Algorithm

Consider a sequence of n real numbers or scores (x1, x2, . . . , xn). A contiguous

subsequence is any contiguous interval (xi, . . . , xj) of the given sequence, with
1 ≤ i ≤ j ≤ n. For simplicity, we use the term subsequence to mean contiguous

subsequence throughout this paper. In the maximum subsequence problem we
wish to determine the subsequence M = (xi, . . . , xj) that has the greatest total

score TM =
∑j

k=i xk. Without loss of generality, we assume at least one of the
xi is positive. With this, we have always a positive total score for the maximum
subsequence problem.

Obviously if all the numbers in the sequence are positive, then the maximum
subsequence is the entire original sequence. We allow the scores to be negative
numbers. For instance, given the sequence (3, 5, 10, � 5, � 30, 5, 7, 2, � 3, 10, � 7, 5),
the maximum sequence is M = (5, 7, 2, � 3, 10) with total score TM = 21.



There is a simple and elegant sequential algorithm of O(n) for the maxi-
mum subsequence problem [1, 2]. It is based on the idea that if we have already
determined the maximum subsequence M of total score TM of the sequence
(x1, x2, . . . , xk), then we can easily extend this result to determine the maximum
subsequence of the sequence (x1, x2, . . . , xk, xk+1). This is shown in Algorithm 1.

In this algorithm, we consider two cases. In the first case, xk is the last
number of the maximum subsequence M . Then if xk+1 > 0, just append xk+1

to M and add the value of xk+1 to TM . Otherwise, M and TM remain the same.

In the second case, xk is not in the maximum subsequence M . Define the
maximum suffix of the sequence (x1, x2, . . . , xk) to be the suffix S = (xs, . . . , xk)
with the maximum score TS . In this case, steps 6 to 14 of Algorithm 1 show how
to extend the result of M and the corresponding total score TM .

Algorithm 1 Sequential Algorithm to Extend the Maximum Subsequence

Input: The maximum subsequence M of the sequence (x1, x2, . . . , xk) with of total
score TM ; the maximum suffix S = (xs, . . . , xk) with total score TS .
Output: The updated maximum subsequence and its score for the sequence
(x1, x2, . . . , xk, xk+1).

1: if xk is the last number of M then

2: if xk+1 > 0 then

3: append xk+1 to M and set TM := TM + xk+1

4: end if

5: else

6: if TS + xk+1 > TM then

7: append xk+1 to S, set TS := TS + xk+1, M := S and TM = TS

8: else

9: if TS + xk+1 > 0 then

10: append xk+1 to S and set TS := TS + xk+1

11: else

12: set S to be empty
13: end if

14: end if

15: end if

For example, if the sequence (x1, x2, . . . , xk) = (3, 5, 10, -5, -30, 5, 7, 2, -3,
10, -7, 5), then M is (5, 7, 2, � 3, 10) with score TM = 21 and S is (5, 7, 2, -3,
10, -7, 5) with score TS = 19. Now suppose that we want to extend the result
by appending a new element to the original sequence, say xk+1 = 40. Then, by
steps 6 and 7 of the algorithm, S becomes (5, 7, 2, -3, 10, -7, 5, 40) with new
score TS = 59, and M will be equal to S with the new score TM = 59.

The sequential algorithm takes O(n) time, since Algorithm 1 to extend the
result when one more element is added takes constant time.



3 The Parallel Algorithm

We propose a parallel algorithm for the maximum subsequence problem for a
given sequence of n scores. We use the BSP/CGM (coarse-grained multicom-
puter) model [3, 8], with p processors, where each processor has O(n/p) local
memory. This algorithm requires a constant number of communication rounds.
The implementation results are shown at the end of this paper.

Consider a given sequence of n scores (x1, x2, . . . , xn). Without loss of gen-
erality, we assume that n is divisible by p. They are partitioned equally into p
intervals, such that each of the p processors stores one interval. Thus the interval
(x1, . . ., xn/p) is stored in processor 1, the interval (xn/p+1, . . ., x2n/p) is stored
in processor 2, and so on.

We now show that each interval of n/p numbers can be reduced to only five
numbers.

Each processor stores n/p consecutive numbers of the input. Without loss of
generality, denote the interval of n/p numbers stored in it by

I = (y1, y2, . . . , yn/p).

We show that it is possible to partition I into five subsequences, denoted by

P, N1, M, N2, S

where

1. M = (ya, . . . , yb) is the maximum subsequence of I, with score TM ≥ 0.
2. P = (y1, . . . , yr) is the maximum prefix of I, with score TP ≥ 0.
3. S = (ys, . . . , yn/p) is the maximum suffix of I, with score TS ≥ 0.
4. N1 is the interval between P and M , with score TN1

≤ 0.
5. N2 is the interval between M and S, with score TN2

≤ 0.

Each processor finds the maximum subsequence M of I, the maximum prefix
P of I and the maximum suffix S of I.

We have several cases to consider.
If all the yi are negative numbers, then we assume M , P and S empty with

TM = TP = TS = 0, N1 is the entire I and N2 empty with TN2
= 0.

We now show that

Lemma 1. If M is not empty, then one of the following cases must hold.

1. P is to the left of M , with r < a, and with N1 in between.

2. M is equal to P , with a = 1 and b = r. We have no N1.

3. M is a proper subsequence of P , with a > 1 and b = r. We have no N1.

Proof. If r < a, case 1 holds.
Let us suppose that r ≥ a. We have to prove that r = b, showing that 2 or 3

holds.



With r ≥ a, if r < b then the score of (ya, . . . , yr) is smaller than TM , so the
score of (yr+1, . . . , yb) is positive. Then the prefix (y1, . . . , yb) would have a score
greater than TP , a contradiction.

Similarly, with r ≥ a and b < r, (yb+1, . . . , yr) would have a positive score
and (ya, . . . , yr) would have a score greater than TM , again a contradiction. So
r ≥ a leads to r = b.

We have also the following lemma regarding the maximum suffix S with a
similar proof.

Lemma 2. If M is not empty, then one of the following cases must hold.

1. S is to the right of M , with s > b, and with N2 in between.

2. M is equal to S, with a = s and b = n/p. We have no N2.

3. M is a proper subset of S, with a = s and b < n/p. We have no N2.

The five values TP , TN1
, TM , TN2

and TS for each interval are used in the
parallel algorithm. When M and P are not disjoint, that is, M is a subsequence
of P , whether proper or not, we redefine TP to be 0 and TN1

to be the non-
positive score of the prefix that immediately precedes M . A similar adaptation
in done with S and TN2

when M and S are not disjoint. It is easy to see that
after this redefinition,

TP + TN1
+ TM + TN2

+ TS =

n/p∑

i=1

yi,

score of P = max{TP , TP + TN1
+ TM}, and

score of S = max{TM + TN2
+ TS, TS}.

Thus, in this way, we build a sequence of five numbers with the same scores
as in the original interval, regarding the total score (entire sequence), maximum
subsequence, maximum prefix and maximum suffix. The seemingly useless zeros
are kept to simplify the bookkeeping in the last step of the parallel algorithm.

Having computed the five numbers mentioned above, each processor sends
them to processor 1. Processor 1 solves the maximum subsequence problem of
the 5p numbers sequentially, in O(p) time and reports the solution.

We now present the complete parallel algorithm.

Theorem 1. Algorithm 2 correctly computes the maximum subsequence of (x1,
x2, . . ., xn) in a constant number of communication rounds involving the trans-

mission of O(p) numbers and O(n/p) local computation time.

Proof. The correctness of the parallel algorithm is based on Lemma 1 and
Lemma 2. Also, it is easy to see that the maximum subsequence considering the
5p values corresponds to the maximum subsequence of the original sequence. If
the latter is entirely contained in one of the p intervals, the correspondence is



Algorithm 2 Parallel Maximum Subsequence

Input: The input sequence of n numbers (x1, x2, . . . , xn) equally partitioned among
the p processors.
Output: The maximum subsequence of the input sequence.

1: Let the sequence stored in each processor be I = (y1, y2, . . . , yn/p). Each processor
obtains the maximum subsequence M of I with score TM .

2: Each processor obtains the maximum prefix P with score TP , and obtains the
maximum suffix S with score TS . The interval between P and M is N1 with score
TN1

; the interval between M and S is N2 with score TN2
.

3: Consider Lemma 2 and redefine the appropriate values of TP , TN1
, TM , TN2

, TS if
necessary.

4: Each processor sends the five values TP , TN1
, TM , TN2

, TS to Processor 1.
5: Processor 1 receives the 5p values and computes the maximum subsequence of the

received values.
6: Let the maximum subsequence obtained be m1, . . . , mk. The processor that stores

m1 can easily compute the start index of the maximum subsequence correponding
to the original input, while the processor that stores mk can compute the end index
of the anwer.

direct. Otherwise, it starts within an interval (being its maximum suffix), spans
zero or more entire intervals, and ends within another interval (being its max-
imum prefix). The 5p values contain all the necessary information to find this
subsequence. In step 2, we need one communication round in which each pro-
cessor sends five values. In step 6, processor 1 needs some information from the
processor to compute the start and finish indices of the maximum sequence. So
we need another communication round. In step 2, to obtain P , N1, M , N2 and
S, each processor runs an algorithm carefully adapted from the well-known se-
quential algorithm of [1, 2], in such a way that all the five values can be obtained
by scanning the n/p numbers only once. In step 5, processor 1 runs an O(p)
algorithm. Thus, the local computation time is O(n/p), given that n/p > p, a
common assumption of the BSP/CGM model.

4 Experimental Results

We have run the parallel algorithm on a 64-node Beowulf machine consisting
of low cost microcomputers with 256MB RAM, 256MB swap memory, CPU
Intel Pentium III 448.956 MHz, 512KB cache. The cluster is divided into two
blocks of 32 nodes each. The nodes of each block are connected through a 100
Mb fast-Ethernet switch. Our code is written in standard ANSI C using the
LAM-MPI library. We assumed an input size of n = 1, 830, 000 4 and used ran-
domly generated data. Figure 1 shows the total running times (computation plus
communication), Figure 2 the communication times, and Figure 3 the speedups
obtained.

4 This size corresponds to the number of nucleotide pairs of the bacterium Haemophilus

influenzae, the first free-living organism to have its entire genome sequenced [7].
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Fig. 1. Total times (computation + communication) for input size n=1,830,000.
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Fig. 2. Communication times for input size n=1,830,000.

5 Conclusion

We propose an efficient parallel solution to the maximum subsequence problem
that finds the contiguous subsequence of n real numbers with the greatest total
score, an important problem in the analysis of DNA or protein sequences to
identify subsequences with desired properties. In the proposed algorithm, the
input is partitioned equally among the processors and the sequence stored on
each processor is reduced to only five numbers. This reduction is crucial as it
allows all the resulting values to be concentrated on a single processor which
runs an adaptation of the sequential algorithm to obtain the result. The amount
of data transmitted is 5p where p is the number of processors, thus independent
of the input size n. Our algorithm not only finds the maximum score of the
subsequence, but also the subsequence proper. The good performance of the
parallel algorithm is confirmed by experimental results run on a 64-node Beowulf
parallel computer, giving almost linear speedup. Finally we must say that the
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Fig. 3. Speedups for input size n=1,830,000.

sequential algorithm is very efficient. The parallel version is only justified for
large sequences.
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for the problem of sorting by transpositions
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Abstract. In computational biology, genome rearrangements is a field
in which we investigate the combinatorial problem of sorting by transpo-
sitions. This problem consists in finding the minimum number of trans-
positions (mutational event) that transform a chromosome into another.
Bafna and Pevzner [2] proposed an 1.5 approximation algorithm to solve
this problem, using a structure named cycle graph. In this work, we cre-
ated a data structure that allow us to store the cycle graph in memory in
O(n) time complexity, which led to an implementation of the algorithm
in O(n3) time complexity. We also propose heuristics to further improve
the performance of the algorithm. Comparing our experimental results
with the best results published so far, we achieved better performance.
This work targets to contribute for discovering the complexity of the
problem of sorting by transpositions, which remains open. The program
can be used for comparing a chromosome with descendants that evolved
from it through transpositions.

1 Introduction

Genome rearrangements, in computational biology, is an area where we study
problems of rearrangement distance, which basically consists in finding the min-
imum number of mutations, affecting large portions of genomes, that transform
a genome into another. Particularly, transposition is a mutational event where
contiguous blocks of genes are moved from a particular region of a chromosome
to another region within the same chromosome (Figure 1).

Fig. 1. An example of the transposition event where the indicated blocks of genes are
moved to the region indicated by the arrow. Each number represents a block of genes.

The problem of transposition distance consists in finding the minimum
number of transpositions that transform a chromosome into another. For this



problem, Christie [3], and independently Meidanis, Walter and Dias [7], have
computed the exact transposition distance of a permutation and its inverse. Dias
and Meidanis [4] presented a polynomial algorithm for sorting by prefix trans-
positions. Bafna and Pevzner [2], Christie [3], Walter, Dias and Meidanis [12]
and Hartman [6] presented approximation algorithms. Vergara [9] and Guyer,
Heath and Vergara [5] developed algorithms based on heuristics. Walter and
Oliveira [11] have completed the theory of the 1.5−approximation of the Bafna
and Pevzner [2], and implemented the algorithm with O(n5) time complexity.
Walter, Curado and Oliveira [10] presented another implementation of Christie’s
algorithm [3], lowering its time complexity from O(n4) to O(n3), and proposing
heuristics to further improve its performance.

The objectives of this work are to devise a data structure to store the cycle
graph in memory in O(n) time complexity; to implement Bafna and Pevzner
algorithm [2] in O(n3) time complexity; to propose new heuristics; and to make
comparisons with other known algorithms.

In Section 2, we describe the Bafna and Pevzner’s 1.5 approximation algo-
rithm [2]. In Section 3, we present a data structure that allowed us to store
the cycle graph in O(n) time complexity. We also enunciate the results that
prove the correction and the time complexity of our O(n3) implementation. In
Section 4, we propose heuristics that further improved the performance of the
algorithm. The experiments and comparisons are presented in Section 5. Finally,
in Section 6 we conclude and make some suggestions on future work.

2 Bafna and Pevzner’s algorithm

The transposition ”cuts” contiguous blocks of genes of the chromosome and
”pastes” them into another region within the same chromosome. Formally, we
define a transposition ρ acting on a permutation π as follows. The transposition
ρ(i, j, k), 1 ≤ i < j < k ≤ n + 1, applied to π, ”cuts” the elements from πi to
πj−1 and ”pastes” them between πk−1 and πk:

π · ρ(i, j, k) = (π1 . . . πi−1 πj . . . πk−1 πi . . . πj−1 πk . . . πn)

Now we define the problem of transposition distance. Given two permuta-
tions π and σ, we want to compute a sequence of transpositions ρ1, ρ2, . . . , ρt

such that π · ρ1 · ρ2 · . . . · ρt = σ and t is minimum. We call t the transposition

distance between π and σ and denote it by d(π, σ). Without loss of generality,
we can fix σ = ι, where ι is the identity permutation, and have the equivalent
problem of sorting by transpositions. So, our developments will be done on
the last problem. To simplify, we denote d(π, ι) by d(π).

To solve this problem, Bafna and Pevzner [2] proposed a structure called
cycle graph. We first extend the initial permutation π, |π| = n, by adding two
elements, π0 = +0 and πn+1 = −(n + 1), and take this extended permutation
as the initial permutation. We define the cycle graph of π, G(π), by a set of
nodes {+0,−1,+1,−2,+2, . . . ,−n,+n,−(n + 1)}, a set of gray edges {(+(i−



Fig. 2. Example of the cycle graph G(π) for π = (8 5 1 4 3 2 7 6).

1),−i), 1 ≤ i ≤ n + 1} and a set of black edges {(−πi,+πi−1), 1 ≤ i ≤ n + 1}
(Figure 2).

Intuitively, the black edges indicate the current situation and the gray edges
indicate the desired situation. When the black edges become equal to the gray
edges, we have π = ι and d(π) = d(ι) = 0. So, our goal is to apply transpositions
in such a way that the black edges become equal to the gray edges.

A cycle in G(π) is a directed cycle with edges alternating their colors. On
each node of G(π), the edge entering a node is followed by an edge with the
opposite color leaving it. As each node has exactly two edges with different
colors, entering or leaving the node, the decomposition of the cycle graph in
cycles is unique. From here on, we will denote a cycle of length 2k as a k-cycle.
A k-cycle is long if k > 2, and short otherwise. There are 2(n + 1) edges and
a maximum of (n + 1) cycles in G(π). The identity permutation is the only one
with n + 1 cycles. We denote the number of cycles of G(π) as c(π). Thus,
the sequence of transpositions that sort π should increase c(π) to n + 1. For
a permutation π and a transposition ρ, we denote ∆(ρ) = c(πρ) − c(π) as the
variation of the number of cycles when the transposition ρ is applied. A
cycle is odd if it has an odd number of black edges and even otherwise. We
define codd(π) as the number of odd cycles in G(π). For the permutation π, and
the transposition ρ, we denote ∆codd(ρ) = codd(πρ)−codd(π) as the variation of

the number of odd cycles when the transposition ρ is applied. The following
lemma [2] establishes the variation of codd(π).

Lemma 1. ∆codd(ρ) ∈ {2, 0,−2}

Since the identity permutation has n + 1 odd cycles, Bafna and Pevzner [2]
proposed the following lower bound, based on Lemma 1.

Theorem 1.

(n + 1) − codd(πn)

2
≤ d(πn)

Bafna and Pevzner [2] and independently Christie [3] have demonstrated the
following upper bound.

Theorem 2.

d(πn) ≤
3((n + 1) − codd(πn))

4



For x ∈ {2, 0,−2}, we define a x-move in G(π) as a transposition ρ such
that ∆c(ρ) = x. In order to sort as fast as possible, it would be interesting
to use 2-moves only. We now describe the cycles to which we can apply 2-
moves. First, we number the black edges of the cycle graph G(π) from 1 to n+1
by associating label i to the black edge (−πi,+πi−1), 1 ≤ i ≤ n + 1. We say
that a transposition ρ(i, j, k) acts on edges i, j and k. We also say that a
transposition ρ(i, j, k) acts on cycle C if the black edges i, j and k belong
to C. We classify cycles to which we can apply a 2-move as oriented, and as
non-oriented otherwise. We denote a k-cycle C by its black edges i1 . . . ik,
in the order imposed by C. A k-cycle C may be written in k possible ways,
depending on the choice of the first edge. However, we will choose the canonical

representative of a cycle C, taking the rightmost edge of C = (i1, i2 . . . ik) in
G(π), i1 = max

1≤t≤k it, as the initial black edge i1. In the cycle graph of Figure 2 we

have three cycles, with canonical representatives c1 = (9, 7, 5, 2), c2 = (8, 1, 3)
and c3 = (6, 4). Consider the triple of black edges (x, y, z) belonging to a
cycle C in G(π). The cycle C imposes a cyclical order to x, y, z and we have
three possible representatives of this order. We choose the triple initiating in
the rightmost black edge, max{x, y, z}, as the canonical representative of a

triple (x, y, z). A triple in the canonical order is non-oriented if x > y > z,
and oriented if x > z > y. In the cycle graph in Figure 2 we have the following
non-oriented triples: (9, 7, 5), (9, 7, 2) and (7, 5, 2); and one oriented triple (8,
1, 3). Two ordered sequences of integers V = (v1, . . . , vk), where v1 < . . . < vk,
and W = (w1, . . . , wk), where w1 < . . . < wk, are interleaving if v1 < w1 <

v2 < w2 < . . . < vk < wk or w1 < v1 < w2 < v2 < . . . < wk < vk.
Sets of integers V and W are interleaving if the ordering of V and W are
interleaving. A transposition ρ(i, j, k) is a shuffling transposition with respect
to the triple (x, y, z) if the sets {i, j, k} and {x, y, z} interleave. We say that a
transposition ρ is valid if ∆c(ρ) = ∆codd(ρ). A 2-move ρ is valid if ∆c(ρ) =
∆codd(ρ). A triple (i, j, k) is strongly oriented if it allows a valid 2−move. A
cycle is strongly oriented if it has a strongly oriented triple.

Bafna and Pevzner [2], in the proofs of the following two theorems, proposed
transpositions that allowed to create four odd cycles in three consecutive move-
ments. They also said that the time complexity of their algorithm was O(n2).

Theorem 3. If there is an oriented cycle in G(π), we have a valid 2-move or a
valid 0-move followed by two consecutive valid 2-moves.

Theorem 4. If there is a long cycle in G(π), a valid 2-move or a valid 0-move
followed by two valid consecutive 2-moves are possible.

3 Implementing the Bafna and Pevzner’s algorithm

In this section, we first describe the data structure used to store the cycle graph.
Next, we enunciate the results that prove the correction and the time complexity
of our implementation.



We used a linked list L to represent simultaneously the permutation π, |π| =
n, the cycle graph G(π), and the cycles of G(π). The linked list has n+2 records,
of which n records store each πi, 1 ≤ i ≤ n, and two records represent π0 = +0
and πn+1 = −(n + 1). Each record of L is composed of eleven fields (Figure 3).

Fig. 3. Record representation of πi for each i

The fields are: value - stores πi; index - stores the black edge i, 1 ≤ i ≤ n+1;
ap - points to the record that stores πi−1, 1 ≤ i ≤ n+1; ab (white edge) - points
to the record that stores πi+1, 0 ≤ i ≤ n; ac - points to the record that stores
the gray edge i + 1, 0 ≤ i ≤ n; visit - indicates if the record has been visited;
ccycle - stores the length of the cycle to which πi belongs; tcycle - stores 1 if the
cycle is oriented or 0 if it is non-oriented; ncycle - is a unique identifier for the
cycle; cbegin - stores the black edge i1 in the canonical representation of C =
(ik, ik−1, . . . , i1); cend - stores the black edge ik in the canonical representation
of C = (ik, ik−1, . . . , i1). The fields cbegin and cend denote respectively the
leftmost and rightmost edges of the cycle to which πi belongs (Bader, Moret
and Yan [1]). The field ab stores the white edge (+πi−1,−πi), 1 ≤ i ≤ n + 1.
Thus, we can traverse the data structure that represents G(π) from either right
to left or left to right (Figure 4).

Fig. 4. (a) The cycle graph G(π) for π=(2 1 3). (b) The data structure that represents
G(π). Observe that the traversal order is from right to left. (c) The array that stores
the addresses of each πi record, in order to find the gray edges πi.ac, 0 ≤ i ≤ n + 1, in
linear time.

Now, we show how to store the cycle graph in O(n) time complexity. We will
denote eache field in the record that represents πi as πi. < field name >.



Lemma 2. Given π = (π1, . . . , πi−1, πi, . . . , πn), |π| = n, we can create πi.ap

and πi.ab on G(π) in O(n) time complexity. Besides, storing the values of
πi.value and πi.index for each πi, 1 ≤ i ≤ n + 1, is also O(n) time.

The proof of the above lemma is straightforward and is omitted.

Lemma 3. Given the data structure that represents G(π), with the fields value,
index, ap and ab from πi, 0 ≤ i ≤ n + 1, already stored, we can create πi.ac in
O(n) time complexity.

As each record πi, 1 ≤ i ≤ n, is created (as described in Lemma 2), its
address is stored in a separate array (Figure 4 (c)). Then, in Lemma 3, each
gray edge πi.ac can be obtained at index πi.value + 1, 0 ≤ i ≤ n of this array.

The two previous lemmas proves the following theorem.

Theorem 5. The data structure that represents G(π) can be constructed in
O(n) time complexity.

Now we describe the way we implemented the decomposition of the cycle
graph G(π) in cycles. For a particular cycle we follow the black edges and the gray
edges, visiting each black edge that composes this cycle. We initiate to identify
a new cycle at the rightmost not visited black edge in G(π). This guarantees
that we will only visit each record in the data structure that represents G(π)
at most three times. In order to store the fields related to the decomposition in
cycles, of all records, we have to traverse the data structure twice. In the first
traversal, we do the decomposition of G(π) in cycles, and compute the length
of all cycles, their labeling, orientation, beginning, and end. These information
are stored in an auxiliary queue. In the second traversal, we use the information
stored in that queue, in linear time.

Theorem 6. The data structure that represents G(π) can be decomposed in cy-
cles in O(n) time complexity.

The following lemmas ensure the O(n3) time complexity of the algorithm
implemented in this work (see Sobrinho [8] for details). We note that these
routines are the most time consuming.

Lemma 4. Verifying if a long oriented cycle in G(π) is strongly oriented is
O(n2) time complexity.

Lemma 5. In a cycle graph G(π) with only non-oriented cycles, finding two
interleaving triples (i, j, k) and (x, y, z) of two long cycles C and C ′, respectively,
is O(n2) time complexity.

In order to do this, we traverse the data structure that represents G(π),
looking for a long non-oriented cycle C ′, using πi.ccycle. Then we will try to find
cycle C, looking for interleaving triples, using πi.cbegin, πi.cend, πi.index and
an auxiliary array to identify and mark the interleaving edges. Each position of
the array will represent the cycle numbering, supplied with πi.ncycle, containing



three fields to store the black edges of cycle C ′ involved with the interleaving.
Each time we finish the traversal of the data structure looking for cycle C, we
search the array to verify if it has an index with three fields stored. If this is not
the case, we try to find a new C ′ candidate.

Lemma 6. Verifying if an oriented long cycle C has a strongly oriented triple
(i, j, k), that is, at least two odd distances d(k, i), d(j, k) or d(i, j), is O(n2) time
complexity.

The proof of the last lemma is based on the results of Walter, Curado, and
Oliveira [10].

4 Proposing heuristics

The first heuristic was to use the algorithm to sort inverse permutations proposed
by Christie [3].

The second heuristic is presented in the following result. We note that edges
r and t mentioned in Lemma 7 are indicated by Walter and Oliveira [11].

Lemma 7. Given a long oriented cycle C, and the edges r and t in C, verifying
if there is an oriented triple (i, j, k) with two odd distances d(k, i), d(j, k) or
d(i, j), such that j belongs to the interval [r, t] is O(n2) time complexity.

Further, we used the two following heuristics (Walter, Curado and Oliveira [10]).

Lemma 8. If G(π) has a long oriented even cycle C, then we can apply two
valid 2-moves in G(π) in O(n2) time complexity.

Lemma 9. Let us take D and E two non-oriented even cycles in G(π), with no
interleaving pair of edges, D with the leftmost black edge, and E the other cycle.
Then if G(π) has a non-oriented cycle C, |C| ≥ 3, and there are three edges x,
y, z from C such that x, y, z interleave with three of the four edges Dmin, Dmax,
Emin, Emax, then it is possible to apply a sequence of two valid 2-moves in G(π)
in O(n2) time complexity.

Figure 5 presents the algorithm with the heuristics included.

5 Experiments and comparisons

Program Transort has almost 2200 lines, including all heuristics. We made ex-
periments with all permutations from size 2 to 9 (Table 1). In this table, Size

indicates the size of the permutations, and the other columns indicate the number
of permutations where we found differences between the transposition distance
and the value found by the indicated approximation algorithm.

We can observe that our implementation, even without heuristics, obtained
better results than Walter and Oliveira [11]. It shows that the data structure
can modify the number of transpositions needed to sort a permutation.

We also note that our implementation, with all heuristics, obtained better
results than Christie [3] with heuristics (Walter, Curado and Oliveira [10]) that,
as far as we know, were the best known previous result.



Algorithm TransSort

Input: π
Output: ρ1, ρ2,...,ρu, u, such as ρu ·... ·ρ2· ρ1· π = ι and t ≤ u ≤ 1.5 t.
While π 6= ι do
Construct G(π) {Theorem 6}
If π is the inverse permutation Then Sort G(π) in b n/2 c + 1 steps {Christie [3]}
Else If there is a long cycle C on G(π)

If C is oriented
If |C| is even Make two valid 2-movements {Lemma 8}
Else If cycle C is strongly oriented {Lemma 4}

Make a valid 2-movement
Else If there is an oriented triple (i, j, k) in C, such that at least two of the distances d(k, i),

d(j, k), or d(i, j) are odd, and j belongs to the interval [r, t]. {Lemma 7}
Make a valid 2-movement

Else If there is a strongly oriented triple in C {Lemma 6}
Make a valid 2-movement

Else Make valid 0 − 2 − 2-movements
Else If there are even cycles D and E that interleave with C {Lemma 9}

Make two valid 2-movements
Else If there is a shuffling transposition with respect to C

Make valid 0 − 2 − 2-movements {Lemma 5}
Else Make valid 0 − 2 − 2-movements

Else Make two valid 2-movements {There are only short cycles}

Fig. 5. The 1.5 approximation algorithm of Bafna and Pevzner [2], with all heuristics included, with
O(n3) time complexity.

Table 1. Comparison of our implementation, including heuristics or not, with other known algo-
rithms.

Size Walter, Dias and
Meidanis[12]

Christie with
heuristics (Wal-
ter, Curado and
Oliveira [10])

Bafna and
Pevzner (Walter
and Oliveira [11])

Bafna and
Pevzner (This
work)

Bafna and
Pevzner with
heuristics (This
work)

2 0 0 0 0 0
3 0 0 0 0 0
4 0 0 0 0 0
5 0 0 0 0 0
6 6 0 0 0 0
7 72 0 1 0 0
8 1167 40 135 131 34
9 14327 1282 4361 4020 1007

6 Conclusions and future work

In this work, we implemented the 1.5 approximation algorithm proposed by
Bafna and Pevzner [2] for the problem of sorting by transpositions, in O(n3)
time complexity. For this, we created a data structure which allowed us to imple-
ment the cycle graph in O(n) time complexity. Besides, we proposed new heuris-
tics and included some heuristics proposed by Walter, Curado and Oliveira [10]
for Christie’s [3] algorithm, in order to improve the performance of Bafna and
Pevzner’s [2] original algorithm. Finally, we compared the results obtained in
this work with other known algorithms, having obtained better results. This
work aims to contribute for discovering the complexity of the problem of sorting
by transpositions, which remains open. The program can be used for comparing
a chromosome with descendents that evolved from it through transpositions.



An improvement would be to lower the time complexity of the algorithm of
Bafna and Pevzner [2] to O(n2), trying to achieve the theoretical complexity
originally proposed. Analyzing the permutations with differences between the
transposition distance and the value found by the approximation algorithm could
lead to interesting properties, and could indicate new parameters to improve the
lower and upper bounds. We can also investigate which valid 2-moves to choose
in order to avoid applying further 0 − 2 − 2−moves. Finally, another direction
of research could be to find the transposition diameter.
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Abstract. A phylogenetic tree relates taxonomic units using their sim-
ilarities over a set of characters. We propose a new genetic algorithm for
the problem of building a phylogenetic tree under the parsimony crite-
rion. It makes use of an innovative optimized crossover strategy which
is an extension of the path-relinking intensification technique originally
applied in the context of implementations of other metaheuristics such as
tabu search and GRASP. Computational results are reported for bench-
mark instances and randomly generated test problems, illustrating the
effectiveness of the genetic algorithm.

Keywords: Phylogeny problem, genetic algorithms, path-relinking, opti-
mized crossover.

1 Introduction

A phylogeny is a tree that relates taxons [16, 17] using their similarities over
a set of independent characters. Each taxon is defined by a set of characters.
Binary characters are those who have only two possible states. Instances of the
phylogeny problem with binary characters are defined by 0-1 matrices, in which
each element (i, j) corresponds to the state of character j within taxon i.

Each state change along a branch of a phylogenetic tree is counted as an
evolutionary step. The parsimony criterion states that the best phylogeny is the
one that can be explained by the minimum number of evolutionary steps [9, 15].
The phylogeny problem is that of finding a phylogenetic tree with the minimum
number of evolutionary steps.

A phylogenetic tree s for the operational taxons under analysis belongs to
the set S of unrooted trees with n leaves (each of them corresponding to an
operational taxon) and all internal nodes with degree three. Let f : S →IR be
a function which associates each phylogeny s ∈ S to its parsimony value. The
phylogeny problem consists in finding a phylogeny s? ∈ S such that f(s?) =
mins∈S f(s). Polynomial algorithms running in O(mn) time for the computa-
tion of the parsimony value of a given phylogeny are described in [5–7], where n

? celso@inf.puc-rio.br
??

vianna@inf.puc-rio.br



is the number of operational characters and m the number of binary characters.
Andreatta and Ribeiro [2] compared the computational results obtained by a va-
riety of heuristics on a set of eight benchmark problems. Ribeiro and Vianna [13]
proposed a GRASP heuristic which improved the best known solutions for some
benchmark instances.

The structure of the new genetic algorithm is described in Section 2. A new
optimized crossover strategy based on path-relinking is reported in Section 3.
Computational results for benchmark instances from the literature and for ran-
domly generated test problems are reported in Section 4. Concluding remarks
are made in the last section.

2 Genetic algorithm: Population dynamics

A genetic algorithm is a population-based metaheuristic for combinatorial prob-
lems. A population is a set of solutions which are combined (through crossover)
and perturbed (by mutation) to produce a new generation of solutions. At-
tributes of high-quality solutions have a greater probability to be passed down
to the next generation. This process is repeated over many generations as long
as the quality of the solutions in the new population improves over time.

The initial population of the genetic algorithm proposed in this work is
formed by 100 solutions built by the greedy randomized algorithm Gstep wR [2].

The population is partitioned into three sets A, B, and C. The best solutions
are kept in A, while the worst ones are in C. Class A is formed by the 30% best
solutions of each generation, while C is formed by the 20% worst. All solutions in
A are promoted to the next generation. Solutions in B are replaced by crossover
of one parent from A with another from B ∪ C using the random keys crossover
scheme of Bean [3], as already successfully used in [4]. All solutions in C are
replaced by new ones created by the same algorithm used to build the initial
population.

In the random keys scheme, crossover is carried out on a selected pair of
parent solutions to produce an offspring solution. Each selected pair consists of
an elite parent and a non-elite parent. The elite parent is selected, at random,
uniformly from solutions in A, while the non-elite parent is selected from those
in B∪C. We use a path-relinking strategy to generate the offspring, as described
in Section 3.

This genetic algorithm also applies periodically at every seven generations
a local improvement procedure to all solutions obtained by crossover. This lo-
cal search procedure is a first-improving strategy using the neighborhood SPR
(Subtree Pruning and Regrafting), already described in [13].

3 Optimized crossover by path-relinking

Path-relinking is an intensification strategy originally proposed by Glover [8] to
explore trajectories between elite solutions obtained by tabu search or scatter



search. Using one or more elite solutions, paths in the solution space leading to
other elite solutions are explored in the search for better solutions. To generate
paths, moves are selected to introduce attributes in the current solution that
appear in the elite guiding solution.

Extensions, improvements, and successful applications of path-relinking in
the context of GRASP implementations have been reported in the literature [10–
12]. In this work, we perform the crossover operation using a path-relinking
strategy. Given two parent solutions s1 and s2 ramdomly selected, the former
from class A and the latter from B ∪ C, bidirectional path-relinking between
them is performed [11] and the best overall solution found is returned.

This mechanism is an extension of the traditional crossover operation. Instead
of producing only one offspring, it investigates a bunch of solutions sharing the
characteristics of their parents. The solution found by path-relinking is the best
offspring which can be obtained by a conventional crossover operation.

Path-relinking between two solutions s1 and s2 is performed as follows. In
the first phase, the binary tree s1 is selected as the initial solution and s2 as the
guiding one. Let n1 and n2 be the current nodes being explored respectively in
s1 and s2, which are initially set as their roots. Let l1 and r1 be the subtrees of
s1 rooted at each of the children of n1 and consider the subtrees l2 and r2 of s2

rooted at each of the children of n2. Denote by L1, R1, L2, and R2, respectively,
the sets of operational taxons which are leaves of l1, r1, l2, and r2.

The next step consists in computing which of the subtrees L2 or R2 is more
similar to L1, in terms of their number of leaves corresponding to the same
taxons. Without loss of generality, suppose that |L1 ∩ L2| > |L1 ∩ R2|, i.e., L1

share more taxons in common with L2 than with R2. Subtrees l1 and l2 will be
associated one to the other.

For each taxon v ∈ L1 \ L2 incorrectly placed in subtree l1, the algorithm
computes its reconnection cost at each possible edge of subtree r1 in time O(1),
as described in [13]. Analogously, for each taxon v ∈ R1 \ R2 incorrectly placed
in subtree l1, the algorithm also computes its reconnection cost at each possible
edge of subtree l1. Let v∗ ∈ L1 \ L2 ∪ R1 \ R2 be the node with the smaller
reconnection cost (i.e., with the greatest decrease – or smallest increase – in
solution value). Node v∗ is eliminated from its current subtree and reconnected
in the appropriate position to the other subtree. The current solution is updated.
These steps are repeated until L1 = L2 and R1 = R2.

Once the left and right subtrees of n1 contain the same nodes respectively in
the left and right subtrees of n2, these steps are recursively applied to the roots
of subtrees l1 and l2 and to those of r1 and r2. This procedure is repeated with
the roles of s1 and s2 interchanged. The path-relinking procedure returns the
best solution obtained by crossover.

4 Computational results

The computational experiments were performed on a 2 GHz Pentium IV proces-
sor with 512 Mbytes of RAM memory. Heuristic AG+PR described in the previous



sections was implemented in C using version 6.0 of the Microsoft Visual C++
compiler. We used an implementation in C of the random number generator
described in [14].

We compare the new heuristic AG+PR with algorithm GRASP+VND proposed
in [13] using eight benchmark instances and 20 randomly generated instances.

In the first experiment, the same computation time was given to each algo-
rithm. Ten runs of 1,000 seconds each were performed for each instance. The
computational results are reported in Table 1. For each instance, we first give its
number of taxons (n) and its number of characteristics (m). Next, we give the
average and the best solution values obtained over ten runs of each algorithm.
We indicate in boldface whenever one of the algorithms found strictly better
results than the other. The new heuristic obtained strictly better average solu-
tion values for five out of the eight benchmark instances and for all randomly
generated instances. AG+PR also found strictly best solutions for two out of the
eight benchmark instances and for all but one randomly generated instance.

In the second experiment, we compare the robustness of both algorithms
using instance SCHU. One hundred independent runs for each algorithm were
performed. Execution was terminated when a solution of value less than or equal
to a difficult target specified as 760 was found, which corresponds to the best
known solution before that reported by Ribeiro and Vianna [13] (the currently
best known solution value for this instance is 759). The empirical probability
distribution for the time to target solution value is plotted in Figure 2. To
plot the empirical distribution for each algorithm, we followed the procedure
described in [1]. We associate with the i-th smallest running time ti a probability
pi = (i − 1

2
)/100, and plot the points zi = (ti, pi), for i = 1, . . . , 100. This plot

shows that heuristic AG+PR is able to find solutions with the same value of those
obtained by GRASP+VND in much smaller computation times. The new heuristic
is more robust.

5 Concluding remarks

Approximate and exact (for small problems) algorithms for the computation of
phylogenetic trees are dispersed through the scientific literature. We proposed
in this paper a genetic algorithm for the phylogeny problem. This heuristic uses
an innovative strategy based on path-relinking to implement the crossover op-
eration, which is also combined with local search. This strategy can be easily
extended to implementations of genetic algorithms for solving other problems.

We also notice that this genetic algorithm outperformed the best algorithms
currently available [2, 13] in terms of solution quality and robustness (better
solutions in smaller computation times).
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Abstract. Alignment of sequences is widely used for biological sequence
comparisons, and only biological events like mutations, insertions and
deletions are considered. Other biological events like inversions are not
automatically detected by the usual alignment algorithms, thus some
alternative approaches have been tried in order to include inversions or
other kind of rearrangements.
Despite many important results in the last decade, the complexity of the
problem of alignment with inversions is still unknown. In 1992, Schöniger
and Waterman proposed the simplification hypothesis that the inversions
do not overlap. They also presented an O(n6) exact solution for the
alignment with non-overlapping inversions problem, and introduced a
heuristic for it that brings the running-time complexity down. In this
paper, n denotes the maximal length of the two aligned sequences.
The present paper gives an exact algorithm for the simplified problem.
We give a quite simple dynamic program with O(n4)-time and O(n2)-
space complexity for alignments with non-overlapping inversions.

1 Introduction

In evolution history, some biological events introduce changes in the
DNA sequences. Some typical biological events include mutations,
in which a nucleotide is substituted by another one, deletions and
insertions of nucleotides. Hence, any sequence comparison must take
into consideration the possibility of these events if it is expected to
identify high similarity between two sequences. Typical alignment
procedures try to identify which parts do not change and where these
biological events are, after exhibiting one best alignment according
to some optimization criteria.

Alignments can be associated with a set of edit operations that
transform one sequence to the other. Usually, the only edit operations



that are considered are the substitution (mutation) of one symbol
by another one, the insertion of one symbol and deletion of one
symbol. If costs are associated with each operation, there is a classic
O(n2) dynamic program that computes a set of edit operations with
minimal total cost and exhibit the associated alignment, which has
good quality and high likelihood for realistic costs.

Consider three new possible edit operations:

– the 2-reversion, which reverses the order of two consecutive sym-
bols ;

– the reversion operation, which reverses the order of any segment
of symbols instead of a segment of length 2;

– the inversion operation, which substitutes any segment by its
reverse complement sequence. The inversion operation is the op-
eration that is interesting in molecular biology.

Associated with any of these three operations, we can define new
alignment problems. For instance, given two sequences and fixed
costs for each kind of edit operation, the alignment with inversions
problem is an optimization problem that queries the minimal to-
tal cost of an edit operations set that transforms one sequence to
the other. Moreover, one may also be interested in the exhibition
of its correspondent alignment and/or edit operations. Similarly, we
can define the alignment with 2-reversions and the alignment with
reversions problems.

In 1975, Wagner [1] studied the alignment with 2-reversions prob-
lem and proved that it admits a polynomial solution if the cost of
2-reversion is null. On the other hand, he also proved that the ob-
tainment of an optimal solution is NP-hard, if any operation has a
constant positive cost.

To the best of our knowledge, the computational complexities of
alignment with reversions and alignment with inversions problems
are unknown.

In order to deal with alignments with inversions, three main ap-
proaches have been considered through the years:

– non-overlapping inversions [2];
– sorting unsigned permutations by reversals [3,4] and;
– sorting signed permutations by reversals [5,6,7].



In 1992, Schöniger and Waterman [2] introduced a simplification
hypothesis : all regions involving the inversions do not overlap. This
led to the alignment with non-overlapping inversions problem. They
presented a O(n6) solution for this problem and also introduced a
heuristic for it that reduced the running-time. This heuristic uses the
algorithm by Waterman and Eggert [8] that reports the K best non
mutual intersecting local alignments in order to reduce the running
time to something between O(n2) and O(n4), depending on the data.

The other two approaches apply well for alignment of sequences
of genes and have been very used with mitochondrial genomes. It
does not apply for sequences of nucleotides nor for sequences of
aminoacids because no repetitions of symbols are allowed. (Repeated
genes and paralogs are not allowed.) Moreover, no insertion and
no deletion are considered and the only admitted operation is the
reversal, where a reversal is defined to transform a sequence like
(1, 2, 3, 4, 5) into (1, 4, 3, 2, 5) ((1, −4,−3,−2, 5) in the signed ver-
sion).

This paper gives an algorithm for the alignment with non-over-
lapping inversions problem, which is the first approach. Algorithm 1
is a O(n4) solution that uses O(n2) space.

2 Basic Definitions

Let A be any alphabet, a set of letters. Any finite sequence on A is
also called a word on A or simply a word if the alphabet is clear. Let
A∗ be the set of all words on A, including the empty word denoted
by 1. We identify words of length 1 to the letters they contain. The
concatenation · of words is an associative operation defined over A∗

and it will be often omitted. Let w = w1w2 . . . wk be a word. We
denote by |w| the length k of w. We will also denote wi, the i-th
letter of w, by w[i]. Let x, y, z ∈ A∗. We denote by xA∗ the set
{xy | y ∈ A∗}, we denote by A∗x the set {yx | y ∈ A∗} and we
denote by A∗xA∗ the set {yxz | y, z ∈ A∗}. We say that x is a prefix
of w if w ∈ xA∗, we say that x is a suffix of w if y ∈ A∗x and we say
that x is a factor of w if w ∈ A∗xA∗. For 1 ≤ i ≤ j ≤ k, the factor
wiwi+1 · · ·wj of w is also represented by w[i . . j].

Let , also called inversion, be any operation on A∗ that satisfies
the following properties:



1. a ∈ A, ∀a ∈ A

2. x · y = y · x, ∀x, y ∈ A∗

Notice that the inversion operation on A∗ is defined by its values on
the letters of A. For instance, let A = {a, c, t, g} and let s ∈ A∗ be
any DNA sequence. If the inversion is defined by a = a, t = t, c = c

and g = g, it maps s to its reverse sequence. On the other hand, if
the inversion is defined by a = t, t = a, c = g and g = c, it maps s

to its reverse complement sequence. Last case is the interesting case
for DNA sequences in molecular biology.

Let ω : A × A −→ R ∪ {−∞} be any weight function. We say
that (a, b) ∈ A × A is a match if ω(a, b) 6= −∞.

Let s = s1s2 · · · sk and t = t1t2 · · · tk′ be two words. We define
the matching graph of s and t as the weighted and colored bipartite
graph G = G(s, t, ω, ) = (V, E). The vertex set is a set of symbols
V = {s1, . . . , sk, t1, . . . , tk′} and has size |s|+ |t|. (We do not identify
two symbols si and tj even in the case the letters si and tj are the
same letter in A.) The edge set E is a double copy of K|s|,|t|: for any
pair of vertices si and tj we link them with one blue/dark-gray edge
of weight ω(si, tj) and one red/light-gray edge of weight ω(si, tj). (In
fact, edges with weight −∞ will not be used for our purposes and
could be deleted.) An edge with weight that is not −∞ is called a
direct match if it is blue and it is called inverted match if it is red.
In Figure 1 we have an example of a matching graph. In this figure,
as in others, we do not draw edges with weight −∞.

t1 t2 t4 t5 t6 t8 t9 t10t7t3

s2 s4 s5 s6 s8 s9s3 s7

t11

s1 s10

Fig. 1. Example of a matching graph

Given u ∈ V ∗ a nonempty factor of s1s2 · · · sk and v ∈ V ∗ a
nonempty factor of t1t2 · · · tk′ , we call B = (u, v) a block. Given a
block B = (u, v), there exist integers 1 ≤ i′ ≤ i ≤ |s| and 1 ≤



j′ ≤ j ≤ |t| such that u = s[i′ . . i] and t = t[j′ . . j]. Hence, we can
associate ([i′ . . i]×[j′ . . j]), the rectangle associated with the block B.

Consider an edge that links si to tj and an edge that links si′ to
tj′ . We say that they cross each other if (i − i′)(j − j′) < 0, we say
that they touch each other if (i − i′)(j − j′) = 0 and we say that
they are parallel if (i − i′)(j − j′) > 0. Let M ⊆ E be any set of
edges in a matching graph. Recall that M is called a matching if any
two edges of M do not touch each other. Moreover, M is called a
direct matching if it has only direct matches and any two of them
are parallel. Furthermore, M is called an inverted matching if it has
only inverted matches and any two of them cross each other. The
restriction of M to a block B = (s[i′ . . i], t[j′ . . j]) is the submatching
of all edges of M with vertices in s[i′ . . i] and t[j′ . . j]). Finally, M

is called a blockwise inverted matching, or simply a bimatching, if,
considering words in V ∗,

– there is l ≥ 1;
– there are l blocks Bi = (ui, vi) such that s = s1s2 . . . sk =

u1u2 . . . ul and t = t1t2 . . . tk′ = v1v2 . . . vl;
– for any i ∈ {1, . . . , l}, the restriction Mi of M to the block Bi is

either a direct matching or an inverted matching;
– M = ∪l

i=1Mi.

Given a bimatching M , the number of blocks l is not unique since any
direct submatching Mi can also be split as a union of smaller direct
submatchings. However, the number of blocks such that the corre-
sponding restriction Mi is an inverted matching does not change.
This is the number of inversions of M , ι(M). Given a bimatching
M , the smallest possible value for l is called the number of blocks of
M .

One can notice that in Figure 2 we have a bimatching M with
four blocks. There are ι(M) = 2 maximal inverted submatchings.

3 The Algorithm for Optimal Bimatching

Given a bimatching M , one can easily deduce an alignment with non-
overlapping inversions associated with it. One could naturally define
the weight of a matching in a matching graph to be the sum of the
weights of its edges. However, it is quite common for alignments



t1 t2 t4 t5 t6 t8 t9 t10t7t3

s2 s4 s5 s6 s8 s9s3 s7

t11

s1 s10

Fig. 2. Example of a bimatching with four blocks

the establishment of penalties for biological events like mutations,
insertions or deletions. In order to be more general, we attribute a
inversion penalty I ≥ 0 for every inverted submatching Mi. Hence,
we define the weight of a bimatching M as

ω(M) =
∑

e∈M

ω(e) − ι(M)I.

Hence, the following problem is the optimization problem we are
interested in solving.

Problem 1. Given a matching graph G = G(s, t, ω, ), we want to
compute the maximal weight ω(M) for all possible bimatchings M .
As usual, we may also be interested in a bimatching of maximal
weight.

Such a bimatching M∗ of maximal weight is called an optimal
bimatching of s and t and its weight ω(M∗) is denoted by BIM(s, t).
The weight of an optimal direct matching is denoted by DM(s, t).

Next lemma leads us to the dynamic programming algorithm
given by Algorithm 1.

Lemma 1. Let A be an alphabet, let a, b ∈ A be any letters, let
u, v ∈ A∗ be any words on A, let us give an inversion operation on

on A∗ and a weight function ω and let I be an inversion penalty.
Hence, the following affirmatives are true:

1. BIM(1, v) = BIM(u, 1) = 0;



2. BIM(ua, vb) = max















BIM(u, v) + ω(a, b)
BIM(ua, v)
BIM(u, vb)
B − I















where B = max{BIM(u1, v1) + DM(u2, v2) | ua = u1u2, vb =
v1v2, u2v2 6= 1}.

(Complete proofs are omitted in this paper due to space con-
straints. The three first cases in the computation of BIM(ua, vb) in
last lemma correspond to the usual dynamic programming analysis
where no inversions are considered. The case B−I consider the cases
where the restrictions of the bimatchings to the blocks (u2, v2) is an
inverted matching.)

Algorithm 1 A O(n4)-time and O(n2)-space algorithm for BIM

BIM(s, t)

1 . Compute the table B[i, j] = BIM(s[1 . . i], t[1 . . j])
2 Let B[i, j] be 0 for i = 0 or j = 0
3 for i from 1 to |s| do

4 for j from |t| downto 1 do

5 B[i, j]← −∞
6 for j from 1 to |t| do

7 B[i, j]← max(B[i, j], B[i− 1, j], B[i, j − 1])
8 B[i, j]← max(B[i, j], B[i− 1, j − 1] + ω(s[i], t[j]))

9 . Compute L[i′, j′] = DM(s[i′ . . i], t[j..j′]) and set B[i, j′]
10 Let L[i′, j′] be 0 for i′ = i + 1 or j′ = j − 1
11 for j′

from j to |t| do

12 for i′ from i downto 1 do

13 L[i′, j′]← max(L[i′, j′ − 1], L[i′ + 1, j′])

14 L[i′, j′]← max(L[i′ + 1, j′ − 1] + ω(s[i′], t[j′]), L[i′, j′])
15 B[i, j′]← max(B[i, j′], L[i′, j′] + B[i′ − 1, j − 1]− I)
16 return B

Algorithm 1 computes BIM(s, t) the maximal weight of a bi-
matching with time complexity |s|2|t|2 and space complexity |s||t|.
As usual, by tracking any maximality choice, one can obtain also an
optimal bimatching. The numbers present in positions (si, tj) of the
incidence matrix of Figure 3(a) show the corresponding values B[i, j]
computed for most important cells in Algorithm 1 if all matches have
weight 1. Hence, one can obtain the bimatching of Figure 2 as the
optimal bimatching for the matching graph of Figure 1.



Figure 3(b) shows an example of possible data that have been
applied to the algorithm BIM. The DNA sequences correspond to
two syntenic regions from two bacteria. These sequences were splitten
in fragments of length 100 in order to form the alphabet. A match
between two fragments is assumed if the alignment score is above an
adequately chosen threshold.
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Fig. 3. (a) Running of Algorithm 1, (b) Real data for BIM

4 Conclusion

We gave a new algorithm for the alignment with non-overlapping
inversions problem, improving the time complexity of an exact so-
lution from O(n6) to O(n4) in Algorithm 1. We can also extend the
results presented here. We can give a sparse dynamic programming
implementation that gives the exact solution and can speed up even
further if we have o(n2) matches. This is quite common for applica-
tions with large alphabets. We can also modify the algorithm in order



to deal with gap penalties or local alignments with non-overlapping
inversions.

Let LCS(u, v) denote the length of the longest common subse-
quence of u and v. Motivated by these algorithms, one of the authors
recently [10] proposed the following open problem: given two words s

and t of length n, one can pre-process both words in such a way that
any query LCS(u, v) can be answered in time O(1), for u a factor
of s and v a factor of t. This pre-processing can be done in O(n4).
Can we do it in O(n2)? In O(n3)? Although a little stronger, one
can think of a version with DM(u, v) queries instead of LCS(u, v)
queries.

As far as we know, alignment with non-restricted inversions is
open.
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Abstract. An approach to the hydrophobic-polar (HP) protein folding model
was developed using a genetic algorithm (GA) to find the optimal structures on
a 3D cubic lattice. The HP model [1] abstracts the amino acid sequence to a
binary sequence of monomers that are either hydrophobic or polar. The
structure is a self-avoiding chain whose monomers are on the vertices of a
three-dimensional cubic lattice. The free energy of a conformation is defined as
the negative number of non-consecutive hydrophobic monomers that have
another hydrophobic monomer in an adjacent site on the lattice. The HP
model’s folding process has behavioral similarities with folding in the real
system [2]. A modification was introduced to the scoring system of the original
model to improve the model's capacity to generate more natural-like structures.
The modification was based on the assumption that it may be preferable for a
hydrophobic monomer to have a polar neighbor than to be in direct contact with
the polar solvent. We used the compactness and the segregation criteria [3] to
compare structures created by the original HP model and by the modified one.
To improve the success ratio of the GA we have introduced several
modifications in the standard GA: (i) a selection scheme that preserves diversity
on the population, (ii) a multiple-point crossover based on the length of the
sequence, and (iii) a repair mechanism used to fix illegal states (two or more
monomers on the same site). We analyzed 50 runs of 20 sequences, 10 with
length 27 and 10 with length 64. All the modifications introduced had some
degree of impact on the success ratio, and the energies found are, in some cases,
lower than those found by other GA’s from the literature [5]. The structures
obtained under the modified model are more compact, segregated and, in
general, more globular. This might be preferable, since the original HP model
does not take into account the positioning of long polar segments. The
algorithm was implemented in the form of a program with a graphical user
interface that might have a didactical potential in the study of GA’s and on the
understanding of hydrophobic core formation.



1 Introduction

The determination of the three-dimensional structure of a protein is one of the most
challenging problems of modern science. Exhaustive searching in the space of all
possible conformation of a given amino acid sequence is impractical and restricted by
computational resources moreover it is common practice to use a model that describes
the structure using a simplified representation with reduced degrees of freedom.
These models try to generally reflect different global characteristics of proteins
structures.

1.1 The HP model

The hydrophobic-polar (HP) model [1] describes the proteins under the assumption
that, in a polar environment, hydrophobic amino acids tend to be near others
hydrophobic amino acids. The amino acids sequence is abstracted to a binary
sequence of hydrophobic (H) and polar (P) monomers. In this approach, a structure is
a self-avoiding chain whose monomers are on the vertices of a three-dimensional
cubic lattice (Figure 1). Even that some amino acids cannot be clearly classified as
hydrophobic or polar, often depending on its environment; the model disregards this
fact to maintain simplicity.
The free energy of a conformation is defined as the negative number of non-
consecutive H-H contacts. A contact is defined when two monomers occupy adjacent
sites in the lattice. An empty site on the lattice is considered as polar solvent.

1.2 The Modified HP Model

Under the original model, the positions of polar segments are not directly optimized.
This may result in unnatural structures if these segments are too long, or located at the
ends of the sequences. We made a modification to the scoring system based on the
assumption that it may be preferable for a hydrophobic monomer to have a polar
adjacent monomer than to be in direct contact with the polar.
The free energy, under the new model, is the weighted sum of the number of non-
consecutive H-H contacts, H-P contacts and H-solvent contacts

2 Objectives

Our objectives were: (i) investigate the HP protein folding model on a three-
dimensional lattice by developing a genetic algorithm to find better structures with
lower energy (high number of H-H contacts). (ii) Use the model as a test problem to
study the effect of some modifications in the standard genetic algorithm. (iii) Access
the effects of the modification to the original scoring system, using the compactness
(average contacts per monomer) and segregation [3] (standard deviation of number of
contacts per monomer) criteria to compare the structures.



3 Methodology

The test sequences were obtained from the literature [5] (10 of length 27 and 10 of
length 64), these sequences were tested by the best genetic algorithm reported for this
problem. Other benchmark sequences may be obtained on the internet [4] but were
not used here. Each sequence under each condition was run 50 times.
The runs were allowed for a maximum of 6,000,000 function evaluations, although
this number may seem large, it is considerable smaller than the number of possible
conformations. We considered a run successful when the best energy reported on the
literature [5] was reached.

3.1 The Genetic Algorithm

We used absolute encoding to represent the structures in a vector of real numbers (0-
5) of the same size as the HP sequence length. The initial populations were randomly
generated. We implemented a standard genetic algorithm and the following
modifications: (i) a new selection scheme where for each individual on the new
population (sequentially), we search the original population for a solution equal or
worst and replace it. The successive individuals face competition against their own
brothers as the old population is gradually replaced. Both populations are sorted. (ii)
The recombination algorithm was modified to calculate the number of cut points on-
the-fly (multiple points crossing over, or mp crossing-over) according to the length of
the HP sequence (one point for 10 monomers). (iii) A repair operator designed to fix
structures with two or more superposed monomers was used each time a collision was
detected. The repair operator changes the direction of the chain in order to
accommodate the monomers making clashes. The mutation operator was a standard
single point one. The operators’ probabilities were: crossover 85% and mutation 10%.
The weights of the modified model were made as parameters of the algorithm and
were determined empirically: H-H contact 0, H-P contact 10, H-solvent contact 40
and collision 100.

4 Results and Discussion

Using the standard model and comparing to the best results found on the literature [5],
we obtained, on 27 length sequences, a higher number of H-H contacts in one
sequence and in nine others the same number. In all sequences and under both models
the GA with all the modifications proposed in this work yield the best results in terms
of H-H contacts and success ratio.
Structures evaluated under the two models had the same number of H-H contacts, but
the new model yielded, in all cases, a higher degree of compactness. The structures
obtained under the new model were generally more segregated.
The modification introduced in the standard GA which had the largest impact was the
new selection scheme. The two-point crossover introduced some improvement on



longer sequences. The repair operator had more impact on longer sequences also. The
new selection scheme places all the pressure on the selection of individuals for the
next generation and randomly chooses the parental for the genetic operators. The
evolving process is then accelerated without compromising diversity and thus
avoiding premature convergence. The new scoring system of the modified model
accounts for long polar segments and tries to “bury” the hydrophobic monomers
forming a more globular and compact structure (Figure 1).
The algorithm is currently capable of reliably find optimal structures of length 27. In
four out of ten 64 length sequences, our algorithm found better energies than the
reported on the literature [5] and in three sequences the same energy. Success ratios of
64 length sequences are still low, but some improvements are being studied, such as,
relative encoding and refining of the structures trough local search.

Fig. 1. Comparison of structures obtained under the different scoring system (length 27). Left:
structure obtained under original model. Note the unnaturally extended polar segment (arrow).
Right: the same sequence but obtained under the modified model. The structure is much more
globular and compact. The number of H-H contacts is the same. Dark beads are H monomers,
white beads polar. The dotted line indicates non-consecutive an H-H contact.
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Abstract. In this work, we propose a software tool, called PROCSIMO, which
aims the identification of similarities between operons in bacterial genomes.
From a database which contains the characteristics and functionaliti es of oper-
ons, the proposed tool can: (a) identify those operons stored in the database that
are similar to an operon under investigation, and (b) identify new operons in a
complete genome, comparing sets of genes from this genome to the operons in
the database. In order to allow the development of PROCSIMO, it was also
necessary in this work to establish a set of criteria used to determine the simi-
larity between operons. Computational experiments were conducted to validate
the functionality of the proposed tool.

1   Introdução

Muitos genes em genoma bacterianos estão organizados em operons, que para os
propósitos deste trabalho são definidos como um conjunto de genes que são transcri-
tos em uma única molécula de mRNA. A identificação de genes que estão agrupados
em operons pode aumentar não só o conhecimento dos sistemas de regulação, mas
também ser uma ferramenta importante para a anotação de genomas completos. Em
[3,4,5] encontram-se algoritmos propostos para identificar operons. Duas importantes
bases de dados públicas possuem informações sobre operons de diferentes organis-
mos: a base RegulonDB2 e outra disponibili zada pelo TIGR3 (The Institute of Geno-
mic Research). Ambas foram utili zadas nos experimentos realizados neste trabalho.

Neste contexto, a contribuição principal deste trabalho é a ferramenta
PROCSIMO4 (Procura de Similaridade entre Operons), capaz de identificar a simila-
                                                          
1 Atividade de pesquisa parcialmente financiada pelo CNPq (300879/2000-8).
2 http://www.cifn.unam.mx/Computational_Genomics/regulondb.
3 http://www.tigr.org/tigr-scripts/operons/operons.cgi.
4 Desenvolvida no Departamento de Ciência da Computação da UFF para atender a uma neces-

sidade do Laboratório de Bioinformática do LNCC nas análises de genomas bacterianos.



ridade entre operons de genomas bacterianos. A partir de uma base de dados que
armazena operons, suas características e funcionalidades, a ferramenta proposta per-
mite: (a) identificar aquele(s) mais similar(es) a um operon sendo estudado, possi-
velmente recém descoberto, e (b) comparar um genoma completo com o banco de
dados de operons de forma a viabili zar a identificação de conjuntos de genes do ge-
noma completo candidatos a operons, a partir da verificação da similaridade destes
conjuntos com operons existentes no banco de dados.

Para viabili zar o desenvolvimento desta ferramenta, foi necessário também propor
os critérios que determinam a similaridade entre dois operons.

O restante deste trabalho está organizado nas seguintes seções. Na Seção 2, serão
apresentados os critérios que definem a similaridade entre dois operons. Na Seção 3,
apresenta-se a funcionalidade da ferramenta proposta. Na Seção 4, são relatados al-
guns dos experimentos realizados com a ferramenta e, na última seção, são realizadas
algumas considerações finais e apontadas algumas direções para trabalhos futuros.

2   Cr itérios de Similar idade

Nesta seção, serão apresentados os cinco critérios propostos que permitem avaliar
a similaridade entre operons. A ordem de prioridade destes critérios pode ser definida
pelo usuário da ferramenta. Mais detalhes sobre esses critérios encontram-se em [2].

Quantidade de Genes Similares (QGS). Sejam O1 e O2 dois operons (conjuntos
de genes). O1 e O2 possuem grau de similaridade k segundo o critério QGS se exis-
tem k pares de genes similares da forma (G1,G2), sendo G1 um gene de O1 e G2 um
gene de O2 ou sua inversão. Deve-se considerar que um mesmo gene ou sua inversão
não podem aparecer em mais de um destes k pares de genes. (G1,G2) é considerado
um par de genes similares se o e-value e a cobertura resultantes da comparação
BLAST [1] entre estes genes estiverem dentro de intervalos definidos como parâme-
tro de entrada da ferramenta.

E-Value Médio (EVM). O grau de similaridade r entre O1 e O2 segundo o critério
EVM é definido pela média dos e-values dos k pares de genes similares.

Quantidade de Inversões (QI). Considere que os k pares de genes similares
(G11,G21), (G12,G22), ..., (G1k,G2k) estão ordenados de tal forma que (G1i,G2i) prece-
de (G1j,G2j) se e somente se G1i ocorre antes de G1j em O1. Desta forma os genes de
O2 que compõem os k pares não aparecem necessariamente na mesma ordem e dire-
ção em que aparecem em O2. Define-se então que O1 e O2 possuem grau de similari-
dade s segundo o critério QI se são necessárias s inversões sobre a cadeia
G21G22...G2k para se obter a ordem e direção em que tais genes aparecem em O2.

Diferença de Tamanho (DT). O grau de similaridade d entre O1 e O2 segundo o
critério DT é definido pelo módulo da diferença dos tamanhos dos operons O1 e O2.

Diferença Média das Regiões Intragênicas (DMRT). O grau de similaridade u
entre O1 e O2 segundo o critério DMRI é definido pelo módulo da diferença das mé-
dias das regiões intragênicas dos operons O1 e O2.



3   A Ferramenta PROCSIMO

A função principal da ferramenta PROCSIMO é descobrir, a partir de uma base de
dados de operons, aqueles que são mais similares a um operon de entrada, utili zando-
se os critérios de similaridade apresentados na seção anterior. Para tanto a ferramenta
gerencia uma base de dados de operons com suas informações, oferecendo facili dades
para manutenção e consulta destes dados. A ferramenta encontra-se detalhadamente
descrita em [2]. Para implementá-la foram utili zados a linguagem PERL 5 e o sistema
gerenciador de banco de dados MySQL 3.23.52.

Para realizar uma pesquisa de similaridade, o usuário informa um operon de en-
trada e a ferramenta identifica na base de dados aqueles operons similares e os apre-
senta ordenados decrescentemente de acordo com a similaridade encontrada. A Figu-
ra 1 ilustra esta funcionalidade com o resultado de uma pesquisa realizada com um
operon de entrada – gerado artificialmente a partir de sete genes extraídos dos ope-
rons lac e glmU da base RegulonDB – contra a base da ferramenta populada com os
operons também da RegulonDB. Os setes genes deste operon de entrada foram repre
sentados por Seq1, Seq2, ..., Seq7.

A primeira linha da Figura 1 indica que os três genes Seq1, Seq2 e Seq3 foram
similares respectivamente ao primeiro, segundo e terceiro genes do operon lac. O
valor 0 na coluna EVM indica que a similaridade entre estes três pares de genes foi
máxima. O valor 0 na coluna QI indica que não há troca de ordem nem de sentido
entre os genes destes dois operons. O valor 3394(lac<) na coluna DT indica que o
operon lac tem 3394 nucleotídeos a menos do que o operon de entrada. O valor 189,5
na coluna DMRT indica a diferença das médias das regiões intragênicas dos dois
operons. A segunda linha indica que os genes Seq4 (invertido), Seq2 e Seq3 também
foram similares aos três primeiros genes do lac. O valor 2 na coluna QI indica que os
genes dos respectivos operons diferem na ordem e direção por duas operações de
inversão. O valor maior do que 0 na coluna EVM na terceira linha indica que a com-
binação de genes Seq5, Seq2 e Seq3 é menos similar ao lac do que a combinação da
primeira linha. A quarta linha indica que foi identificada similaridade entre os dois
primeiros genes do operon glmU e os genes Seq7 e Seq6 do operon de entrada.

A ferramenta aceita também um genoma completo como entrada com o objetivo
de identificar combinações de genes similares a operons da base e desta forma viabi-
lizar a descoberta de operons em genomas sendo estudados.

Figura 1. Resultado de uma pesquisa de similaridade entre operons



4   Experimentos Computacionais

Com o objetivo de validar a funcionalidade da ferramenta, foram realizados três tipos
de experimentos, detalhadamente descritos em [2].

No primeiro, a base de dados da ferramenta continha os operons da Escherichia
coli K12. Alguns operons foram extraídos e alterados artificialmente (sofrendo inver-
sões e troca de ordem dos genes). Quando submetidos à ferramenta, esta corretamente
identificou os operons originais e sinalizou as respectivas alterações realizadas.

No segundo tipo de teste, como operons de entrada foram selecionados operons de
quatro diferentes organismos. Dois deles filogeneticamente próximos à coli K12 e
dois outros distantes. Observou-se que os operons retirados dos organismos próximos
à coli K12 tiveram alta similaridade com operons desta bactéria. Por outro lado, pou-
ca semelhança foi encontrada entre os operons retirados do segundo grupo de orga-
nismos em relação aos operons da coli K12.

No terceiro tipo de experimento, genomas completos foram utili zados como pa-
râmetro de entrada no lugar de um operon apenas. Este tipo de avaliação confirmou a
possibili dade de identificação de operons em organismos recém seqüenciados.

5   Conclusões

Neste trabalho, foi apresentada a ferramenta PROCSIMO, cujo principal objetivo é
avaliar a similaridade entre operons. Para tanto, foi proposto também um conjunto de
critérios que permitem identificar a similaridade entre estes elementos genômicos.

Pretende-se ainda ajustar os critérios de similaridade, passando a considerar o valor
do score normalizado resultante da comparação BLAST entre dois genes. Outro in-
vestimento futuro, visando tempos de execuções menores, trata-se da paralelização da
tarefa principal da ferramenta – a procura de similaridade entre operons.
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Abstract. This work analyses a p53 mutation database aiming to unveil whether 
of not tabagism can influence the mutation profile of lung cancer patients. We 
analyzed both the frequency of single nucleotide mutations and the frequency 
of site (exon) mutations. For the database used, we conclude that tabagism pro-
duces more dramatic and unexpected mutations in the DNA sequence of p53. 

1   Introduction 

The strong correlation between tabagism and the occurrence of lung cancer is well 
known in the medical literature. According to the World Health Organization - WHO1, 
tabagism is the leading cause of preventable death in the world today. Nowadays there 
are 4.9 million tobacco-related deaths per year, and no other consumer product is as 
dangerous, or kills as many people, as tobacco. Tabagism is present in more than 90% 
of cases of lung cancer. Tobacco smoke contains more than 4,000 chemical compo-
nents, including over 50 known human carcinogens. The carcinogenic effect of the 
chemical components present in the industrialized tobacco (Nicotina tabacum) in the 
pulmonary tissues as well as in other parts of the human body is another issue also 
widely studied (Mendelsohn et al 1995).  
Lung cancer presents one of the largest mortality indexes among the human can-

cers. In spite of huge research efforts throughout the world, there is no therapy avail-
able yet to change this picture. Therefore, it is important the comprehension of the 
mechanisms of the lung cancer etiology so as to better understand the early diagnosis 
and treatment of such disease. 
The human p53 gene (GenBank accession number: U94788) is located in chromo-

some 17, locus 17p13.1 and its DNA chain has 20303 base pairs. The p53 gene is 
composed by 10 introns and 11 exons, and its product is a protein of the same name. 
This gene is known as tumor suppressor gene due to its role in the negative control of 

                                                           
1 http://www.who.int/features/2003/08/en/ 



the cellular cycle. The protein p53 inhibits the ciclin/ciclin-kinasis-dependent complex 
and stops the cellular cycle at the end of G1 phase (this point is denominated check-
point G1-S), where the DNA is repaired in order to avoid the transmission of muta-
tions to the next generation. When the p53 is inactivated due to mutations or forma-
tion of complexes with viral proteins (oncoproteins E6 and E7 of HPV), its regulation 
function is lost and the cell accumulates genetic errors, which are transmitted to the 
next generations. This is the start of the patophysiologic process of most solid tumors 
in adults.  
The International Agency for Research on Cancer - IARC (Lyon, France) is part of 

the WHO and has the mission is to coordinate and conduct research on the causes of 
human cancer, the mechanisms of carcinogenesis, and to develop scientific strategies 
for cancer control. Among the several sources of information maintained by IARC, 
there is a database of mutations of p53 gene related to cancer (Olivier et al., 2002). 
This database contains, in separated files, information about somatic mutations and 
germinal mutations of the p53 for patients with cancer, as well as for other patients 
without this disease. 
There are some contradictory reports in recent literature regarding the mutation 

profile of the p53 gene in smoker and non-smoker patients with lung cancer, (Cam-
pling and El-Deiry, 2003; Hainault and Pfeifer, 2001; Paschke, 2000; Zalcman and 
Soussi, 2000; Hernandez-Boussard and Hainaut, 1998), and other types of cancer 
(Pfeifer et al 2002; Husgafvel-Pursiainen and Kannio, 1996). Therefore, the objective 
of this work is to evaluate the hypothesis that tabagism can influence the mutation 
profile of the somatic mutations on the exons of the p53 gene. 

2 Material and methods 

In this work we used the IARC p53 somatic mutation database, version R7, which 
contains 17232 entries. From this database, we extracted all patients with lung cancer, 
according to the WHO’s International Classification of Diseases for Oncology - ICD2 
code C34, yielding 2003 cases. From this set, 57 cases of intron mutations were ex-
cluded, as well as 1046 cases where the information about smoking status of the pa-
tient was missing. The resulting data were divided into two classes: smokers (hence-
forth, S) with 673 cases, and non-smokers (henceforth, NS) with 227 cases. 
Groups S and NS were compared each other to evaluate the following: frequency of 

the different possible mutation types that may occur in the DNA chain; frequency of 
location of mutation (exon); frequency of the mutated amino acids after translation.  
Besides, we compared the group of 1946 lung cancer patients (excluding intron 

mutation cases) with the group of all other types of cancer (again excluding intron 
mutation cases). The objective of this comparison was to analyze whether or not ta-
bagism can influence the expected profile of lung cancer mutations. 
The statistical analysis aimed to compare the significance of sample proportions of 

the groups under study. Therefore, Fisher test was used for this purpose using the 
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software Graphpad Instat version 3. For all tests, the rejection level of the null hy-
pothesis (no significance) was fixed in 0.05 (5%). 

3 Results 

As mentioned before, intron mutations were not considered in this work, since most 
of them are splice or unespecified mutations, and they represent less than 3% of the 
lung cancer cases in the database.  
In the first study we compared the number of events and the corresponding fre-

quency within each group, of the several possible single mutations of the DNA chain. 
Comparing lung cancer subjects with all other types of cancer in the database, two 
types of mutations were significantly different (p < 0.05): G_to_A (respectively, 
13.6% for lung cancer and 26.5% for other cancers) and G_to_T (respectively, 26.6% 
for lung cancer and 10.0% for other cancers). Comparing smoker and non-smoker 
groups of lung cancer subjects, we found four types of mutations significantly differ-
ent: A_to_T (3.3% for S and 2.2% for NS), C_to_T (13.2% for S and 18.1% for NS), 
G_to_A (13.2% for S and 17.6% for NS), del (9.1% for S and 4.0% for NS). 
In the second study we compared the frequency of the mutation site (exon) for the 

same groups as above. For lung cancer subjects versus all other type of cancers, there 
was no statistically significant differences (p < 0.05). For smokers and non-smokers 
groups there was two statistically significant differences:  in exon 5 (33.6% for S and 
23.8% for NS) and in exon 8 (23.6% for S and 34.8% for NS). 

 

4 Discussion and conclusions 

Deamination of nucleotides (the removal of an amino group from the molecule) is a 
common event in pathological processes and in the evolution of the human genome 
(Jackson et al, 1996), and C-T and G-A transitions (exchanges a purine for a purine or 
a pyrimidine for a pyrimidine) are the most common (Krawczak and Cooper, 1996). 
Non-smokers presented a larger number of substitutions than smokers (p < 0.05), what 
is compatible with the natural tendency for deamination. 
In lung cancer, G-T transversions (which exchanges a purine for a pyrimidine or a 

pyrimidine for a purine) predominate. This kind of mutation is infrequent in other 
types of cancers, except hepatobiliar carcinoma (Pfeifer et al 2002; Hainault and 
Pfeifer, 2001), and it is considered the “mutation signature” of lung cancer compared 
with other cancers. This statistically significant difference was confirmed here (p < 
0.05). Tabagism did not affect this proportion (p > 0.05), suggesting that such trans-
version is a consequence of some intrinsic factor of the pulmonary microenvironment. 
Smokers presented more A-T transversions and more deletions than non-smokers 

(p < 0.05). These events are rare (considering the pathology-related mutations as a 
whole), they request more energy to occur and they consequences are more dramatic. 



Regarding the distribution of mutations by location (exons), there were no signifi-
cant differences between lung cancer patients and other types of cancer. Smokers 
presented more mutations in exon 5 (p < 0.05) and non-smokers presented more muta-
tions in exon 8 (p < 0.05). It was not possible to establish the biological importance of 
this fact up to now. 
As final conclusion, tabagism clearly produces more dramatic and unexpected mu-

tations in the DNA sequence of p53 gene. 
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Abstract. In this work we propose a strategy for finding regions with
gene content and gene order conservation in several genomes, from pairwise
genome comparisons. Such multiple regions may be clues about common
functions of genes or groups of genes which have been conserved in closely
related procaryote species.

Resumo. Neste trabalho propomos uma estratégia para encontrar re-
giões que preservam a ordem e o conteúdo gênico em vários genomas,
a partir de comparações feitas dois-a-dois. Tais regiões múltiplas podem
nos dar pistas sobre funcionalidades comuns de genes ou grupos de genes
que se preservaram em espécies próximas de procariotos.

1 Introdução

A comparação de genomas de procariotos, nos seus diversos ńıveis, tem se tor-
nado uma poderosa ferramenta na identificação de funcionalidades comuns entre
organismos, além de ser útil na determinação de propriedades filogenéticas im-
portantes [1,7,9]. Muitas das estratégias para comparar genomas levam em conta
a preservação da ordem e do conteúdo gênico, uma vez que essas caracteŕısticas
tendem a se manter pouco alteradas entre procariotos próximos [8,9].

Este trabalho tem como objetivo o desenvolvimento e a disponibilização de
uma ferramenta para comparar vários genomas simultaneamente, através do
que chamamos de regiões ortólogas múltiplas. A idéia é determinar regiões que
supostamente abrigam grupos de genes próximos entre si, e que se preservaram
próximos entre si em outros organismos. A definição formal aparece mais adiante
no texto. Na seção 2 descrevemos como funciona a comparação de dois proteomas
e mostramos como determinamos as regiões ortólogas múltiplas a partir dessas
comparações. Na seção 3 fazemos alguns comentários.

2 Comparação de proteomas regiões ortólogas múltiplas

Para efeito deste trabalho, um gene é uma seqüência traduzida para aminoácidos
de uma ORF predita como pertencendo a um gene. Proteoma é o conjunto de

? Apoio financeiro: CNPq (Proc. 47.0163/2003-8) e Fundect-MS.
?? Autor para correspondência.



genes de um genoma. Suporemos que um genoma é o mesmo que um replicon
e usaremos indistintamente os termos genoma e proteoma. Dois genes g e h de
proteomas distintos G e H são ortólogos se são descendentes de um mesmo
gene ancestral.

Como dissemos, as regiões ortólogas múltiplas são determinadas a partir das
comparações dois-a-dois dos proteomas. A comparação de dois proteomas é feita
a partir de uma ferramenta já desenvolvida por um dos autores, denominada
egg [1], que objetiva, entre outras coisas, a determinação dos pares de genes
ortólogos e das regiões ortólogas de dois proteomas. egg já foi utilizado em
vários projetos genomas e trabalhos de genômica comparativa [3,4,6,10].

Vamos agora descrever algumas definições adotadas pelo egg. A fita de um
gene é a fita de DNA a qual ele pertence; é representada por um dos sinais + ou -.
As coordenadas de um gene são as posições, na fita +, do seu ińıcio e fim. As-
sim, um gene da fita - tem como coordenada de ińıcio a posição correspondente,
na fita +, à sua posição final; e tem como posição final a posicão correspondente,
na fita +, à sua posição inicial. O tamanho de um gene g é o seu número de
aminoácidos menos um (o stop codon). A ordem dos genes de um proteoma é
dada pela ordem não-decrescente das coordenadas de ińıcio. Uma região de ge-
nes consecutivos (RGC) é um conjunto de genes consecutivos num proteoma
G, de acordo com a ordem, independentemente da fita. Uma região ortóloga
(RO) é um par (α, β) tal que: α é uma RGC em G; β é uma RGC em H; α e
β são descendentes de uma mesma região ancestral; e α e β contêm aproxima-
damente o mesmo número de genes. A figura 1 mostra um exemplo abstrato de
RO. egg utiliza em sua implementação o programa blast [2], de tal forma que

gi gi+1 gi+2 gi+3 gi+4

hj hj+1 hj+2 hj+3

Figura 1. Exemplo de uma RO. As arestas representam ortologia.

dois genes g e h são considerados ortólogos se, e somente se, são hits rećıprocos,
com e-value não maior que 10−5 e, além disso, ambos participam do alinhamento
correspondente com pelo menos 60% dos seus respectivos tamanhos. Esses e ou-
tros parâmetros podem ser modificados pelo usuário. Neste caso, dizemos que o
par (g, h) forma um match. Se os dois genes foram os melhores hits rećıprocos,
então dizemos que (g, h) forma um Bidirectional Best Hit (BBH).

Para que possamos descrever o método usado por egg para encontrar as
ROs de dois proteomas, precisamos do conceito de run. Seja α uma RGC de
G formada pelos genes gi, . . . gk e β uma RGC de H formada pelos genes
hj , . . . hl, tais que k − i + 1 = l − j + 1, k > i, e l > j. α e β formam
um run se uma das seguintes seqüências de pares de genes ortólogos acon-
tece: (gi, hj), (gi+1, hj+1), . . . , (gk, hl); ou (gi, hl), (gi+1, hl−1), . . . , (gk, hj). egg

encontra uma região ortóloga basicamente pela junção de runs próximos, se-
gundo critérios bem definidos de proximidade. A justificativa para este tipo de



estratégia está no fato de que a existência dos pequenos “buracos”, formados
por genes não casados na região, reflitam a existência de inserções, remoções ou
substituições.

Uma região ortóloga múltipla (ROM) R é um conjunto de RGCs de dois
ou mais proteomas distintos, tais que qualquer par de RGCs desse conjunto forma
uma RO. A estratégia de determinação das ROMs é feita a partir da construção
de um grafo, onde cada vértice é uma RGC que tenha participado de alguma
RO envolvendo uma comparação de dois proteomas; e dois vértices são vizinhos
nesse grafo se, e somente se, as RGCs correspondentes formam uma RO. Assim,
queremos encontrar conjuntos de vértices tais que todos sejam vizinhos entre si.
Para tanto, usamos o conceito de clique maximal. Um conjunto C de RGCs é
uma clique se para qualquer par u, v ∈ C, é verdade que existe a aresta (u, v) no
grafo. Uma clique C é maximal quando o acréscimo de qualquer RGC fora de C

faz com que C deixe de ser clique. Nossa estratégia consiste num algoritmo para
encontrar todas as cliques maximais num grafo formado pelas RGCs retornadas
pelas comparações dois-a-dois dos proteomas. Primeiro são criadas as arestas do
grafo. Depois, cada aresta é considerada uma clique e vértices são adicionados
um-a-um nas cliques, até que não conseguimos mais aumentá-las.

Alguns cuidados são tomados. Por exemplo, pode haver sobreposição entre
duas RGCs distintas de um mesmo proteoma. Nestes casos, precisamos decidir
se essas duas RGCs representam dois ou apenas um vértice. Adotamos o critério
que leva em conta exatamente o tamanho da sobreposição, em número de genes
entre as RGCs. Caso a sobreposição seja maior ou igual a P% do tamanho da
menor RGC, então consideramos que ambas formam um mesmo vértice. Neste
caso, o novo vértice é composto pela união das duas RGCs. Nossa estratégia para
encontrar as ROMs difere daquela proposta em [5], uma vez que encontramos tais
regiões a partir de ROs já encontradas nas comparações dois-a-dois, enquanto
que lá os chamados clusters são determinados pelos pares de genes ortólogos.

3 Resultados e discussão

O objetivo deste trabalho é o desenvolvimento e a disponibilização de uma fer-
ramenta capaz de comparar múltiplos proteomas simultaneamente, através das
regiões ortólogas múltiplas encontradas. A idéia é identificar automaticamente,
com base em alguns parâmetros, quais as regiões que valem a pena serem in-
vestigadas, sem que para isso, tenhamos que, por exemplo, escolher algum gene
para ancorar a comparação, como é feito em [7].

Apesar do trabalho ainda não ter sido conclúıdo, já disponibilizamos uma
interface, localizada em http://bagre.dct.ufms.br/˜montera/mestrado, a partir
da qual é posśıvel encontrar dinamicamente as ROMs num conjunto de 16 or-
ganismos. A tabela 1 mostra uma ROM envolvendo 5 deles. Escherichia coli

K12, Clhamydia trachomatis, Borriela burgdorferi, Pyrococcus horikoshii e Sy-

nechocystis PCC6803. Além disso, é posśıvel ter acesso a cada gene que aparece
na tabela, uma vez que todos eles estão armazenados num banco.



Escherichia oppF oppD oppC oppB oppA

Clhamydia dppD dppF dppD dppF

Borriela BB0335 BB0334 BB0335 BB0334 BB0333 BB0332

Pyrococcus PH0811 PH0810 PH0811 PH0810 PH0809 PH0809 PH0808 PH0807

Synechocystis pstB

Tabela 1. ROM envolvendo 5 organismos.

Dentre os vários pontos que ainda precisam ser investigados em nosso traba-
lho, podemos destacar o problema de como visualizar melhor as ROMS. Apesar
de todas as RGCs de uma ROM estarem ligadas entre si, alguns genes podem não
estar, ou ainda podem estar ligados, através de matches com genes parálogos,
com mais genes de uma mesma RGC. Isso torna a visualização mais complicada.
Nossa estratégia, até agora, tem sido a de, uma vez que a ROM foi encontrada,
fixar uma RGC (que pode ser escolhida pelo usuário) e ancorar todas as outras
RGCs nessa, para a construção de um alinhamento múltiplo que irá representar
a ROM. Outra tarefa ainda a ser executada é a de disponibilizar informações
detalhadas de cada RO que originou a ROM disponibilizada.
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Abstract: In a biological project, scientists usually submit several queries to a Blast 
application and store the results in text files or in a database. These results may be 
further analyzed by scientists with authorized access to the file system or the database. 
The purpose of this work is to present an alternative to local files and local databases 
for storing and retrieving data resulted from biological applications, using a 
distributed computational method to help scientists to use genomic databases in a grid 
environment. We created an application to obtain, store and query Blast results using 
grid services and an XML native database. 

1. Introduction 

When scientists are working in a biological project, they usually submit several queries to a 
Blast application. Typically, two methods are used to store the results for later analysis: 
local files and local databases. The first method lacks from query facilities. With the second 
method, it is possible to query the data stored, but only for local users. 

In this work we present a distributed computational solution to help scientists use 
genomic databases. We developed an application, using OGSA and OGSA-DAI (Open Grid 
Service Architecture - Data Access Integration) [1] architectures, which allows scientists 
from different organizations to share resources, publish and query Blast results. 

The technology experimented allows for organizations to share resources such as 
processing time and disk storage in a secure and easy way. It is possible, for instance, to 
execute Blast at one organization, that has the desired database and provides Blast as grid or 
web service, and to store the results at another organization, that provides database access 
via OGSA-DAI grid data services. The results may be shared between authorized scientists 
and queried many times. An important observation is that we used, in this work, only free 
and open source applications and software libraries. 

This work is organized as follows. In the next section we present the main technologies 
used in our tool, particularly the OGSA-DAI. In section 3 we describe our tool for 
publishing and querying Blast results. Finally section 4 concludes this work. 
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2. Data Access and Integration Services 

Grid services [2] are an extension of the grid platform for web services. They have client 
visible state, inter-service authentication and notification, among other features that 
facilitate distributed application development. The Globus Toolkit [2] is a free and open 
source OGSI (Open Grid Services Infrastructure) implementation, i.e., a set of services and 
software libraries that support grid applications. 

OGSA (Open Grid Services Architecture)[1] is an architecture for the development of 
grid applications. OGSA defines standards and associated interfaces for the dynamic 
creation, discovery and lifetime management of grid services. 

OGSA-DAI (Open Grid Services Architecture – Data Access and Integration) [5] is an 
extension of the OGSA architecture for data source access in a grid environment. The 
implementation, free and open source, provides grid data services for the execution of 
queries and updates in relational and XML database management systems. 

The communication between client applications and grid data services is established with 
XML perform documents and XML response documents. XML perform documents contain 
the query or update statement, the data source and the output destination, which may be the 
response document or an FTP server, for example. 

The communication between grid data services and DBMS uses JDBC (Java Database 
Connectivity) or XML DBMS. Thus, the implementation supports many DBMS and is 
extensible. The current OGSA-DAI implementation, version 3.0, which was the same that 
was used at our work, supports MySQL, DB2, Oracle and XIndice. This implementation 
provides basic services for data source access in a grid environment. Higher level 
integration services are being built as separate modules. 

OGSA-DQP (Distributed Query Processor) allows the execution of distributed queries 
that involve many data sources and web services, as user defined functions. However, it is 
still a prototype and only supports a subset of OQL. Also, although OGDA-DAI handles 
exceptions, it does not support distributed transactions, which will be available in future 
versions of the architecture. 

3 Our Tool Implementation 

The architecture of our implementation is shown in Figure 1. The first step in our 
application development was to choose a genomic database and a Blast implementation. We 
chose the ecoli.nt database (E. coli genomic nucleotide sequences) because it is a small 
database (good for local debug tests) and free. The chosen Blast implementation was NCBI 
[6] blastall.exe. 

Then, we created a Java class with a method named run, that receives three parameters: 
the Blast flavor (e.g. blastn), the name of the Blast database (e.g. ecoli.nt) and the 
chromosomal sequence to be searched. When the run method is executed, a process is 
initiated, for the execution of the Blast program, and the output of this process is captured. 

Another step in our tool development was the conversion of our Java class into a grid 
service. We created an XML build file, which uses Globus XML build tools file, and 
executed it with the Apache Ant build tool. 

The next step was to configure OGSA-DAI to work with our installation of XIndice, the 
XML native database used to store Blast results. The configuration is done by editing 
OGSA-DAI data resource config and database roles XML files. 



 

The last step was the development of the client application. We used Java Swing to 
develop the graphical user interface. To access the Blast grid service, we used the Globus 
Toolkit Java libraries and the grid service proxy classes. To access the grid data service to 
store and query the results, we used OGSA-DAI Java libraries. 

Once the client application is available, the user interacts through a graphical interface 
with no concern on the services behind the interface. Figure 2 shows a screenshot of the 
client application. The user begins by selecting a Blast program while providing a file 
containing a FASTA query. Our tool instantiates the Blast grid service, executes its run 
method and shows the results to the user. 

The user may insert the results in a database. The tool generates an XSL file to transform 
the Blast results in an XML perform document that will be sent to a grid data service. The 
service manages the database transparently. The user does not need to have the DBMS 
locally or remember the file where the Blast results were stored. The user may also query 
the database to analyze the stored results. Since we chose to use Xindice database, the query 
must be expressed in Xpath. However, the interface can offer a user friendly query menu 
and transform it to Xpath, which is then wrapped in an XML perform document that will 
also be sent to a grid data service. 

We sent several sentences to our Blast service and issued remote queries to the published 
database. Even though we used simple databases, this experiment has shown the flexibility 
and suitability of the grid services technology to a typical biological project.   

 

 
Figure 1 – Blast grid services architecture 

 
Figure 2 – Screenshot of the client application 



 

4. Conclusion 

The storage of Blast results may save processing time, as long as they are queried many 
times and their generation takes some time. The remote execution may also save disk 
storage because Blast databases will not need to be replicated at the users computer. Those 
advantages make our proposal a feasible approach in real scenarios, despite its 
communication overhead when compared to a local implementation that uses simple scripts. 

The access of the DMBS via a grid data service makes the deployment of the client 
application easier, since there are no database drivers to install, and allows the replacement 
of the DBMS without changes in the client application, since the interface remains the same, 
the XML perform document. 

All the applications we used are open source and free. They include the compiler Sun 
JDK 1.4.1, the web server Jakarta Tomcat, the web services engine Apache Axis, the XML 
database Apache XIndice, the build tool Apache Ant, NCBI Blast program, the Globus 
Toolkit and OGSA-DAI. 

The installation of the infrastructure and the development of our application were simple 
and fast because most of the used applications and software libraries are well documented. 
However, the Globus Toolkit documentation regarding grid services deployment is unclear 
and incomplete. 

Both the Globus toolkit and OGSA-DAI have available functions that were not used in 
our project. For example, OGSA allows load balancing and OGSA-DAI provides 
asynchronous response. 

XIndice was used because it is the only XML DBMS supported by OGSA-DAI currently 
and the Blast program may show the output in XML, which made insertion possible with the 
use of a single XSL transformation. 

In our tool first version, the Blast’s parameters are fixed in the client application because 
it was our initial purpose to test a grid architecture, but it should be observed that these 
features can be easily done. 

Our project application was tested locally and remotely. Future work will include more 
extensive performance tests with this architecture. 
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Abstract.  Scientific applications have special characteristics regarding data 
management. Ad-hoc workflow definitions and workflow instances reuse and 
re-executions are common practices in these applications. In this scenario it is 
important to store and retrieve workflow results, including intermediary ones. 
This paper addresses data management issues in the context of bioinformatics 
workflows. We propose a tool that provides storage and publication of 
workflow results, through the use of web services technology, and consequently 
enabling workflow re-executions.  

Topic of interest: Biological Databases, Data Management, Data Integration, and Data Mining. 

1   Introduction 

Computer-based techniques have been recently used by the scientific community to 
automate the execution of experiments in several application domains, raising the 
concept of an in-silico experiment. Typically, a scientist defines an in-silico 

experiment by combining tasks in a program chain with the objective of applying a 
sequence of models to the experiment. Biological applications, such as structural 
genomic applications and protein function prediction, are examples where these 
combinations are frequent.  

Following a new tendency of web application development, we have been working 
on providing web services based scientific workflows in the structural genomics 
domain [1]. According to Stein [3], web services represent a potential technology to 
allow biological data to be fully exploited.  

A particularly significant characteristic of scientific workflows is the user need to 
reuse workflow instances. Often, certain steps of the workflow produce inconclusive 
results and have to be refined through re-execution, leading to unexpected loops in the 
process. Therefore, successful and unsuccessful workflow instances should be 
disseminated and reused. To obtain this, workflow results also need special 
management in scientific applications. The decision to rerun part of a workflow 
instance relies on using program results generated previously. Thus, if intermediary 
data is available it is not necessary to rerun the whole workflow instance.  

                                                           
1 This work was partially funded by CNPq agency. 



However, storing and publishing results of a scientific workflow is not simple. 
Resulting data has to be published in a way where scientists can issue ad-hoc queries, 
extract data and use it with the formats required by the programs of their current 
workflow definition. One of the main goals of data management within scientific 
workflows is to provide data provenance and derivation.  

This work is organized as follows. Next section presents our proposal of a tool for 
managing scientific workflow data, while the third section shows some examples 
illustrating our tool. Finally, section 4 concludes this paper and points to future work. 

2   Data Management via Web Services  

The main objectives of our tool are to enable users to make their data available as data 
web services, provide storage and retrieval of intermediary results from experiment 
executions, thus enabling partial re-executions of an experiment. The tool is 
composed of three main modules: the Data Web Service Generator, the Mapping 

Support Tool and the Data Storage Agent. 
Data Web Service Generator: To allow intermediary program results (generated 

during the execution of an experiment) to be stored in a data repository and be further 
available for data retrieval through a web service, it is necessary to have a data web 
service that acts as an access interface to this data. This data web service includes 
storage and retrieval operations on data. 

To correctly generate the data web service, the publisher has to send the user 
database schema to the Data Web Service Generator. This schema must be described 
as an XML document with well-defined formation rules, i.e., with an XML schema 
(XSD) associated. Then, the Data Web Service Generator creates a set of Java classes 
that will compose the data wrapper. As a web service, the data wrapper will embed 
database accesses operations, which will be invoked by the Data Storage Agent, 
according to the user request. This data wrapper must then be deployed into a web 
service provider, which requires that the host machine includes the necessary 
infrastructure.  

Mapping Support Tool: It is responsible for providing the mapping between two 
WSDL interfaces through their correspondent schemas (XSDs). Based on two 
schemas, the user defines a mapping between elements that appear in both schemas. 
Then, it generates an XSL document and stores it in a metadata database, as the 
mapping between those two WSDL interfaces. This XSL will be used by the Data 
Storage Agent for converting data instances of one schema to instances of the other.  

Data Storage Agent: During the execution of the workflow, for each program 
output data that the user wants to store, the Data Storage Agent receives a SOAP 
response message from the workflow engine. Simultaneously, the Data Storage Agent 
queries the metadata repository to obtain the correct XSL document generated by the 
Mapping Support Tool. Based on the SOAP response message and on the XSL 
document, a new SOAP message (SOAP request) is generated and then sent to the 
data web service which will store the data in the user database. 



3   Data Management in the MHOLline Scenario 

In bioinformatics laboratories, scientists build workflows to perform in-silico 
experiments. This is the case of the MHOLline workflow [2], under development at 
the IBCCF/UFRJ2. Typically, in MHOLline project scientists store data results, both 
intermediary and final, to be further reused to rerun workflows. All the MHOLline 
composing programs were encapsulated into web services, but for this explanation 
only the part of MHOLline workflow having BLAST and BATS codes will be 
considered. In this scenario, the user has chosen to store BLAST results into a specific 
database. Therefore, when BLAST finishes its execution, the Data Storage Agent 
interacts with a data web service to store its results. Later, if the user needs to rerun 
BATS over old BLAST results, it would be possible to retrieve those data by issuing 
requests to the data web service that interacts with the database. 

When interacting with the workflow engine, the user defines the need for storing 
some program output data, and where (in which data web service) it should be stored. 
Then, the workflow engine activates the Mapping Support Tool for providing the 
mapping between the WSDLs of the program output data and web service input data. 
After the mapping the workflow execution may begin. As soon as those data become 
available, the workflow engine activates the Data Storage Agent to intercept those 
data and proceed with their storage by applying the conversion map provided by the 
Mapping Support.  

<definitions ...> <types> <xsd:schema ...>  
  <xsd:complexType name="DataType"> <xsd:sequence> 
    <xsd:element name="hit_score" type="xsd:float"/> 
    <xsd:element name="hit_positive" type="xsd:integer"/> 
    <xsd:element name="hit_evalue" type="xsd:float"/> ... 
  </xsd:sequence> </xsd:complexType> </xsd:schema> </types> ... 
  <portType name="UserDB"> <operation name="InsUserDB"> 
    <input name="InsUserDBReq" message="impl:InsUserDBReq"/> 
    <output name="InsUserDBResp" message="impl:InsUserDBResp"/> 
</operation> ... </portType> ... </definitions> 

Fig. 1. Fragment of the Data Web service WSDLdocument. 

Figure 1 shows a fragment of the data web service WSDL document generated by 
the Generator module. The portType section (UserDB) shows the insert operation 
(InsUserDB), which is going to be invoked when workflow engine activates the 
Data Storage Agent for storing BLAST results. 

<definitions ...> <types><xsd:schema ...> 
  <xsd:complexType name=HitArrayType> <xsd:sequence> 
    <xsd:element name="hit_id" type="xsd:string"/> 
    <xsd:element name="hsp_score" type="xsd:float"/> 
    <xsd:element name="hsp_evalue" type="xsd:float"/> 
    <xsd:element name="hsp_positive" type="xsd:integer"/> ... 
  </xsd:sequence> </xsd:complexType> ... </xsd:schema> </ types> ... 
  <message name="RunBlastResp"> 
    < part name="RunBlastRet" type="HitArrayType" ... /> </ message> 
  <portType name="BlastRunner"> <operation name="RunBlast"> 
    <input name="RunBlastReq" message="impl:RunBlastReq"/> 
    <output name="RunBlastResp" message="impl:RunBlastResp"/> 
</operation> </portType> ... </definitions> 

Fig. 2. Fragment of the BLAST WSDL 

During the MHOLline instantiation, the workflow engine activates the Mapping 

                                                           
2 Institute of Biophysics Carlos Chagas Filho/Federal University of Rio de Janeiro 



Support Tool to generate the XSL, which contains the mapping between their 
correspondent schemas (fig. 1 and fig. 2). For instance, there could be a mapping 
between the hsp_score (fig. 2) and the hit_score (fig. 1) elements to specify that the 
score value returned by the BLAST program will be stored correctly in the database. 

<soapenv:Envelope ...> <soapenv:Body>  
  <ns1:RunBlastResp ...> <RunBlastRet xsi:type="ns1:HitArrayType"> 
    <ns1:hit_id xsi:type="xsd:string">gi|4929847|pdb|1A4V|</ns1:hit_id> 
    <ns1:hsp_score xsi:type="xsd:float">618</ns1:hsp_score> 
    <ns1:hsp_evalue xsi:type="xsd:float">7.59147e-066</ns1:hsp_evalue> 
    <ns1:hsp_positive xsi:type="xsd:integer">123</ns1:hsp_positive> ... 
  </RunBlastRet> </ns1:RunBlastResp> </soapenv:Body>  
</soapenv:Envelope> 

Fig. 3. Fragment of the BLAST SOAP Response. 

<SOAP-ENV ...> 
  <SOAP-ENV:Body> <m:InsertUserDB ...> <Data xsi:type="m:DataType"> 
    <m:hit_score xsi:type="xsd:float">618</m:hit_score> 
    <m:hit_positive xsi:type="xsd:integer">123</m:hit_positive> 
    <m:hit_evalue xsi:type="xsd:float">7.59147e-066</m:hit_evalue > ... 
  </Data> ... </m:InsUserDB> </SOAP-ENV:Body>  
</SOAP-ENV:Envelope> 

Fig. 4. Fragment of the Data SOAP Request. 

Having the BLAST SOAP response (Fig. 3) and the XSL, the Data Storage Agent 
generates the data SOAP request message (Fig. 4) and sends it to the data web 
service. Based on the mapping between the hsp_score and the hit_score elements, the 
hsp_score element value (618) from the BLAST SOAP response message is 
transported to the hit_score element of the data web service SOAP request. Also, the 
absence of the hsp_qseq element value in the data SOAP request means that, the 
mapping between the hsp_qseq and some other element of the data web service did 
not happen during the MHOLline instantiation and it is not represented in the XSL. 

4   Conclusion 

The bioinformatics area is growing rapidly, thus raising a lot of management issues to 
e-scientists. The vast amount of program and data resources must be organized in an 
interoperable, flexible and scalable environment. Our work focuses primarily on data 
management, using web services technology, extending the SRMW architecture for 
storing and retrieving workflow results, including intermediary ones. The examples 
given in this text were made using a prototype implementation. Others and more 
complex, scientific workflows are under evaluation. 
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Abstract. There is a need for providing organized and optimized storage of the 
genetic data, and also to consider solutions for the integration of these 
heterogeneous data and processes. Our proposal is a genetic schema mapping 
support tool to help the user on the definition and construction of mappings for 
the diverse models conversion, necessary on the integration of these data and 
processes. 

Topics of interest: Biological Databases, Data Management, and Data Integration.  

1   Introduction 

There are many challenges in the bioinformatic area, mainly with respect to the vast 
amount of data being produced in different formats and models. There are basically 
two approaches to interoperate with these heterogeneous sources of genetic data. The 
first approach is based on a global schema mapping. This global representation can be 
used to map all the different available data into a unique schema. The second 
approach works with several specific schema mappings. This latter approach does not 
force mappings to one global schema that encompasses all possible schemas. Rather it 
integrates depending on the current activity requirements. 

A pioneer work in this second approach is the “Genome Databases FrameWork”[1] 
developed at PUC-Rio. This framework supports research groups that generate and 
process heterogeneous data. It focuses on the integration of genetic information that is 
spread in a distributed environment (mainly over the Web). The integration provided 
by [1] is taylor-made and offers many constructs that can help in modeling and 
integration issues. Also in the line of the virtual integration, the SRMW architecture 
(Scientific Resources Management based on Web Services) [2, 3] was developed. 
However its focus is on program compositions. Both works [1, 2] offer flexibility 
since they do not force the users to adopt a unique model. However, they both could 
benefit from a tool to support the user on defining and building mappings for the 
conversion of diverse models.  

Therefore, our main goal in this work is to present a genetic mapping support tool. 
Our work fits in architectures, such as [1, 2], that work with the integration of data 
and scientific programs, contributing to provide mappings between diverse models 
interacting with the user in a flexible way. Our tool supports the conversion between 
representation schemas of biological databases, which facilitates the integration that 
the user needs. This tool can be plugged to others to give the user an integrated 
environment to store and analyze the genetic data independent of their formats, in 
which they are originally available. It allows the user to interact with different genetic 
schemas in order to facilitate the visual mapping between them.  



2   Mapping Support Tool 

We believe that diverse data schemas need to coexist in the bioinformatics scenario. 
However the mapping between these schemas is not trivial. This tool aims to help the 
user on these mappings in a visual and interactive form. Initially the user must choose 
the source and destination schemas. The source and destination schemas can be either 
retrieved from a schema repository or they can be loaded from a file directory 
indicated by the user. In the case that the schema is not yet in the repository, a new 
entry will be created in the schemas repository, otherwise the schema will be 
overwritten in the repository. The possibility of storing local schemas into a 
repository facilitates their management and allows recovering them when necessary. 
This facility is important to prevent loss of information and to save user time. When 
the schemas are embedded in Web services WSDL documents, the user must indicate 
their location. 

Figure 2 shows the main interface of the Mapping Support Tool. After selecting 
and loading the input schemas (source and destination), the user can start with the 
mapping operations, interactively. There are two main mapping scenarios. The first 
assumes that a new destination schema will be generated (altered or created). In the 
second scenario both schemas already exist, and just need to be mapped, resulting in 
no schema alteration. In the first scenario, after concluding the operations, the 
destination schema is saved in the repository or the respective archive. Moreover, the 
main output of our tool is the XSL file (XML transformation language) that can be 
used for the eventual conversion of XML instances of the involved schemas.  

All the basic operations of this tool are very visual, facilitating its use also for users 
not familiar with the standard XML and XML Schema. The user can do the desired 
operations to add the information of the source schema step by step in the destination 
schema, visualizing the changes made in the destination schema. In the bottom of the 
screen (Fig. 2), the user can see the information of the elements selected and possible 
messages of acknowledgment or error. Moreover, each operation description is 
registered in a log of operations. This log is an XML document itself and includes the 
entire schema mapping operations history. For example, it can be used to show the 
most common operations made and gives the users some mapping suggestions. 

The basic operations are elements insertion and deletion, declaration of synonyms, 
destination saving and generation of XSL. The idea of the insertion is to insert a 
selected element of the source schema in the destination schema. Thus, we can add 
definitions of new elements in the desired schema. The user must select the element 
that he desires to insert in the destination schema. The source element with all its 
subelements is enclosed as elements of the destination schema. The idea of the 
exclusion is to remove a selected element of the destination schema. Thus, we can 
remove definitions of undesirable elements in the final schema. The user must select 
the element that he desires to exclude from the destination schema, after this, all the 
selected element and its subelements are deleted from the destination schema. The 
idea of the synonym declaration is to register that two different elements are 
synonymous to each other. Thus, we can inform that two distinct definitions represent 
the same object of the real world. The user must select the element in the source 
schema that he desires to register as synonymous of the element selected in the 
destination schema. We keep the synonym information also registered in the 
destination schema, as a documentation element of XML Schema.  



The idea of saving the destination schema is to allow the recovery of the 
destination schema at any time, preventing the duplication of work or loss of 
information, in the case of some unexpected problem during the execution. The idea 
of the generation of the XSL transformation file is to generate this file based on all 
synonyms that have been informed. With this file, we can transform a document 
instance of the source schema into a document instance of the destination schema. 
The rules for these transformations are derived from the user defined synonym 
declaration operations. Some operations have not yet been explored totally. Problems 
of dealing with multiple ‘namespaces’ and ‘names conflict’ have not been treated in 
this work. The user will be responsible for doing operations that do not invalidate the 
XML Schema document. 

 
Fig. 2. Mapping Support Tool Interface 

The mapping process has two distinct moments: the creation of the transformation 
agent, in this case the XSL file; and the transformation itself, when the XSL file is 
executed. Our tool treats the first moment disregarding whether the second moment 
will work properly. This concern is the responsibility of the user. For example, this 
tool cannot infer if a mandatory element of the target schema, has been mapped to. If 
the mapping is missing, when the transformation occurs, the resulting XML instance 
would not be valid.  

To validate our work, we have investigated the use of the Mapping Support Tool in 
the context of the SRMW architecture described in [2, 3]. Let us consider that both 
resources are registered in the SRMW architecture. The genome sequences file is 
registered as a data resource associated with the Data Category DC1, while the 
BLAST input format is associated with the data category DC2. Since both the genome 



sequences and BLAST program were published as independent Web services, DC1 
and DC2 are associated with different XML Schemas. In this example, the user needs 
to run BLAST over the genome sequences published by the genetic laboratory. 
Therefore, the Mapping Support Tool is called to provide the data mapping between 
these two schemas, interacting with the user, and at the end generating the XSL file, 
which is then stored in the SRMW metadata database. Later, when the 
experimentation module starts the execution process, it retrieves the corresponding 
XSL and applies it to the genome sequences XML file, automatically transforming it 
into the required BLAST input format. 

3   Conclusion 

The need to have a more autodescriptive and easy reading way for exchange of 
genetic data occurs due to the diversity of formats between these data. Considering 
the necessity of living with the different models, other proposals emerged, like the 
“Genome Databases Framework” and the SRMW architecture that motivated this 
work. Both are architecture proposals where our work fits to assist to integrate data 
and scientific programs without a unique schema. Our work contributes by providing 
a mapping support tool to diverse data models that interacts with the user in a flexible 
way. This tool was developed using the XML technology that was specially designed 
to provide data exchange. It explores the power of representation of XML Schema 
and the power of conversion of the XSLT. 

We also present an application example using our tool in the context of the SRMW 
architecture. Our work helps the mapping process that the users need to carry through 
their usual programs chaining or data storage in some local bases. One of the 
advantages of this tool is the flexibility to fit in diverse architectures and being able to 
support the conversion of data models and program input and output.  

Moreover, our tool serves as a starting point for other future works. Currently we 
have a synonym option, but we plan to add ontology links to help on finding 
equivalences. As our tool depends mainly on the user interaction, a future work could 
suggest most usual mappings to the user based on previous operations also using 
ontologies. It would be interesting to mine the log of operations to derive some 
information on user profiles, extracting rules out of the more frequent mappings.  
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Abstract. Global optimization methods exemplify a class of applications that require a large amount of
computational resources, being suitable for a Grid computing system. Grid Computing  projects have as
objective to aggregate multiple geographically dispersed machines as a distributed computing platform. This
work presents the execution of protein folding simulations to research 18-alanine GSA best parameters and
investigates each parameter on a Grid platform based on a Grid computing system, the Mygrid testbed.
Keywords. Protein Folding, Global Optimization, Grid middleware.

1   Introduction

During the last years computational simulations based on the atomic description of biological molecules have
been resulted in significant advances on the comprehension of biological processes. It is well known, however,
that a molecular system has a great number of conformations due to the large number of degrees of freedom in the
rotations around chemical bonds, leading to several local minima in the molecular energy hyper-surface. It has
been proposed that proteins, among the great number of possible conformations, express their biological function
when their structure is close to the conformation of global minimum energy. In order to solve this kind of
problem, we apply a new strategy based on Simulated Annealing methods, which have been well suited to a large
extent of optimization problems, especially those containing many local minima. In particular, we use the
Generalized Simulated Annealing (GSA) [13] for the search of the minimum energy conformation in peptides.
The main contribution of this work is  the execution of protein folding simulations to research 18-alanine GSA
best parameters on a Grid platform.

Global optimization methods are perfectly suitable for a Grid environment due to the large amount of
computational resources they require.  This work also  presents a  MyGrid testbed speedup evaluation for the
global optimization method simulations. Nowadays many high performance research communities benefits from
high performance Grid testbed, like the The World Wide Grid (WWG) [14]. However lots of high performance
research communities are still waiting for a Grid testbed, such as the Brazilian research community. The final
contribution of this work, is to  presents  MyGrid [2,3,4] as  an efficient alternative for this problem.

The rest of this paper is organized as follows: Section 2 introduces MyGrid. Section 3 presents our application.
Section 4 presents MyGrid testbed efficiency  evaluation for the global optimization method simulations and
section 5 concludes the paper.

2   MYGRID

Computational grids are systems that support parallel execution of applications in distributed heterogeneous
resources, offering consistent and inexpensive access to those resources, independently of physical location [8].
Grid technologies make possible the integration of disperse computational resources in a unique virtual
supercomputer, greatly accelerating the execution of many parallel applications.
Grids are generally developed as a set of basic independent services. An essential aspect of the Grid services is
that they are available uniformly through distributed environments on the Grid. These services are grouped in an
integrated system, called middleware.

Most Grid middleware (such as Globus [7] and Legion [9]) aim to provide support for any application that
wishes to run on the Grid. Therefore, since little is assumed about the Grid and the application, most existing Grid
solutions are inevitably complex and elaborated. MyGrid chooses a tradeoff different than existing Grid
infrastructure. It forfeits supporting arbitrary applications in favor of supporting only BoT applications. BoT
applications are those parallel applications whose tasks are independent of each other. Despite their simplicity,



BoT applications are used in a variety of scenarios, including data mining, massive searches (such as key
breaking), Monte Carlo simulations and fractals calculations (such as Mandelbrot). Moreover, due to the
independence of its tasks, BoT applications can be successfully executed over widely distributed computational
grids, as has been demonstrated by SETI@home [11]. In fact, one can argue that BoT applications are the most
suitable applications for computational grids, where communication can easily become a bottleneck for tightly
coupled parallel applications.

By focusing on BoT applications, MyGrid can be kept encompassing and simple to use. This is not to say,
however, that MyGrid is a replacement for existing Grid infrastructure. MyGrid uses Grid infrastructure whenever
available. It just does not depend on it. MyGrid can be thought as a representative of the user in the Grid. It
provides simple abstractions through which the user can easily deal with the Grid, abstracting away the non-
essential details [2,3,4].

MyGrid can also be thought as an application scheduler, since it schedules the BoT application over whatever
resources the user has access to, being this access through some Grid infrastructure (such as Globus [7]) or via
simple remote login (such as ssh). MyGrid's scheduling solution is a particularly interesting contribution because
it uses task replication to achieve good performance relying on no information about the Grid or the application
[5].  MyGrid's scheduling solution is based on the Workqueue with Replication (WQR) algorithm. Initially, WQR
behaves as the conventional Workqueue. The difference appears when there are no more tasks to execute. At this
time, a machine that finishes its tasks would become idle during the rest of the application execution in
Workqueue. Using replication, such a machine is assigned to execute a replica of an unfinished task. When a task
is replicated, the first replica that finishes is considered as the valid execution of the task and the other replicas are
cancelled. Of course, WQR assumes that tasks are idem potent, i.e., can be re-executed with no side effects [5].

3   Global Optimization Method

Molecular Modeling and Dynamics simulation programs can become complexes and computationally intensive.
The adaptations from these programs for execution in parallel have been done for several applications. However,
there are classes of problems that are interesting to generate several different simulations at the same time and in
this aspect a Grid Computational does satisfy these needs. Therefore a Grid software environment project for such
problems will provide Brazil's molecular biophysics researchers a powerful research center.

In this study, we employ the package of programs for Molecular Modeling and Dynamics THOR, developed
and maintained by the Laboratory of Biological Physics of the Biophysics Institute Carlos Chagas Filho (IBCCF)
of Rio de Janeiro's Federal University, Brazil.  With the THOR program new conformational structures can be
obtained by the GSA method.  The GSA procedure is a powerful tool, with the advantage that it can reach the
peptide conformation with the global minimum energy in much fewer steps than conventional stochastic methods.
We apply the same procedure introduced in [10], with a slightly change in the GSA visiting temperature:

(1)

For the energy conformation of the molecule, bonded and non-bonded terms are considered:

.

(2)

The efficiency of the algorithm consists on the right choice of GSA parameters, qA, qV and qT , corresponding
to the acceptance, visiting and temperature indexes, respectively.

As we are primarily interested in better understanding the algorithm behavior for the protein folding problem
with the different GSA parameters, we consider a small peptide, such as 18-alanine, with a known structure
stabilized in an ? -helical conformation for dielectric constant ? = 2.  This way, we intent to achieve some
confidence on the algorithm, before it can be used with real proteins, which requires more accurate modeling of
the solvent effects.



4   Experimental Results

In order to investigate better GSA parameters for 18-alanine folding, this experiment presents massive search
through the parameters qA and qV, with two different choices for qT.  For each parameter research the other two
parameters are kept fixed. Each qA and qV parameter research goes from 1.0 up to 2.9 (using 0.1 steps); qT
parameters are 1.5 and 2.5, generating 800 independent tasks.

Figure 1 presents minimum energy function diagram for qT  = 1.5. In this diagram, we can identify three main
regions where the energy presents its minimum. These regions constitute the parameter set where the peptide finds
its stabilized alpha helical structure in the quickest time.  The same can be observed in the RMSD diagram taking
the alpha helical conformation as reference [6].

Fig. 1. . Minimum energy function diagram for qT = 1.5

It is important to notice that we have here a typical BoT application that can be successfully executed over
widely distributed computational grids, and so a typical application for MyGrid testbed.

In order to investigate GSA applications execution on Mygrid testbed, we developed 3 Mygrid testbeds based
on 3 scenarios. The first scenario is a single processor (the GRID machine is a dedicated PENTIUM III 700GHZ,
245Mb memory, 36GB local HD), the second scenario is a PC's  cluster (the GRID machines are dedicated 20
nodes PENTIUM III 700MHZ, 512Mb memory/36GB local HD, Ethernet network)  and the third scenario is the
PC's cluster plus heterogeneous non dedicated computers connected through  heterogeneous networks (the GRID
machines are 20 nodes  PENTIUM III 700GHZ, 245Mb memory/36GB local HD, Ethernet network, from
LNCC/Petrópolis, plus 4 nodes PENTIUM IV 1.2GHZ, 512Mb memory/36GB local HD from UFCG/Campina
Grande and 16 nodes  PENTIUM III 1GHZ, 512 Mb memory/18GB local HD  from NACAD/ UFRJ). For all three
such cases, the host machine is a 260 MHZ/556 Mb PENTIUM II. On each scenario, we submit 800 tasks from
the host machine to the GRID machines.

Figure 2 presents the GSA algorithm best parameters speedup evaluation scenarios. We observe that a 20
nodes cluster PC's GRID system improves sequential speedup up to 16.9 times; also we observe that a 40
heterogeneous nodes GRID system improves sequential speedup up to 29.15 times. There are no file transfers. All
input and output files are located in each grid machine. The home machine sends remote execution tasks to each
grid machine.

Fig. 2. . 3 scenarios speed-up evaluation

This experiment shows that as the network bandwidth decreases and as the network latency increases the
overall system speedup  poorly decreases for GSA applications Mygrid testbeds. For example, the experiment
decreases GSA application average computing time from 17 days on single machine to over 14 hours on third
GRID testbed system. Therefore we confirm that  Mygrid  system is an alternative for GSA applications research.
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Future experiments plans to apply GSA to the protein folding of larger peptides. In that case, the number of
possible conformations increases dramatically, therefore increasing each task computational time.

5   Conclusions and Future Works

The most important conclusion from this work is that massive calculations for the prediction of protein structure
in a GRID may be an important step in order to fill in the huge gap between the knowledge of the amino acids
sequence that compose proteins and the determination of three-dimensional structures through experimental
methods, such as X-ray Crystallography and Nuclear Magnetic Resonance.  Also,  this work shows that  MyGrid
project is an efficient alternative for high performance research communities that continues to wait for a Grid
testbed to access, such as the Brazilian research community.

For future works, as a new research area, there are several open problems about Grid.  In particular, we intend
to focus on tasks [12] and data [1] scheduling research in heterogeneous environments. As we know, GRID
machines have different speeds, memory sizes, etc, and beyond that, machines usually are shared among many
users. An efficient scheduling algorithm should be able to evaluate the specific characteristics of each machine
from the system. However, that information may be difficult to obtain in a Grid environment.  Also, the
scheduling algorithm must take into account file transfers overheads. In this context, our group is working in order
to investigate and to explore scheduling aspects with the objective of developing a system that will offer an
optimized problem-solving environment for global optimization methods simulation on Grid. Such a system
would be a fundamental tool for better comprehension of the GSA method, which is a powerful tool for the search
of the global minimum energy peptide conformation, reaching the global minimum in much fewer steps than
conventional stochastic methods.
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Abstract. PHRED is the most frequently used base caller algorithm
in genome projects. An interesting point on PHRED utilization is the
fact that a low score on some base may not actually correspond to a
miscalling on that base, but it may stand for a putative error on the
region around this base. In order to evaluate the efficiency of PHRED
on base calling and base quality assigning, we have sequenced pUC18
and compared sequences called by PHRED with pUC18 published se-
quence using Smith-Waterman algorithm. Our results depict a detailed
pattern of errors incorporated by the algorithm, confirm that PHRED
provides appropriated base calling but: low-quality regions have their
quality usually under-estimated, with most errors being mismatches. On
the other side, high-quality regions have super-estimated quality, with
errors mainly represented by deletions.

Keywords: PHRED, DNA sequencing, sequencing errors

1 Introduction

A myth on genomic science is that DNA sequencing machines are the actual agent that
identifies the sequence of bases in DNA molecules. As important as the sequencing
equipment is the base caller algorithm. The most known algorithm is PHRED, written
by Green and Ewing [1] [2] [3]. Base calling consists in the process of analyzing raw
data generated by sequencing equipments and the calling of quality values for each
base [4]. Despite the one to one relation between bases called and quality values, it is
interesting to notice that sometimes low base quality does not actually correspond to a
miscalling of the base, but it may stand for a putative error on the neighborhood region
around the base [2]. The lack of a detailed error pattern contributes to a mistaken belief
that low quality values stands for miscalled bases while high quality bases stands for
extremely accurate calling.

In order to evaluate the pattern of errors introduced by PHRED, a significant num-
ber of DNA sequences of the plasmid pUC18 were generated and raw data was base
called by PHRED. The sequences were aligned with the pUC18 published sequence
using the Smith-Waterman (SWAT) algorithm [5]. The errors identified by the align-
ments were used to populate a MySQL database. The analysis of this database showed
interesting features related to the frequency ant type of errors occurred in low and high
quality regions.



2 Material and Methods

Sequences used in this work have been provided by laboratories from Universidade
Federal de Minas Gerais (UFMG) that integrate the network Rede Genoma de Minas
Gerais. The reactions were made in a single pull and divided on tubes for the PCR
sequencing reaction. After the PCR sequencing reaction, the sequences were joint again
on the same tube, mixed, and then divided on three 96 sequencing well plates. Each
plate was run 3 times on a MegaBASE sequencing equipment, yielding a total of 864
reads. From those, 846 processed ESD files (840100 bases) were obtained.

All ESD files were processed by PHRED with trimming parameters. Average size
and quality were modified from 993 and 19.2 to 747 and 25.6 by trimming, respectively,
resulting in a total of 632034 bases. PHRED was executed with trim alt and trim cutoff
parameters; the following command line was used. The choice for trim cutoff 0.16 was
made based on our previous work presented in I WOB [6].

phred traces/trace_i -trim_alt "" -st fasta

-q qual/trace_i.qual

-s fasta/trace_i.fasta -trim_cutoff 0.16

All sequences produced were compared to the pUC18 published sequence (24.8%A,
25.2%C, 25.5%G, 24.5%T) through SWAT algorithm. A PERL parser was built to
populate a MySQL database with the position and the type (mismatch, insertion,
deletion) of each difference on the alignment result. The command line used for the
alignment execution is shown below.

swat fasta/trace_i.fasta pUC18 -M mat70 -N 1 > trace_i.swat

3 Results and Discussion

In order to test if PHRED is defining precisely the chance of error for each position, the
bases were classified based on their PHRED score. From now on, this PHRED scores
will be called Predicted PHRED Score or pPHRED. We first counted the number of
Observed Errors or oErrors based on the SWAT results. We defined Bases[pPHRED]
as the total number of bases for each pPHRED. Using this total and the formula below,
the number of Predicted Errors or pErrors was calculated.

pErrors = Bases[pPHRED] ∗ 10
−pP HRED

10 (1)

We also calculated the Observed PHRED Score or oPHRED for a group of bases
predicted with pPHRED based on the oErrors :

oErrors = Bases[pPHRED] ∗ 10
−oP HRED

10 (2)

Figure 1 shows the number of putatively miscalled bases predicted for each PHRED
score (pErrors) and the number of miscalls actually observed in the analysis of the
alignment (oErrors). None out of the 46628 bases with PHRED score higher than 42
were actually miscalled and a significant number of bases (219385, 35

A remarkable goal in the analysis of the database was to reveal the error distribution
pattern, considering the type of error introduced by PHRED. Three types of errors can
occur - mismatches, insertions and deletions. All of them could be retrieved from the
SWAT alignment. The errors were mapped using a SWAT parser and used to populate



Fig. 1. Predicted x Observed Errors by PHRED Score.

a MySQL database. Figure 2 shows the distribution of errors ranked by PHRED score.
Mismatches or deletions are the most preponderant errors upon low or high PHRED
scores, respectively. Insertions are the less frequent errors for all scores analyzed.

Fig. 2. Error Types by PHRED Score.

PHRED scores on the neighborhood of the errors were also verified in order to test
if there were clear patterns of low quality scores surrounding the observed errors. We
analyzed the quality of the region surrounding the errors, from -5 to +5, being 0 the
error position. An average of the quality at each of these positions, for each type of error
was measured and plotted on Figure 3. Most errors reside in low quality neighborhoods
of similar scores. Mismatches are present in the lowest score regions and contrasting
with deletions, as seen before. Only mismatches show a mild bias for the position of
the error. Thus, in general PHRED scores seem not to provide a hint for what is the
miscalled base.



Fig. 3. Average PHRED Score on Error neighborhood.

4 Conclusions

As expected, PHRED base caller algorithm was confirmed to efficiently address the base
calling issue and assigning accurate quality values. Errors tended to be underestimated
in the higher score bases. A hint for the miscalled base was not observed, but a tendency
for mismatches or deletions to be associated with, respectively, lower or higher scores
and regions were depicted. We are currently testing whether low PHRED scores co-
habit with actual errors in different window sizes.
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Abstract. Molecular markers have become a powerful tool in applied breeding
programs with applications ranging from parental choice for crosses to mapping
of gene blocks (QTL) associated with economically important traits. Large scale
EST projects, on the other hand, have been producing an abundance of ex-
pressed sequence tags that can be easily screened to identify potential  markers.
However, EST markers do not present high polymorphism due to pressure for
conservation of the expressed regions. Thus we have developed a methodology
that takes advantage of EST data to search for potential intron markers, which
have significantly greater polymorphism. The methodology involves searching
for homologous genomic sequences which have been previously annotated as
having intronic regions. In this work, we describe the software tool used to
automate this process. The tool receives as input the EST chromatograms (or al-
ready assembled contigs) and produces a list of primers flanking intronic re-
gions of homologous sequences, as well as multiple alignments of homologous
gene products with intron information. Preliminary results of the use of the tool
for Arachis (peanut) EST data have produced promising intron markers candi-
dates that will be tested in order to determine their degree of polymorphism.

1   Introdução

Marcadores moleculares são definidos como localizações identificáveis nos
cromossomos (ex. sítio de clivagem de enzimas de restrição, gene, minisatélite,
microsatélite) cuja herança pode ser monitorada. Os marcadores moleculares são hoje
amplamente utilizados no melhoramento animal/vegetal. Suas aplicações vão desde a
escolha dos genitores para os cruzamentos, até o mapeamento de locos de genes de
caráter quantitativo (QTL) associados com características importantes
economicamente [1].

Banco de dados de seqüências podem ser eficientemente explorados para o
desenvolvimento de marcadores moleculares. Holland e colaboradores [2]



desenvolveram marcadores moleculares baseados em exons, introns, regiões
promotoras e microssatélites em milho; e introns e seqüências repetitivas em aveia,
que permitiram a detecção de polimorfismo quando usaram PCR primers flanqueando
essas regiões específicas.

Nos últimos anos, o desenvolvimento de materiais e técnicas para o
sequenciamento rápido e preciso de um grande número de amostras de DNA tem feito
o sequenciamento sistemático do genoma total ser possível [3]. Um meio mais rápido
de obter informações das seqüências codificantes é realizar o sequenciamento parcial
de DNA complementar (cDNA). As etiquetas de seqüências expressas, ou ESTs
(Expressed sequence tags), são marcadores genéticos definidos por seqüências
geradas da construção de bibliotecas de cDNA que corresponde a um mRNA [4].

Os ESTs podem ser usados na busca de marcadores moleculares, como por
exemplo, os microssatélites [5, 6]. Recentemente uma metodologia foi proposta para a
busca de marcadores moleculares, baseados em introns, a partir de dados de ESTs [7].
O presente trabalho descreve uma ferramenta computacional que implementa esta
metodologia, permitindo assim a utilização de ESTs como ponto de partida no
desenvolvimento e caracterização de marcadores moleculares baseados em introns.

2   A ferramenta computacional proposta

A metodologia para buscar marcadores moleculares baseados em introns proposta
em [7], envolve a busca por seqüências genômicas homólogas às de ESTs  contendo
regiões com introns em bancos de dados públicos. A ferramenta computacional
desenvolvida para automatizar este processo recebe como dados de entrada os
cromatogramas de ESTs (ou os contigs já montados), e ao final gera um alinhamento
múltiplo dessas seqüências com as suas seqüências homólogas contendo introns, e
desenha iniciadores (primers) que flanqueiam essas regiões intrônicas. Este
processamento é realizado em quatro etapas encadeadas que são descritas a seguir.

2.1   Nomeação de bases, mascaramento de contaminantes e montagem

Nesta primeira fase, o programa recebe como dados de entrada os cromatogramas
referentes às etiquetas de seqüências expressas. Estes cromatogramas são processados
com o programa Phred [8], que se encarrega de realizar a nomeação de bases e
atribuir uma pontuação correspondente à qualidade das mesmas. As seqüências com
boa qualidade (ex. pelo menos 250 bases com pontuação <= 20) são então
processadas pelo programa Crossmatch [9] que realiza o mascaramento de
contaminantes (vetores). Como resultado, somente as seqüências com pouca
contaminação (ex. máximo de 20%) são escolhidas para o processamento seguinte -
montagem dos fragmentos. A montagem é feita pelo programa Cap3 [10] que produz
agrupamentos baseados nas similaridades das seqüências. Dois tipos de agrupamentos
são geralmente produzidos pelo cap3, contigs e singletons. O primeiro corresponde a
agrupamentos (clusters) com mais de uma seqüência, enquanto o segundo são
agrupamentos de seqüências únicas.



É importante notar que esta primeira fase do processamento só é necessária se os
dados disponíveis forem brutos (cromatogramas). Assim, caso já existam sequências
(formato FASTA) previamente processadas (nomeação de bases, mascaramento de
contaminantes e montagem), estas podem ser passadas diretamente para a fase
seguinte.

2.2   Busca por seqüências homólogas

As seqüências selecionadas na fase anterior são aqui utilizadas a fim de que
seqüências homólogas possam ser determinadas. Esta busca é realizada através do uso
da ferramenta BLAST [11]. Para cada seqüência com boa pontuação (ex. E-value <=
0,00001), seu registro Genbank correspondente é buscado e armazenado localmente.
É feita então a conversão do formato Genbank para o formato GFF (General Feature

Format) a fim de facilitar a busca, em regiões específicas, por características de cada
seqüência.

2.3   Busca por regiões intrônicas sendo flanqueadas por ESTs

Esta fase corresponde ao processamento mais específico da ferramenta proposta.
Aqui os resultados BLAST da fase anterior são analisados um a um. Para cada
resultado BLAST, cada uma das ocorrências (hits) é analisada. Por sua vez, para cada
ocorrência, os pares de segmento com pontuação máxima (HSPs) são analisados.

Quando uma ocorrência é analisada, o arquivo GFF da seqüência em questão
também é analisado para verificar se existe região anotada como codificadora (CDS)
nas vizinhanças do HSP. Sendo este o caso, é verificado se existe região intrônica
anotada (intron) também. Caso afirmativo, os HSPs subsequentes são analisados
quanto à sua posição relativa ao HSP anterior. O programa procura por HSPs

flanqueando regiões intrônicas. Somente estas seqüências são utillizadas no
processamento posterior.

Como resultado desta fase, a ferramenta produz arquivos, formato FASTA, com
seqüências homólogas às dos ESTs (contigs e singletons), e arquivos contendo
seqüências formadas por fragmentos (correspondentes aos HSPs) de ESTs
concatenados com introns obtidos das seqüências genômicas homólogas.

2.4   Produção de alinhamentos múltiplos e desenho de iniciadores

Os arquivos produzidos na fase anterior são utilizados para a produção de
alinhamentos múltiplos, utilizando-se do programa Clustalw [12], e para o desenho de
iniciadores, através do programa primer3 [13], flanqueando as regiões intrônicas.
Nesta fase também é produzido um arquivo auxiliar com a posição dos introns nas
seqüências homólogas, permitindo assim a visualização dos mesmos no alinhamento
múltiplo.



3   Resultados Preliminares

A ferramenta apresentada neste trabalho tem sido utilizada na análise de EST oriundos
de folhas e raízes de uma espécie selvagem de amendoim, o Arachis stenosperma.
Esta espécie foi escolhida porque apresenta resistência a nematóides e a fungos sendo,
então, uma espécie adequada para a busca de genes de resistência e desenvolvimento
de marcadores moleculares.

A ferramenta aqui descrita possibilitou automatizar praticamente todo o processo
de busca de marcadores baseados em introns a partir de ESTs. A fase final de desenho
de iniciadores, no entanto, mostrou que é importante a intervenção do biólogo neste
estágio, visto que geralmente é necessário um ajuste fino dos parâmetros do programa
primer3 para que iniciadores adequados sejam obtidos. O uso da ferramenta com os
dados de ESTs de amendoim produziu vários candidatos promissores de marcadores
moleculares que serão objeto de experimentação do grupo.
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Fernando Fernandes, Jr.1, Emı́lio Andrade1, Márcio Carvalho1, Rodrigo Carceroni1, and Carlos Ramos3

1 Departamento de Ciência da Computação, Universidade Federal de Minas Gerais, Brazil
{tiago,meira,silveira,raquelcm,ayala,junior,emilio,mlbc,carceron}@dcc.ufmg.br

2 Departamento de Bioquı́mica-Imunologia, Universidade Federal de Minas Gerais, Brazil
santoro@icb.ufmg.br
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Abstract In this paper we introduce the concept of structural signatures and discuss how these sig-
natures may be used for identifying types of globins, more specifically myoglobins and hemoglobins.
Structural signatures are concise representations of the protein features. The signatures divide the set
of proteins in subsets that have similar structural organization. Our signatures may span several dimen-
sions, but so far we have studied three of them: protein 3D shape, electrostatic interactions, and nature
of the amino acids. We validated our proposal using two sets of well studied globins: hemoglobins and
myoglobins. Our strategy was able to determine signatures for each type of globin and even features
common to both.

1 Introduction

Proteins which share a common fold may not share a large part of their primary structure. For example,
more than 400 3D structures of globins exist in PDB databases [3] [1], and over 1400 sequences are stored
in the Swiss-Prot database, but comparative structure analyses have shown that all globins can be classified
in the same structural motif, described by 8 helices folded in a specific three dimensional arrangement.
Alignment of sequences has reveled that 82% of residues of 60 vertebrate’s globins are invariant [4]. On
the other hand, if the alignments are applied to other exotic globins such as the ones from plants and
invertebrates, apparently only 2 residues from more than 150 are preserved [4]. Giving such significant
variations in their native sequences, what is the information that makes globins fold like globins? What can
change and what cannot change in the primary structure of a globin without changing their functional and
conformational motif?

These issues made us speculate that there could be a compact invariant pattern within the significant
sequence variability that could be used as a structural signature to identify globins. To verify our hypothesis,
we have used advanced data mining techniques, in the hope of finding these key invariants in globins. Our
results, described in this paper, indicate that we are in the right direction. The use of data mining techniques
for sake of protein characterization and structural understanding is quite recent and we are aware of just two
related works that are close to ours. Hu et al. [5] proposed a novel method for predicting the ab initio tertiary
structure of proteins without simulations. The approach is based on finding common association rules for
tertiary contacts. Our approach is broader than theirs in the sense that we employ not only a contact map, but
also we qualify the contacts, being able to consider other dimensions. Li and Parthasarathy [6] proposed
a method for finding structures in proteins from the atom level. Their initial results indicate that their
approach is able to identify common substructures found in proteins, such as alpha helices. Further work [8]
combined this structure-based frequent pattern identification algorithm with techniques and optimizations
to both reduce search space and handle atom coordinate noise. By using this approach, they were able
to find structures such as peptide backbones, alpha helices, and beta sheets. Again, our work is broader
because it considers the nature of the contacts and is less susceptible to combinatorial explosion, since the
data mining tasks may be applied at various granularities.

In summary, in this paper we introduce the concept of structural signatures and discuss how these
signatures may be used for identifying globins, in particular myoglobins and hemoglobins. We selected
these families because they are one of the most studied protein families and because hemoglobin units
are considered similar to myoglobins [2]. Structural signatures are concise representations of the protein



features that characterize a set of proteins that play similar function. As we mentioned, the protein modus
operandi comes from its 3D structure and understanding the underlying key factors that determine the
structure, and thus its function, is still an open problem. Structural signatures capture the similarities among
proteins from the same family and identify the differences among different families, using criteria in several
dimensions such as electrostatic interactions, geometry, and the chemical nature of the amino acid residue.

2 Structural Signatures of Proteins

In this section we present our algorithm for deriving structural signatures for proteins. The algorithm is
quite general and it should be adapted to each family of proteins it is targeted for, considering the charac-
teristics of those proteins.

The structural signatures may be defined using several characterization criteria. In this paper we em-
ployed the following three criteria:

1. Geometry: it captures the 3D structure of the protein, and may use also elements of the secondary
structure such as alpha helices and beta sheets.

2. Electro-chemical: it considers the nature of the contacts among amino acids.
3. Amino acids: it uses the primary structure and its constituents as criterion.

The signatures are generated by determining frequent patterns of occurrence for each of the aforemen-
tioned criteria. The starting point is a set of proteins for which we want to generate a signature. Notice
that the strategy may be applied at various levels of specificity. In this paper, we present signatures for
hemoglobins, myoglobins, and also for the subset of globins that comprise the first two, which allows to
identify the set of features common to them.

The algorithm for generating structural signatures may be described as a sequence of three steps:

1. Divide the set of proteins into classes according to the desired signature detail.
2. For each class of protein and for each protein in that class

(a) Identify portions of the protein, for instance alpha helices, beta sheets, and the loops between them.
(b) Determine the contacts between portions, also finding the amino acids that are linked by each

contact.
3. Determine common patterns of occurrence of tuples of portions and amino acids, and rules that allow

to determine association rules expressing the similarities and differences among classes of proteins.

In the next section we instantiate this algorithm for globins.

3 Case Study: Hemoglobins and Myoglobins

In this section we describe how we generate structural signatures for two types of globins. The three-
dimensional structure of globins can be described as a sequence of 8 helices (A, B, C, D, E, F, G, H), the
interconnecting loops (AB, BC, CD, DE, EF, FG, GH) among them, the N-terminal (0A) and C-terminal
(H16) regions.

In terms of criteria, we use the helices and loops as geometry criterion, electrostatic contacts as electro-
chemical criterion and just the amino acids that are linked by the electrostatic contacts. As we show in
the remaining of this section, these simple criteria already allowed us to identify interesting signatures for
hemoglobins and myoglobins.

3.1 Data Selection

Using Protein Data Bank’s search tool, we found about 210 myoglobins overall and about 15 with low ho-
mology degree. We also chose molecules from different species, resulting in just 8 myoglobins, identified in
PDB as 1A6M, 1EMY, 1LHT, 1MBA, 1MBS, 1MYT, 1MWD, and 1DWS. The same strategy was used for
selecting hemoglobins, and we initially found 246 in PDB, 50 of them having low homology degree, and 10
being from different species, resulting in 17 different protein chains: 1CH4 A, 1CH4 B, 1A9W E, 1G08 A,
1G08 B, 1ITH A, 1IWH A, 1IWH B, 1OUT A, 1OUT B, 1QPW A, 1QPW B, 1A4F A, 1A4F B, 1B0B,
1FHJ A, and 1FHJ B. We considered each different hemoglobin chain independently, ignoring the inter-
actions between chains.



3.2 Data Engineering

Given a protein class, we wish to examine the chain positions which contact after the polypeptide chain
is folded. Each contact can be quantified by its relative position on the chain, residue composition, and
chain-to-chain distance. In order to compare different protein chains that belong to the same class, we must
determine homogeneous portions present in all class elements. In general, these portions correspond to the
secondary structure, but there are instances where considering different stretches of the chain make more
sense, as with peptide sequences that do not conserve exactly the same structure between related proteins.

Targeting the discovery of the contact points and homogeneous portions in proteins, the three dimen-
sional coordinates of each atom must be known. Contacts are defined by two atoms that are at most 4.5Å
apart and have opposite charges. We consider only the charged atoms in the side chains of lysine, as-
paragine, histidine, aspartate, and glutamate when searching for contacts. We define the homogeneous
portions by analyzing the protein chain with a molecular graphics visualization software, since the sec-
ondary structure information present in the PDB file (HELIX, SHEET and TURN records) is not accurate
enough or does not provide portions according to the desired characteristics.

Each chain is given as input to the association rule mining algorithm. More specifically, a “transaction”
is a contact location and their constituents. In order to find relations at different levels of detail, each contact
is represented in four ways: its location and both residues, its location and each of the two residues, and
just its location.

3.3 Discussion

Figure 1 schematically shows the results of data mining focusing on the intra-subunit electrostatic interac-
tions found in globins. This representation is analogous to a contact map where the structure of the globin
was divided into four major helix-loops regions (group AB, CD, EF, GH). The boxes inside the matrix show
the position and frequences (inside numbers) of the electrostatic interactions. They are presented in three
different shades of gray: the lighter ones represent the interactions found only in myoglobins, the medium
ones denote the contacts observed only in hemoglobins, while the darker ones indicate the interactions
found in both classes.

Figure 1. Electrostatic contact map for the studied globins

As an overall pattern, it is remarkable the relevance of the electrostatic interactions between the helices
A and B, and G and H. These interactions reinforce the intra-subunit N and C-terminal contacts for sta-



bilizing the whole protein structure, as already described for the folding of myoglobins[7]. Additionally,
there are important interactions between helix A and loop EF, among other less frequent interactions found
in both classes simultaneously.

We also observed that differences in the patterns of electrostatic interactions that discriminate myo-
globins from hemoglobins are rather small; these can be found specially at the diagonal of the figure and
they may be related to the degree of polymerization of the globins.

We then continue the analysis by verifying the association rules discovered by the CHARM[9] algo-
rithm. These rules show the relationships between the different regions of the globins’ structure, and Table 1
presents the rules common to both myoglobin and hemoglobin, and with a support of at least 16 species.
The predicates of the rules are either a pair of regions, or a pair of regions and the residues that compose
the contact.

The first rule suggests that conservation of both residues in the electrostatic contact is not important, as
just one is specified. Even so, the glutamate may be present in any of the two portions. However, the high
support of the rule is a strong hint that this is an important contact in both hemoglobins and myoglobins.
Other contacts are more restrictive, as shown by the eight and second rule. Most electrostatic contacts
between the AB and EF regions are characterized by asparagine and lysine.

Order Support Rule
1 24 AB,GH:glu
2 22 AB,EF
3 21 AB,EF:lys
4 20 AB,EF AB,GH:glu
5 20 AB,GH:glu AB,GH:lys
6 19 AB,EF:asp

Order Support Rule
7 19 AB,EF:lys AB,GH:glu
8 18 AB,EF:asp-lys
9 17 AB,EF:asp AB,GH:glu

10 16 AB,EF:asp-lys AB,GH:glu
11 16 AB,EF AB,GH:glu AB,GH:lys

Table 1. Association rules found for both myoglobins and hemoglobins.

4 Conclusions and Future Work

Despite its importance in various biochemical processes, understanding what drives the protein folding
process is still an important open problem. In this paper we present structural signatures, which are concise
multi-criteria representations of the proteins being characterized. We described the process of generating
signatures for globins and discussed the signatures of both hemoglobins and myoglobins, being able to
identify very interesting features.

We envisage various directions of future work that range from the analysis and characterization of other
proteins to considering new criteria in the signature. Further, we already verified that the computational
demand grows exponentially, and thus we must be careful to handle it appropriately by designing and
implementing efficient algorithms.
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Abstract. The concept of Computational Grids consists on using computers
through the Internet, in order to increase computational  resources. Molecular
dynamics simulation is an example of a class of applications that can require a
large amount of computational resources, and it is also suitable for the Grid.
The Grid experiment described in this paper is modeling HIV-1 protease-
substrate interactions. The Acquired Immune Deficiency Syndrome is a pathol-
ogy that has worried scientists and the health community of the whole world,
because of its growth and difficulty of control, although using antiviral drugs
combination. This work presents two contributions, first a 18 theoretical HIV-1
protease models were constructed, thought Homology Modeling methods from
the experimental 3D structures of HIV-1 protease subtype B (Protein Data
Bank code 1F7A),complexed with the substrate KARVLAEAM. In each model
one amino acid at the protease-substrate contact was replaced by alanine to in-
vestigate the role of active site amino acids to protease conformation, stability
and substrate recognizing. Such models were submitted to a Molecular Dynam-
ics simulation, for a running time of 100 picoseconds, in a periodic boundary
box filled with water molecules, totalizing about 30.000 atoms. Second, this
work shows that heterogeneous Grid environment system accelerates comput-
ing time molecular dynamics simulations and  that it  is a low cost alternative
environment  to improve local resources.

Keywords: Grid Computing, HIV-I protease, Molecular Dynamics.

1   Introduction

The increasing popularity of the Internet, associated with the availability of powerful
computers and high-speed networks, is changing the traditional way of doing high
performance computing. The Grid concept is similar to the electric power net, and it
has the goal to couple distributed heterogeneous resources to offer a consistent and
cheap access to the resources, despite of their physical location [6]. MyGrid  [2, 3] is a
Grid middleware that supports the execution of bag-of-tasks (BoT) applications and
provides a global execution environment allowing the remote execution of several



tasks in parallel through the machines that the user can access. MyGrid is being de-
veloped by the Computer Science Department at Federal University of Campina
Grande.

The IBCCF/UFRJ group is studying interactions among HIV1's protease and a fam-
ily of its mutants with protease inhibitors using Molecular Dynamics (MD) techniques
[4, 11].  MD Simulations (MDS) is an example of a class of applications that can require
a large amount of computational resources, and it is also suitable for the Grid.

The goal of our project is to develop a Grid environment (GE) for MDS. The Grid ex-
periment described in this paper is modeling HIV-1 protease-substrate interactions.
We are replacing HIV1's protease amino acid residues by alanine and evaluating the
weight of each mutated residue for interaction with the substrate KARVLAEAM, as
well as for the general conformational stability of protease. A mapping of the main
residues and their role in the structure and in the protease dynamics, as well as their
participation in the activity of the enzyme, can help drugs development in a short
period of time, wherever there is a resistance appearance.

We are using the THOR tool [8], which is MDS package being developed and main-
tained by the Laboratory of Biological Physics of the Biophysics Institute Carlos Cha-
gas Filho (IBCCF) at Rio de Janeiro's Federal University, Brazil.

2   Experimental Results

In the first part of this work we use a water box to perform the MDS to evaluate the GE.
We have submitted 60 MDS tasks over the Grid implemented through 7 independent
distributed computing environments. There have no dedicated node and each task
was submitted through "nice" scheduling priority. Each task executed from 4 minutes
up to 33 minutes. The total average execution time on the Grid is 38 minutes. This first
experiment proves that the heterogeneous GE is a low cost alternative to improve local
resources for MD research. For instance a researcher that have a workstation that
takes over 30 minutes on order to execute one task, will take 1800 minutes to executes
60 tasks, and 38 minutes to execute on this GE.

In the second part we perform the protease-substrate MDS to evaluate the weight
of each mutate amino acid, and understand which tasks must be automated to develop
the MD Grid environment. The 1F7A Protein Data Bank [9] file concerns with the com-
plex of HIV-1 protease with an asymmetric substrate peptide obtained from X-Ray
crystallography data [7].  Using this file, we verify which amino acid belongs to the
substrate distance up to 5 Angstroms, in order to make ALA mutations. We found 34
amino acid residues: ARG A 8; LEU A 23; ASN A 25; GLY A 27; ALA A 28; ASP A 29;
ASP A 30; VAL A 32; LYS A 45; ILE A 47; GLY A 48; GLY A 49; ILE A 50; PHE A 53;
ALA 82; ILE A 84; ARG B 8; LEU B 23; ASN B 25; GLY B 27; ALA B 28; ASP B 29;
ASP B 30; VAL B 32; LYS B 45; MET B 46; ILE B 47; GLY B 48; ILE B 50; GLN B 58;
LEU B 76; PRO B 81; VAL B 82; ILE B 84. We created 18 mutant models replacing in
each model one of the above amino acid by ALA residue.

After the 20, 70, and 120 picosseconds of MD, we analyzed the conformational
changes using the PROCHECK Ramachandran plot to identify conformational
changes. For example, the figure 1 shows the Ramanchandran plot, after 20 ps, for the
PRO79 residue in the control and ILE84 mutant protease. In this figure, the Raman-
chandran plot of B-PRO79 (proline 79 at chain B) of the control protease is seemed in
part (A) and for the mutated protease is seem in part (B).We can observe that the



mutation ILE84 induces conformational changes at B-PRO79 region, which goes from
? -helix to ?-sheet conformation.

A                         B

Fig. 1. The B PRO 79 Ramachandran plot for the original protease (A) and for the ILE 84
mutate protease (B).

3   Conclusions and future works

This work presents two contributions.  First, shows that heterogeneous GE system
accelerates computing time MDSs proving that it is a low cost alternative environment
to improve local resources. Second evaluates the importance of each amino acid to the
protease 3D structure stabilization. We have research conformational changes near the
mutated amino acids residues, and we have found conformational changes mutations
propagations throughout the chains. As we increases the dynamic time we observe
that some amino acids returns to the original conformational region, after an initial
conformational changes, due to local relaxation and stabilization during the dynamics.
Other residues, on the other hand, stabilize in different conformation compared to the
control protease, in a clear evidence of conformational change induced by mutation.

Some of the observed mutations are associated with drugs resistance [10, 5, 1] as
example MET 46, ILE 84 and VAL 82. It is possible to observe the large extension of
the conformational perturbation on mutant protease ILE 84 and MET 46 induced by de
mutations.

In order to analyses several mutates, we intend to start protease-inhibitor interac-
tion simulations on a computational Grid, and to generate mutant inhibitors variations.

There are several open problems related to the research on our work on Grid. We in-
tend to focus on tasks and data scheduling research in heterogeneous environments.
Also, machines usually are shared among many users. In this context, our group is
working in order to investigate and to explore scheduling aspects with the objective of
developing a system that will offer an optimized Grid environment for MDSs. Such a
system would be a fundamental tool for better comprehension of the resistance
mechanism of HIV protease and to give support to new inhibitors development  [11].
We also intend to automate the molecular dynamics protocol steps and increase the
current Grid infrastructure.
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Abstract. Due the many genome projects undertaken worldwide, the number 
of produced sequences is increasing very fast. One important method to 
aggregate biological information to these new sequences is to compare with 
the existing databases searching for similarity using a BLAST program. The 
bottleneck for this process is the computational time for the large-scale 
databases. One option to minimize this problem is to distribute the processing 
in an intelligent way. We present in this paper a new computer distributed 
design using a GRID service. The Grid service technology offers a reliable 
and cost effective way to perform time consuming tasks, which are common 
in Bioinformatics. 

 
1. Introduction 

With methods for DNA sequencing becoming globally available in the late 
1980´s, the amount of molecular sequence data starts to growth exponentially. At the 
same time computational methods were developed for data retrieval and analysis as 
well as algorithms for sequence similarity searches, secondary structure predictions 
and functional predictions. For all this development the fundamental information 
infrastructure was the expansion of the Internet in the last decade, allowing 
researchers around world sharing biological data in real time. 

One of the many methods to aggregate biological information to new 
sequences is to compare it with the existing databases searching for similarity. The 
most popular tool for this purpose is BLAST (Basic Local Alignment Search Tool) 
[1], which performs comparisons between pairs of sequences, searching for regions of 
local similarity. This tool allows the comparison in high-throughput scale. The 
bottleneck for this process is the computational time for the large-scale databases. 
Considering the high cost to obtain an efficient computer server to run BLAST for 
many genome projects in a particular site, the solution is to divide this task in a 
distributed environment. The new computer distributed design is to share out tasks 
using the PCs/Workstations that are not in use for a particular period of time like 
nighttime and weekends. This is known as computational Grids, which are emerging 
as a new infrastructure for Internet-based parallel and distributed computing.  

We describe in this paper an implementation of the execution of BLAST 
program using the GRID computing technology. 

 
2. Grid Computing 

The need to integrate services across distributed, heterogeneous, dynamic 
virtual organizations combining the different computational resources within 
collaborative research institutions can be satisfied by the Grid technology. As defined 



by Foster and colleagues, Grid technology support the sharing and coordinated use of 
diverse resources in dynamic Virtual Organizations, that is the creation from 
geographically and organizationally distributed components, of virtual computing 
systems that are sufficiently integrated to deliver desired quality of services [2].  

Grid computing is now based on an open set of standards and protocols — 
The Open Grid Services Architecture (OGSA). OGSA defines an uniform exposed 
service semantics; defines standard mechanisms for creating, naming, and discovering 
transient Grid service instances; provides location transparency and multiple protocol 
binding for services instance; and supports integration with underlying native 
platform facilities [4]. 

Using the Web Services Description Language (WSDL) [5], OGSA also 
defines interfaces and associated conventions, mechanisms required for creating and 
composing complex distributed systems like lifetime management, change 
management, and notifications. An attractive feature of WSDL is that it allows the 
definition of multiple protocol bindings for a particular interface. 
 
3. Materials and Methods 

The implementation of the described “Virtual Organization”, will be under 
the BIOFOCO (Centro-Oeste Bioinformatics Network) [3], that aggregates 5 different 
institutions working in the Bioinformatics area located in different Brazilian states 
with a reasonable computational resource. 

The toolkit used for the grid service implementation is the GLOBUS Toolkit 
3.0 [4]. The Globus toolkit is a community-based open architecture, open source set 
of services (service is a network-enabled entity that provides some capability) and 
software libraries that support grid applications protocols that supports a wide variety 
of major e-science projects [2]. This toolkit addresses issues of security, information 
discovery, resource management, data management, communication, fault detection 
and portability. 

All calls and controls related to BLAST execution and grid service 
implementation are implemented in Java programming language, which ensures 
portability of the framework. 
 
4. UML use cases 

The use case “Register Sequence Provider” description: 
1. the System Administrator, in a terminal session or via a scheduler,  starts a client 

application that reads the sequence; 
2. this application sends the sequences in a Fasta format and the name of the public 

databases to a Sequence Provider;  
3. this Sequence Provider splits the sequences into lots grouped by the names of the 

public databases; 
4. this Sequence Provider registers itself in the Central Distribution indicating that it 

has sequences for these public databases; 
5. this Sequence Provider waits for a client that will execute the BLAST program. 

 
The use case “Provide Sequence” description: 



1. the System Administrator, in a terminal session or via a scheduler,  starts a client 
application that that executes the BLAST program against some public databases 
(the database this application is able to use); 

2. this application asks the Central Distribution for a Sequence Provider with 
sequences for these public databases (or some of them); 

3. this application gets the sequences from the Sequence Provider in order to 
execute them. 

  
The use case “Execute BLAST” description: 

1. the client application that executes the BLAST program asks the factory of 
Import Results Service for a exclusive instance;  

2. this client sends the result to be stored; 
3. the Import Results service store the results. 

 
The way data are read, processed and stored are specific and should conform 

to each enterprise. Therefore, in order to keep the framework the most generic 
possible, a user wanting to use it should provide implementation for the classes for 
reading the sequences to be analyzed and for storing the result of the BLAST 
execution. All other classes, interfaces and XML scripts are supplied by the 
framework.  

The scheduling of each client that provides sequence or the client that 
executes the BLAST follows enterprise based policy. This can be done by setting low 
priority, starting the application as screen saver or using software such as the Sun 
Grid Engine, for example.  

The model MVC [6] was used in order to achieve flexibility and to ease 
communication through the firewall. Therefore, control layer services are also 
provided and are supposed to run in machines outside the firewall with permission to 
communicate with internal computers.   

 
5. Related works 

In [7] is presented a Web services for distributed BLAST execution. In [8] and 
[9] are presented two Grid services for genome annotation but in both cases 
retrieving and storing data follows predefined formats.  
 

6. Discussion and conclusion 
In the process of software design a crucial step was the delineation of 

information and processing flow. In our architecture, instead of a hierarchic and 
centralized server that delegates tasks to computing nodes in a top-down approach, we 
opted for a model in which the node requests a sequence from a sequence provider 
machine to execute a specific task for a pre-defined combination o BLAST program 
and database. After the job is finished the node is free to request more sequences. 

Some benefits of such implementation include the  ability of virtual 
organizations to establish its own access and load balancing policies, improved 
portability since all components can be encapsulated in pure Java, and seamless 
execution through highly heterogeneous hardware platforms. 



Grid service technology offers a reliable and cost effective way to perform 
time consuming tasks which are common in bioinformatics. A typical example is 
sequence similarity search using BLAST, which is computer intensive and time 
consuming. For a moderate amount of sequences to be processed the computational 
infrastructure requirements grow considerably, up to a point of complete saturation.  

Distributed computing in the form of grid service framework described in 
this work enables several institutions to join efforts in order to fragment the problem 
and turn the overall task executable. There are several benefits arising from this 
solution, most notably the participation of under-equipped institutions and efficient 
resource utilization. 

The conceptual framework is easily expandable and in the future will include 
the execution of more programs for a more complete genomic annotation, fault-
tolerance and execution scheduling. Mechanisms for fault tolerance will be provided 
in further version.  

A working prototype and the UML models are available for download at: 
 http://bioinformatica.ucb.br/grid. 
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Abstract. We investigate here the comparison of biological sequences
to genomic databases in a parallel environment. Our goal is to study
workload balancing approaches that can improve the performance of a
set of (sequence) comparison queries. There is a number of important
factors that must be taken into account in order to make full use of
the parallel environment. These include static factors, like the database
allocation, as well as dynamic (and unpredictable) issues as the similarity
degree for input and database sequences. A few different methods that
deal with skew handling are discussed in this paper.

1 Introduction

In this work we are interested in parallel strategies for evaluating one of the most
common operations in bioinformatics, namely BLAST processing. BLAST is a
popular family of algorithms for (bio)sequences comparison and alignment.

In [4] we have presented a detailed discussion and some implementation re-
sults regarding database distribution design in order to execute BLAST in work-
station clusters. However, as in many other parallel problems, when there is an
uneven workload, all the benefits that come with parallelization may be lost.

We discuss a few different workload balancing methods that may be used
when running BLAST on a workstation cluster. These include strategies that
consider the total number of sequences allocated to each node, methods that
estimate the total execution time at each site and also on-demand approaches,
that distribute tasks (queries and data) to sites whenever these become idle.

To the best of our knowledge, there are no published works with the emphasis
on database distribution and load balancing issues as we are concerned here.
Most works have focused on specific multiprocessor architectures and sometimes
parallel and distributed databases are even ignored (e.g., [3, 11, 12]. There also
exist commercial solutions (e.g. [10]) but, as usual, details are not available and
it is hard to evaluate how good these products are.

This paper is organized as follows: in the next Section, we review some basic
concepts, including an overview of BLAST and parallelization issues. Then, in
Section 3, we briefly motivate our present work and propose four distinct meth-
ods to deal with data skew. Finally, we conclude in Section 4 with contributions,
ongoing and future work.



2 BLAST Parallelization

Many computational biology applications deal with large data sets over se-
quences. Among these, the sequence comparison problem is surely among the
most important ones and therefore many other complex applications are based
on it. Optimal algorithms have a computational complexity which makes them
unfeasible for certain applications. For this reason, many alternative and faster
methods have appeared and among them, the BLAST (Basic Local Alignment
Search Tool) [1] soon became popular.

The actual search cost depends on the size of the molecular biology database,
as well as on the size of the input sequence. As in many different applications, one
could think about using a parallel environment and system to improve consider-
ably programs execution performances. However, there is no simple and direct
approach that makes full use of the available computational power of a work-
station cluster. The assignment of data to processing nodes has a substantial
influence on response times.

We present in [4] a detailed discussion and some implementation results re-
garding database distribution design in order to execute BLAST in parallel. The
alternatives are the replicated model (Figure 1(a)) and the partitioned model
(Figure 1(b)), for a master-slaves schema using different numbers of slave nodes. 
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3 Skew Handling

In this paper we are mostly concerned with skew factors that may influence
BLAST evaluation in a parallel environment. There many different factors that
appear due to specific processing needs, as in the case of sequence comparison and
BLAST execution. In order to detect the most relevant parameters that affects
BLAST parallel processing’s performance we have made some tests [4], varying
the number of slave nodes and input sequences, the input sequence lengths and
the database distribution design (fragmentation, replication or both).

We have observed the elapsed time and the idle time measured at each slave
node for a many different number of nodes configuration. Each node processes the
same number of sequences, each with the same length. Very often it happened
that, for every pair of nodes, none had the same execution time [5]. Like the
selectivity skew problem for joins, distinct degrees of similarity (according to
local alignment interpretation) between the input sequences and sequences in
the database may influence directly the execution time at each node.

Approaches for dealing with data skew may be developed depending on the
data distribution scheme considered. We propose a few tasks generation policies
to be tested within the parallel execution of BLAST. A task may be defined
as the execution of a single sequence against the database. Therefore, we may
suggest first a task generation policy that is similar to the traditional round-
robin data distribution for databases. If there are n processors, each sequence
read goes to a slave node and the ith sequence is sent to the ith node. This
process is executed until all sequences are assigned to a node.

However, this strategy may not work well in the presence of skew due to
other factors. When there are sequences with different lengths, it may happen
that all largest sequences are assigned to the same node and we know already
that sequence sizes are relevant to performance. Consequently, we could think
about a round-robin policy that includes an initial sorting step for the input
sequence file. All sequences are then organized by their sizes and this way a
round-robin method would work well. The problem here is that adding a new
step may add also a high cost to the whole evaluation process when the number
of input sequences is high.

Another strategy that we may consider is based on the performance estima-
tion of each sequence execution. There is no initialization phase like sorting or
any other preprocessing step. When a sequence is read, an execution time is es-
timated according to its size. Thus, the task manager may choose the processing
node that has, for all tasks to be completed, the smaller estimated execution
time, which corresponds to the sum of all estimated times.

With such a policy, even with a different number of tasks to be processed
at each slave node, we aim at reducing the total execution time with a more
balanced distribution. There is still an important overhead here: the master
node must know all estimated execution time for task and this may be costly.

Another strategy that includes load balancing and considers skew similarity
is a demand-driven one, where the processing nodes request new tasks. A task
manager is responsible to assign new tasks to nodes that are idle and ready to



execute. No task is pre-assigned to a node: if it happens that a given node is
faster than another - due to all possible skew effects discussed previously, the
slowest node gets less tasks to evaluate. This demand-driven approach aims at
balancing the load dynamically and in a preventive manner. However, there are
still drawbacks that an actual performance analysis may detect.

4 Conclusions

In this paper we deal with workload balancing techniques to handle data skew
problems. We propose four distinct approaches for an actual implementation of
BLAST in a parallel environment. The main contributions are (1) a discussion
on workload balancing strategies to deal with skewness when executing sequence
comparison in parallel and (2) a first identification of the main skew factors,
including the similarity degree. We are still investigating some results and all
these ideas are being experimented in order to obtain a more precise analysis of
our proposals.
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8. B. Schmidt, H. Schröder and M. Schimmler, ”Scanning Biosequence Databases on
a Hybrid Parallel Architecture”, Procs. Euro-Par (LNCS 2150), pp 360–370, 2001.

9. T.F. Smith and M.S. Waterman: ”Identification of Common Molecular Subse-
quence”, Journal of Molecular Biology 147, 1981, pp 195–197.

10. Tera-BLAST, TimeLogic Inc, http://www.timelogic.com
11. O. Trelles-Salazar, E.L. Zapata and J.M. Carazo: “On an efficient parallelization

of exhaustive sequence comparison algorithms on message passing architectures”,
Bioinformatics 10, 1994, pp 509–511.

12. T.K. Yap, O.Frieder and R.L. Martino: ”Parallel Computation in Biological Se-
quence Analysis”, Trans Parallel and Distributed Systems 9(3), 1998, pp 283–294.



WOB2003
Referências

[1] Flavia Agostini, Carla Osthoff, Pedro Pascutti, Alex Vassalo, and Diogo Pinto. A grid
alternative solution for protein folding studies applications. In WOB2003, pages 145–
148, December 2003. Poster.

[2] Nalvo Almeida and Luciana Montera. Determinação de regiões ortólogas múltiplas. In
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